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Abstract—The European Union’s efforts towards technological
sovereignty in High-Performance Computing are driving research
and development of RISC-V-based supercomputers. The DARE
SGA1 project, in particular, aims to develop chips designed
and owned by Europeans. This paper introduces the Italian
contribution to DARE SGA1 regarding pathfinding activities
toward future RISC-V-based accelerator designs, reliability im-
provements, system software, and Al and Quantum Chemistry
applications.

Index Terms—RISC-V, VPU, HPC, system software, RAS,
Quantum Chemistry
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I. INTRODUCTION

The uncertainty of the value chains and the need to ensure
the European Union’s competitiveness in the global economy
have pushed the policymakers to identify High-Performance
Computing (HPC), Internet of Things (IoT), Artificial In-
telligence (AI), Quantum Computing, and advanced (nano-
)materials among the Key Enabling Technologies (KET),
for which there is a pressing need to reach technological
sovereignty [49]. Technological sovereignty in these fields
is hindered by dependence on non-European suppliers, lack
and/or drain of technical expertise, and difficulties in technol-
ogy transfer to the market.

To address these issues, as well as to improve the over-
all coordination of European actions towards technological
sovereignty, several large-scale initiatives, such as the Eu-
ropean Processor Initiative (EPI) [42], and the large-scale
pilots [6] have been set up to augment the HPC capabilities
of Europe, and to reduce the dependence on non-European
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chips. These initiatives are managed by the EuroHPC Joint
Undertaking (JU), which leverages funding and support from
the European Commission and the member states. They are
complemented by initiatives of the Chips JU aimed at proces-
sors for embedded systems. A key pillar of these initiatives
is the reliance on the Open Hardware approach, embodied in
the RISC-V instruction set architecture (ISA), an open source,
versatile and customizable ISA developed by the RISC-V
International foundation'.

To follow up on the above-mentioned initiatives, the Eu-
roHPC JU has set up a long-term initiative, the Digital Auton-
omy with RISC-V in Europe (DARE) Framework Partnership
Agreement (FPA), aiming at developing an HPC ecosystem
based on RISC-V2. The DARE Specific Grant Agreement 1
(SGA1) embodies the first phase of this program, which aims
to develop various RISC-V-based solutions for HPC, HPC-AI,
and general-purpose computing. DARE SGAL is led by the
Barcelona Supercomputing Center, with European companies
OpenChip, Axelera, and Codasip respectively in charge of the
three main solutions®.

ICSC, the Italian National Research Centre for High-
Performance Computing, Big Data and Quantum Computing,
plays a pivotal role in coordinating the Italian contribution
to DARE SGAI, collecting under its umbrella five Italian
universities (Politecnico di Milano, Politecnico di Torino, Uni-
versita degli Studi di Pisa, Universita degli Studi di Roma “La
Sapienza”, and Universita di Torino), as well as the National
Institute for Nuclear Physics (INFN) and the graduate school
SISSA. Another leading university, Alma Mater Universita
degli Studi di Bologna, the national supercomputing center
CINECA, and three companies, Axelera Al, Leonardo, and
E4, round out the Italian contribution. The Italian activities in
DARE SGA1 build over the existing building blocks developed
in earlier EuroHPC and Chips JU projects [6], [35], to scout
ahead of the technical developments of DARE SGAL, in sight
of the second phase of DARE.

a) Organization of the paper: The rest of this paper is
organized as follows. In Section II, we provide an overview of
the pathfinding activities carried out by the Italian partners of
DARE SGAL. In Section III, we focus on accelerator designs
and reliability architecture, while in Section IV, we discuss
the pathfinding activities related to programming models and
system software. Finally, in Section V, we introduce key ap-
plications in Quantum Chemistry and Low-Rank Adaptation,
and in Section VI, we draw some conclusions and highlight
future research directions.

II. PATHFINDING TECHNOLOGIES FOR FUTURE RISC-V
HPC

The Italian partners in DARE SGA1 are primarily involved
in advanced research activities that build on and extend the
project’s core technologies. DARE SGAL1 is organized along
six primary Technical Areas (TA), as reported in Figure 1.

Uhttps://riscv.org/
2 Advancing European Sovereignty in HPC with RISC-V
3DARE SGA1 announcement and website
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Fig. 1. Structure of the DARE SGAT1 project by technical areas (TA, in blue);
for each TA, the leading partner is reported. The role of the Italian partners
is depicted as follows: ICSC partners develop the components in green, and
those in yellow are developed in collaboration with other Italian partners. In
contrast, components in red are developed by Italian partners who do not
operate under the ICSC umbrella.

Three main types of RISC-V cores were developed: a vector
accelerator (led by OpenChip), an Al inference accelerator
(led by Axelera Al), and a general-purpose processor core
(led by Codasip). Imec leads the integration and prototyping
TA, while the Barcelona Supercomputing Center (BSC) leads
the coordination and roadmap, and the shared software stack
and applications TA jointly with the Julich Supercomputing
Center (JSC).

Italian activities focus on the hardware side on the devel-
opment of efficient accelerators for low-precision and mixed-
precision computation, both in the context of the vector accel-
erator (VPU) and the Al inference accelerator (Al accelerator).
Two additional contributions at the hardware level will be
developed to address the scale-up of the target devices up to
the HPC level, On the one hand, the development of remote
DMA technology (RDMA) will address the needs of large-
scale Al models. On the other hand, a Reliability, Availability,
and Serviceability (RAS) architecture.

On the software level, ICSC affiliates will provide tools
to support the programming of future RISC-V-based systems,
including workflow management with StreamFlow, efficient
inter-node I/O programming with CAPIO and libintercept, and
precision tuning at compiler level with TAFFO.

Finally, the Italian partners are in charge of porting one of
the key applications, QUANTUM ESPRESSO, and adapting
some Al applications to the Al inference accelerator.

III. RISC-V ACCELERATORS

A. Al accelerator

A key enabler for next-generation Al workloads is the
integration of specialized hardware accelerators within the
compute fabric. In particular, support for matrix operations has
emerged as a fundamental requirement to accelerate modern
deep learning models’ inference and training phases. While
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inference optimization can often leverage low-precision arith-
metic, fine-tuning, and online learning for Large Language
Models (LLMs) still require substantial floating-point capabil-
ities to guarantee accuracy and stability across diverse tasks
and datasets. In this context, Axelera Al plans to extend
the Artificial Intelligence Processing Unit (AIPU) architecture
with dedicated LLM fine-tuning and adaptive learning support.

To this end, UNIBO will specify and implement a RISC-V
extension unit targeting matrix operations, drawing inspiration
from recent advances in compact floating-point accelerators.
A key design goal will be the efficient execution of FP16 and
mixed-precision matrix multiplications while preserving en-
ergy efficiency and minimizing silicon area — a crucial aspect
for edge and embedded deployments. This hardware unit will
leverage the RedMulE architecture [61], demonstrating how
tightly-coupled FP16 matrix engines can deliver significant
performance and energy benefits within ultra-low-power SoCs.
The developed extension will be integrated within the RISC-V
ISA ecosystem, following modular and open-source principles
to foster broad adoption. In addition, the interplay between
the matrix extension and precision tuning techniques will be
explored to maximize performance under constrained power
and memory budgets. The targeted workloads include LLM
fine-tuning, online learning, and continuous adaptation scenar-
ios, which require both floating-point flexibility and efficient
vectorization strategies. Ultimately, this will contribute to a
scalable and portable hardware-software solution to enable
advanced Al capabilities in future RISC-V-based HPC-AI
platforms.

B. Reduced precision VPU

Vector processing architectures have been recently regarded
with interest in HPC [47], [54], Al [52], [53], and edge
computing [17]-[19] too. In these contexts, the need to limit
the energy consumption per operation has become a primary
concern. One of the ways that are being explored in this direc-
tion is the adoption of reduced precision arithmetics, thanks
to the fact that many of today’s applications very well tolerate
a loss in number accuracy [56]. Small precision floating point
formats, especially the 8-bit formats ESM2 and E4M3, are
already supported by commercial computing platforms [46]
and constitute a de facto standard. In the DARE project, the
“vector pathfinding” stream of activities, coordinated by the
Barcelona Supercomputing Center, develops a cutting-edge
Vector Processing Unit (VPU) featuring, among other microar-
chitecture innovations, full support of the 8-bit formats ESM2
and E4M3 via dedicated hardware IPs designed and verified
at Sapienza University in the Digital System Laboratory. The
VPU will be capable of 128 8-bit floating point operations
per clock cycle. The supported E4M3 format, featuring a 4-
bit exponent and 3-bit mantissa, has a normalized dynamic
range of circa 4.2 decades. For this format, the hardware 1P
developed at Sapienza will support the presence of +/—infinity
(IEEE-like) and the alternative extension of the finite range
(NVidia variant). The supported ESM2 format, featuring a 5-
bit exponent and 2-bit mantissa, reaches a dynamic range of

circa 9 decades, like the standard FP16 IEEE floating-point
format, yet inherently with less resolution. The IPs developed
at Sapienza will support all the RISC-V “V” extensions, i.e.,
the standard vector instruction set, version 1.0. The present
specification includes 67 arithmetic instructions on 2 or 3
operands (involving additions, subtractions, multiplications,
fused-multiply-additions, divisions, square-root, and others)
and 21 conversion instructions (involving narrowing/widening
from/to 16-bit floating point formats, conversion to/from in-
tegers, and conversion between E4M3 and ESM2). In order
to efficiently implement the operations in both the supported
formats, the input operands are converted on-the-fly to an
internal custom format and the result is converted back to
the target format. Switching between the two formats will be
possible at run time with one cycle latency. The functional
units will be pipelined with several stages configurable at
synthesis time and re-used in other designs. All five rounding
modes specified by the IEEE 754 standard will be supported.
An additional challenge will come from the presence of sliding
and gathering operations: for algorithms heavily involving
small-precision elements, the number of elements to be pos-
sibly transferred within the vector register file will increase
greatly, resulting in complex hardware. This feature may be the
subject of a specific activity at Sapienza. As with any floating
point, considerable activity will be devoted to verifying the
design integrated in the VPU, for which a dedicated simulation
environment will be created in cooperation with the Barcelona
Supercomputing Center.

C. RDMA

Deployment of modern large-scale NN models and real-time
generative Al require HPC systems equipped with multiple Al
accelerators. Such an envisioned environment, among other
things, requires a direct, low-latency, and high-bandwidth
communication mechanism to efficiently feed the accelerators.
INFN will develop and demonstrate a specialized hardware
engine and companion software (Linux device driver, user
library) to enable efficient, low-latency communication be-
tween RISC-V-based Al accelerators and boost inference per-
formance forfor large-scale distributed neural network models.
The proposed specialized engine should be capable of Remote
Direct Memory Access (RDMA), i.e. communication between
accelerators without CPU intervention, over a commodity
PCle link and/or a state-of-the-art alternative technology.
In this perspective, we foresee exploring the adoption of
CXL [31] standard and/or UALink [29] direct Al accelerators
interconnect when available.

Outlook and critical analysis of possible technologies and
HW/SW architecture are the first phases of the planned
activities in DARE. The preliminary implementation phase
will provide an FPGA-based demonstrator leveraging the PCle
interface for direct interconnection between FPGA and AIPU
devices. During the second stage, using a multiple FPGA-
based testbed, we will explore the feasibility of AIPU inte-
gration with a low-latency, high-bandwidth engine for AIPU-
to-AIPU direct interconnection, aiming ato designing a low-



latency hub for clusters of Direct-interconnected AIPU. The
final demonstrator will leverage some proprietary Intellectual
Properties developed in previous projects: APEnetX [9] (de-
veloped during the RED-SEA [11] project), FPGA-based Net-
work Interface Cards (NIC) with PCle interface addressing the
workload generated by scientific applications (Spiking Neural
Network simulations and High Energy Physics theoretical
computations), and the APEIRON [8] framework (developed
during the Textarossa [2] project) aiming at offering hardware
and software support for running real-time parallel dataflow
applications on a mesh of interconnected FPGAs.

D. RAS architecture concept and solutions for error monitor-
ing and management

HPC systems are based on the most advanced semiconduc-
tor technologies, which can guarantee the maximum level of
performance while keeping power and energy consumption at
an acceptable level. However, these technologies are known
to be less reliable than the previous ones due to their higher
susceptibility to transient and permanent faults [41], [55]. As
a result, there is a growing concern, especially by the users of
large data centers, about the so-called Silent Data Corruption
(SDC) effects [33], [38], [62], leading to wrong results which
escape the existing fault detection/correction mechanisms.
While there may be different root causes for SDCs, there
is quite a consensus on the need that new devices for HPC
systems be equipped with a larger set of mechanisms able to
monitor their health status, thus contributing to the definition
of a consistent and effective RAS (Reliability, Availability, and
Serviceability) architecture. Obviously, the health monitoring
of SDC effects should complement the adoption for RAS of
monitoring solutions also for other fault sources like aging,
or transient errors due to electromagnetic interference or hit
by ionizing particles. Furthermore, beside the error detection
and monitoring phase is also important implementing error
management solutions, so that even in case of faults the HPC
unit can guarantee availability and serviceability. This way
the DARE HPC units will be also suitable for mission critical
applications. The monitoring mechanisms should be able to
address both transient and permanent faults. In the latter case,
a significant issue is the lack of effective fault models able to
catch the wide set of defects arising in the most advanced
semiconductor technologies. Hence, mechanisms based on
aging monitors should be complemented with other solutions,
e.g., based on the availability of suitable functional tests to be
triggered periodically or when required. Given the continuous
evolution of the underlying semiconductor technologies (and
thus of the involved defects), it is also crucial to equip
future HPC systems with powerful mechanisms to gather
information about their internal activities and health status.
This may allow the systematic collection of data required by
possible post-processing resorting to Al-based technologies to
identify critical situations early. The innovative contribution
by Politecnico di Torino will focus on the error monitoring
part, developing effective functional tests for advanced HPC
architectures, building on previous work targeting safety-

critical systems (e.g., [37]). The innovative contribution of
University of Pisa will focus on the error management part
and on the propagation of information about errors from the
hardware level to the software level. To this aim, University of
Pisa is proposing an error management hardware IP macrocell,
integrable with RISC-V scalar and vectorized ISA, able to
classify, prioritize and transmit at the software levels the errors
detected both in memories and in the logic. The interface from
hardware level to the software level is compliant with the
recent standardized interface of RISC-V called RERI (RAS
Error Record Register Interface). In DARE these solutions
will be applied with a focus on the VEC (Vectorized RISC-
V) computing unit. To this aim, in the project DARE will be
extended the work done in the porject EPI SGA2 [13].

IV. SOFTWARE STACK
A. Workflow Management

Workflow models are widely used to design and orches-
trate large-scale scientific applications. Several approaches to
workflow management exist on the market, exposing different
programming interfaces (from low-level task-based computing
libraries to high-end graphical user interfaces) and targeting a
diverse set of execution architectures (from single machines
to high-performance computing facilities to the cloud) [28],
[32], [58]. While workflow systems continuously come and
go, languages and standards are fated to stay. The Common
Workflow Language (CWL) [30] is an open standard for
describing command line tools and connecting them to create
workflows. The CWL standard is fully declarative: it does
not require workflow designers to rework the applications’
business code. It counts more than ten independent but in-
teroperable implementations. Among those, StreamFlow [26],
[27] leverages the hybrid workflow paradigm to orchestrate a
CWL workflow on top of heterogeneous execution infrastruc-
tures (e.g., cross-facility, multi-cloud, or classical-quantum).
The same theoretical approach lies the foundation of Jupyter
Workflow [25], a Jupyter extension that transforms a sequential
notebook into a distributed workflow graph.

In the DARE SGAL1 project, UniTO leads a task that extends
scientific workflow technologies for the RISC-V standard.
Building on prior expertise [4], UniTO will enhance CWL to
support RISC-V modularity and update the StreamFlow sys-
tem accordingly. UniTO and BSC will also integrate Jupyter
Workflow with the PyCOMPSs Jupyter interface to enable
large-scale task-based programming on heterogeneous RISC-
V platforms [24].

In DARE, workflows will benefit from Cross-Application
Programmable I/O (CAPIO), i.e., a middleware designed to
accelerate scientific workflows by turning their traditional,
file-based step-by-step execution into a hybrid model that
combines in-memory storage and transparent streaming [45]. It
provides developers with a) an in-memory file system for stag-
ing intermediate data without touching the parallel/distributed
file system and b) transparent streaming under POSIX se-
mantics, so files become multi-producer/multi-consumer data
streams. Using its coordination language (CAPIO-CL) [51],



developers can annotate which file dependencies should be
streamed. At runtime, CAPIO enforces the streaming seman-
tics associated with annotations to automatically optimize end-
to-end workflow performance while preserving the correct
execution order.

CAPIO transparency is based on system call interception,
a technique where a program captures and possibly modifies
system calls made by other programs. System calls are how
applications request services from the OS (e.g., opening a file
or spawning a process). By intercepting these calls, a tool
can monitor, modify, or control application behavior: CAPIO
transparently substitutes the file system with a node-to-node
streaming system. System call interception requires a system
call intercept library; CAPIO includes a system call intercept
library, which is among the first known implementations
available for RISC-V [1], which will be further optimized in
the DARE project.

B. Programming Models

FastFlow is a high-level parallel programming model and
framework implemented in modern C++. It provides develop-
ers with essential streaming-based abstractions for multicore
systems [5]. With its recent distributed extension [60], a
FastFlow streaming graph can be arbitrarily partitioned into in-
dependent processes. Inter-process communication is managed
by the Multi-Transport Communication Library (MTCL) [34],
which supports MPI, UCX, sockets, and other messaging
layers.

At its heart, FastFlow offers a pattern-based (a.k.a.
skeletons-based) approach to parallelism. Skeletons, such as
map, reduce, and pipeline are due to the seminal work of Cole
[23]. After long experimenting in research environments [7],
the approach became mainstream with Google’s MapReduce
and Intel TBB at the beginning of the 2000s. All these
frameworks allow programmers to compose parallel programs
from pre-built patterns instead of dealing with low-level thread
management. Fastflow, differently from other frameworks, tar-
gets shared and distributed memory with a uniform approach
based on streaming.

FastFlow’s architecture-agnostic design (pure header-only
C++ and portable concurrency primitives) makes it partic-
ularly suitable for experimenting with the runtime support
of complex AI frameworks on RISC-V. In 2023, Fastflow
enabled implementing a Yolo5-based Al application on RISC-
V (and the first publicly available porting of the PyTorch ML
framework to RISC-V) [48].

In DARE, we will exploit FastFlow to experiment with
the TVM (short for Tensor Virtual Machine) deep learning
framework. TVM is designed to optimize and compile ma-
chine learning models so they can run efficiently on various
hardware backends (CPUs, GPUs, specialized accelerators,
etc.). TVM is one of the leading Al frameworks of the DARE
project. Instead of just running models in a fixed framework
(like TensorFlow or PyTorch), TVM compiles them into highly
optimized, low-level code customized for the target device.
TVM itself is primarily a single-node compiler. Today, TVM

does not directly support distributed training (like Horovod,
TensorFlow Distributed, or Ray Serve).

TVM converts a pre-trained model to its Intermediate Rep-
resentation (Relay IR), which is then “lowered” to target-
specific code, e.g., CUDA for NVidia GPUs, LLVM for CPUs,
or a C/C++ source code. The latter case can be exploited to
generate FastFlow code supporting distributed data and model
parallelism.

C. Compiler Technology

Compiler technology is a key element for the success
of any computing platform. While functional portability can
be ensured by the support enjoyed by the RISC-V ISA
by modern compilers, performance is still held back [57]
due to the need for microarchitecture- and ISA extension-
specific optimizations. A key optimization technique, par-
ticularly for AI workloads, is precision tuning [21], [22],
which can improve the granularity of quantization, enabling
fully exploiting low-precision vector units. Deployment of Al
workloads is converging towards the adoption of Multi-Level
Intermediate Representation (MLIR) compiler framework [43],
which significantly simplifies the development of domain-
specific languages and compilers and is supported as a mid-end
by several Neural Network deployment frameworks such as
PyTorch and Tensorflow [10]. It is worth noting that the most
recent Fortran compiler, Flang, is also based on MLIR [12].

Thus, Politecnico di Milano’s key contribution to DARE
SGA1 will be the implementation of an MLIR dialect and its
lowering transformations, which aim at fine-grained precision
tuning. To this end, we will leverage the expertise and tech-
nology developed for the LLVM compiler with the TAFFO
framework [15], [16]. Furthermore, the interaction between
precision tuning and other optimizations has been critical for
achieving high performance in parallel computing [44]. In
DARE, the Politecnico di Milano unit will explore the interac-
tions with vectorization, which promises the most significant
advantages in HPC and HPC-AI workloads.

V. HPC APPLICATIONS
A. QUANTUM ESPRESSO

The efforts presented above to establish a comprehensive
software stack that supports the DARE novel architectures
will be integrated and demonstrated through several key high-
level applications designed to run efficiently on the DARE
RISC-V machines. In the domains of electronic structure
and quantum chemistry, which are major consumers of high-
performance computing (HPC) resources, DARE proposes us-
ing QUANTUM ESPRESSO (QE) as one of these applications.
This software package encompasses applications and compu-
tational modules for Density Functional Theory (DFT) and
other advanced techniques, utilizing plane-wave and pseudo-
potentials. The significance and impact of including QE are
considerable, as it offers both applications and property cal-
culators, along with a modular platform that facilitates the
implementation and deployment of new applications [14], [36].
Together with supporting scalability on CPU hardware with



MPI and OpenMP programming models, QE can leverage
GPU computing power from NVIDIA accelerators via mixed
OpenACC-CUDAFortran programming and from AMD/Intel
via OpenMP offload and ROCM/oneMKL libraries [50].

The integration of QE into the DARE RISC-V ecosystem
will be coordinated by CINECA and organized as a task
under Work Package 26 (WP26), in collaboration with the
ICSC-SISSA and Leonardo. In the first six months, CINECA
and SISSA will contribute to DARE’s co-design activities
by analyzing all relevant computational kernels of QE and
wrapping them in streamlined testing applications that are
more accessible for profilers and emulators. After this initial
phase, these same wrappers will be used to plan and test the
porting activities, which involve the progressive integration
and adaptation of QE into the DARE software stack and its
further development. The RISC-V-specific optimizations will
then be gradually merged into the main OpenMP branch of
QE. By leveraging the modular structure of the code, these
optimizations will be applied to higher-level code components
through the general QE APIs, making them available to the
broader community of QE developers.

Leonardo’s contribution will focus on developing and test-
ing a mini-application based on the QUANTUM ESPRESSO
suite. The mini-app will simulate an industrially relevant
workflow in materials science, providing insights into the
performance and potential of the DARE RISC-V architecture
for industrial-relevant cases. The main goal will be to evaluate
the feasibility and efficiency of materials science computations
on RISC-V architectures, laying the groundwork for future
large-scale adoption in industrial research.

B. Low-Rank Adaptation (LoRA)

LoRA is a technique originally proposed to fine-tune large
LLM transformers efficiently and cheaply by only adjusting
a small number of parameters instead of the whole model
[39]. In transformer models, weight matrices (like the ones in
attention layers) are very large. Instead of fine-tuning the full
matrices, the LoRA approach freezes them and adds small
trainable low-rank matrices that “nudge” the output. These
small matrices have far fewer parameters and can be trained
much faster, using less memory. The approach has become a
de-facto standard for fine-tuning huge multimodal transformer
architectures [20].

LoRA enables: 1) faster training/fine-tuning: only small
matrices are updated, big models don’t have to be retrained
from scratch, 2) cheaper storage and memory: one just stores
the small LoRA adapters, not full model copies, 3) dynamic
and flexible: at inference, one can easily plug and unplug
different LoRA adapters to change model behavior (like
switching “skills” on the fly). LoRA by itself is not fully
optimized for edge deployment since the inference phase still
depends on a full-size base model (e.g., a full LLM or ViT
backbone). DARE will aim at advancing the state of the art in
the exploitation of LoRA in the context of experimental/small
RISC-V processors, by combining quantization and distillation

techniques to get lightweight fine-tuned models. The LoRA
module will be part of the compiler toolchain of Axelera Al

VI. CONCLUSIONS

In this paper, we introduced the contribution of the Italian
partners, mainly under the umbrella of the ICSC Foundation,
to the pathfinding activities of the DARE SGA1 project.
Following up on the efforts from previous European pi-
lots for future (Exascale) HPC systems based on RISC-V,
including EUPilot, EUPEX, TEXTAROSSA, ACROSS and
ADMIRE [3], [6], the Italian partners develop pathfinding
activities towards scale-up of RISC-V-based processors and
accelerators for HPC and HPCAI applications. As well, the
porting of the key QUANTUM ESPRESSO application to the
DARE RISC-V will continue and put to a significant advantage
for the EuroHPC technology, the work done by Max Coe [59]
and by Spoke 7 [40] of ICSC for the modularization and GPU
porting.
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