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Free-traffic cow barns equipped with robotic milking systems are increasingly recognized for supporting better
animal welfare, as cows can move according to their own schedule. However, this freedom may also introduce
management challenges, such as congestion, uneven cow flow, and inefficient use of barn space. This study
aimed to develop and test a non-invasive computer-vision framework capable of continuously monitoring cow
movement in a free-traffic barn under real commercial conditions. To manage the large amount of video pro-
duced, an entropy-based selection process condensed >216,000 frames into 600 diverse, representative images.
Consequently, three YOLO models (v8x, v11x, and v12x) were trained and compared, running 675 training
experiments to find the most accurate and efficient setup for detecting cows and supporting barn-wide spatial
analysis. Across these tests, image resolution had the biggest effect on performance, while factors like optimizer
choice and batch size played a smaller role. On an independent test set, YOLOv11x offered the best overall
balance between accuracy and computational load (mAP@[0.50:0.95] = 0.735; precision = 0.862; recall =
0.897). YOLOv12x performed slightly better in terms of mAP (0.739) but required more processing power. Cow
centroids were projected onto a calibrated barn map to create movement trajectories and highlight areas where
cows tended to cluster or slow down. Overall, the framework performed efficiently under real farm conditions
reducing annotation work and providing a scalable, non-invasive way to track spatial behaviour. The findings
showed that computer vision can support data-driven decisions about barn layout and management, improving
efficiency in automated dairy systems.

Introduction between control and autonomy, forced traffic systems which rely on

guided pathways and controlled access points that channel cows

Over the past decades, dairy farming has progressively shifted from
traditional manual practices to innovative automated systems, mainly
adopting Automatic Milking Systems (AMS) in order to improve effi-
ciency in herd management [1]. AMS technology allows to reduce la-
bour requirements enabling at the same time continuous,
individual-level monitoring of cows, generating on top valuable and
reliable data to monitor and improve health and production manage-
ment [2]. Among AMS-equipped barns, the different industries focusing
on this technology built mainly two different systems, the first one called
“forced traffic” in which movement is regulated from the farmer to
ensure regular robot visits while the second one called “free traffic” al-
lows cows to decide autonomously when to access the milking unit [1].
The key difference between these two systems lies in the balance
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through predetermined routes, promote regular milking intervals but
overall reduces behavioural freedom [3]. On the contrary, free traffic
systems allow cows to move naturally throughout the barn, accessing
freely functional areas such as feeders, stalls, and milking robots ac-
cording to their needs and choices [4]. In this context, free traffic sys-
tems are able to promote greater freedom of choice, aligning more
closely with natural behavioural patterns and possibly enhancing animal
welfare [5]. Yet, this system given all these advantages from an ethic
point of view introduces new management challenges, with farmers that
must ensure smooth cow flows across functional areas, minimizing
congestion around the AMS, and preventing prolonged standing times
that may compromise welfare and reduce productivity [6]. However,
this system is not without drawbacks, as free-traffic barns often
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experience higher numbers of refusals, where cows enter the AMS but
leave without being milked [7,8]. Such events decrease milking effi-
ciency, increase waiting times, and can negatively affect welfare by
limiting resting opportunities and creating unnecessary social stress [9].
From a system-design perspective, these inefficiencies reflect how the
spatial layout and traffic flow influence both productivity and animal
comfort, underscoring the need for monitoring tools capable of assessing
barn performance at the whole-system scale.

Traditionally, barn usage and cow movements have been monitored
through direct observations or more recently with wearable sensors such
as accelerometers, pedometers, and indoor positioning systems (e.g.,
UWB, RFID) [10] that while informative and helpful, sometimes might
present limitations. In particular, manual observation is obviously the
most critical one, being very time-consuming, subjective, and imprac-
tical at herd scale [11], while wearable sensors on the other hand are
capable of providing detailed activity data but often suffer from high
energy consumption, frequent maintenance, issues of robustness in barn
environments and costly purchases [12,10]. Even the most advanced
sensor-based systems integrating UWB positioning with accelerometer
data demonstrate reduced accuracy in obstructed or high-density areas
such as feeding alleys and water troughs [13]. Moreover, one of the main
limitations of wearable technologies is that they are often vulnerable to
dirt, dust, and moisture. They also require farmer training for imple-
mentation and sometimes deliver fragmented information that fails to
provide a comprehensive picture of barn-wide cow dynamics [14,10].
These constraints have further emphasized the need for non-invasive,
scalable, and automated solutions capable of continuously capturing
cow movements within free-traffic systems.

With the recent advances in computer vision and deep learning of-
fering promising alternatives for livestock monitoring [11], a
non-invasive and comprehensive alternative is represented by many
state-of-the-art algorithms (e.g., YOLO, SSD, Detectron2) that enable
high-precision detection and identification of individual animals from
video data [15,16]. Unlike wearable sensors, camera-based systems are
non-invasive, continuous, and capable of monitoring large groups of
animals simultaneously without interfering with natural behaviours
[17].

Computer vision approaches have already been successfully applied
to classify behaviours such as lying, standing, walking, and feeding, as
well as to detect health-related conditions including lameness [17,18].
Recent progress in multi-animal tracking has demonstrated the feasi-
bility of monitoring cows in crowded barn environments [19], while
other studies have focused on tail tracking [18] or biometric-based in-
dividual identification [15]. Despite these advances, relatively few
studies have addressed the use of vision-based methods to quantify cow
movements and space utilization at the whole-barn scale. Existing
vision-based approaches often focus on limited barn areas or small
groups of animals (e.g [20,14,21]). Yet, such a system-level approach is
crucial for evaluating how the spatial design and traffic organization of
free-flow barns affect herd behaviour, welfare, and productivity.
Continuous, barn-wide monitoring and mapping of cow flow patterns
could reveal inefficiencies and congestion points, providing objective
metrics to assess and optimize barn design and management [4].

The present study aimed to address these limitations by developing
and evaluating a comprehensive computer vision framework for
continuous barn-wide monitoring of dairy cows in free-traffic systems
equipped with robotic milking. The framework integrates multi-camera
video acquisition, entropy-based frame selection, and systematic opti-
mization of state-of-the-art YOLO architectures to ensure accurate and
scalable detection under commercial conditions. By filling this gap, the
study provides a foundation for barn-scale spatial monitoring and data-
driven evaluation of cow flow, supporting improved barn design, herd
management, and animal welfare in modern dairy farming.
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Material and methods
Study site and animals

The study was carried out on a commercial dairy farm in north-west
Italy housing Holstein Friesian cows in a cubicle free-stall system
equipped with Automatic Milking Systems (AMS; Lely Astronaut A4,
Lely, Maassluis, The Netherlands). The barn included two identical areas
(45%30 m), one for primiparous and one for multiparous cows, each
housing approximately 120 lactating animals. In the present study, only
one area was considered (Fig. 1), which was equipped with two AMS
units, corresponding to an average of approximately 60 cows per AMS.
The layout followed the standard design recommended by Lely for free
traffic systems, with centrally located AMS units, feed fences along the
external alleys, and resting cubicles arranged in parallel rows. Cows
were managed under a free cow traffic system, with 24 h voluntary
access to AMS, ad libitum feeding (TMR provided twice daily at 06:00
and 14:00), and year-round indoor housing. Each cow carried an elec-
tronic identification collar, enabling automated recording of milk yield
and composition data through the Lely Horizon herd management
system.

Video acquisition

Four wide-angle fixed bullet network cameras (Hikvision DS-
2CD2T45GOP-I) were mounted at a height of 7 m to provide complete
coverage of the barn and the AMS areas, with overlapping fields of view
to minimize blind spots (Fig. 1). Cameras were installed outside the
animal-occupied areas to avoid interference with cow behaviour. Re-
cordings were performed across different time periods to capture both
daylight and artificial illumination, ensuring that the dataset included a
broad range of environmental conditions. Videos were recorded at 6
frames per second (FPS), a setting chosen to balance storage re-
quirements with the need to capture relevant behavioural variation.

Multi-camera integration

The four cameras were integrated to ensure complete coverage of the
space. Their video streams were temporally synchronized through the
internal clock of the recording system, ensuring frame-level temporal
alignment across cameras. A calibration procedure was applied to align
the four perspectives. Camera calibration was performed using the
OpenCV [22] calibration procedure, following Zhang’s flexible camera
calibration method [23]. Both intrinsic and extrinsic camera parameters
were estimated, and lens distortion associated with the wide-angle op-
tics was corrected. For spatial alignment, a planar homography was
computed for each camera to map image coordinates onto a common
top-down barn reference system defined on the barn floor plane. This
calibration step ensured a consistent geometric mapping across cameras
and enabled the projection of detected cow positions onto a common
top-down barn coordinate system. This setup enabled all detections to be
expressed within a common top-down coordinate system, ensuring
consistent localization across cameras and minimizing errors due to
overlapping fields of view or blind spots. Detected cow positions were
used to support group-level spatial monitoring and short-term trajectory
visualization. The framework does not currently enforce persistent in-
dividual identities across time or across camera views, and long-term
individual tracking is therefore not implemented.

Projection of detected cows onto the barn layout

Following detection, cow centroids were projected onto a top-down
layout of the barn. Image coordinates were converted into real-world
spatial coordinates using a geometric calibration matrix based on a
planar projection approach (Wang et al., 2010). This procedure enabled
detections from multiple camera views to be mapped onto a common



E. Fiorilla et al.

Smart Agricultural Technology 13 (2026) 101878

B 8-
A a
Feeding alley
©-e
T * t
- 1 I I
] ] L]
- -=m
o
S . by by
» I x "
AMS v Resting area Resting area
[ " »
W 0 ]
4 n 4
< ==» -cm
. ==» -m
[} b [}
h i ] h
n + 4 4
Resting area
" "
b il
4 4
--m
. - -cm
%
< = [
e ] !
% 4
AMS Resting area Resting area
v r M ¥
W W WM W
. L] L) » »
R - -=m
[ . on [
I -m i
4 4 4 4
Feeding alley
©-e
w w
- i

Fig. 1. Plan view of the experimental dairy barn used in this study (45x30 m), showing the spatial arrangement of the automatic milking systems (AMS), feeding
alleys, and resting areas. Black icons indicate the locations of the four ceiling-mounted RGB cameras (C1-C4) used for behavioural monitoring. Arrows represent the

main directions of cow movement within the barn.

barn coordinate system and assigned to functional areas such as feeding
alleys, cubicles, and AMS units. A detailed illustration of the projection
and spatial mapping procedure is provided in Supplementary Material
S2.

Dataset composition and pre-processing pipeline

The raw dataset consisted of continuous video recordings covering a
full 24-h period and included a wide variety of scenarios, covering both
daylight and artificial illumination, different cow postures, and variable
herd densities. While comprehensive, such a dataset contained a high
degree of redundancy and was computationally inefficient to process. To
address this, we developed a structured pipeline to select a representa-
tive subset of frames while avoiding repetition. Each video sequence
contained T frames (e.g., T = 3600 for a 10-min clip at 6 fps). To reduce

E(F.i) = img2vec(F_i) @

These embeddings provided a compact representation of the frames
and served as the basis for calculating similarities and clustering. To
assess redundancy among frames, we computed pairwise cosine simi-
larity between their embeddings. This metric quantifies how similar two
frames are in terms of visual content, as shown in Eq. (2):

S(i,j) = cos(E(F-i),E(F.j)) 2

Values close to 1 indicate highly redundant frames, while lower
values reflect frames containing distinct information. Frames with
similar embeddings were then grouped using the DBSCAN clustering
algorithm [25]. This approach identifies clusters of frames with high
similarity while isolating frames that do not belong to any cluster, which
are retained as outliers. The clustering process is described in Eq. (3):

Cluster(E(F)) = DBSCAN(E(F),eps = ¢, min_samples = 2, metric = cosine) 3)

redundancy and focus on informative visual content, every frame Fi was
transformed into an embedding vector using a pre-trained convolutional
neural network (Img2Vec) [24]. This embedding, also referred to as a
latent representation, is a compact numerical description of the frame
that captures its most relevant visual features while discarding redun-
dant pixel-level information. This operation is represented by Eq. (1):

where e\varepsilone represents the distance threshold and min_samples
is the minimum number of frames required to form a cluster. Here, ¢
represents the DBSCAN neighbourhood radius expressed as cosine dis-
tance (1 — cosine similarity), while min_samples = 2 defines the mini-
mum cluster size. In this study, € was set to 0.30. This value was selected
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using a knee (elbow) criterion on the k-distance curve (with k = min_-
samples), computed from the distribution of each frame’s distance to its
k-th nearest neighbour in embedding space. The knee point was auto-
matically detected using a KneeLocator-based procedure implemented
with the Kneedle Python package (v0.8.3). From each cluster obtained
with DBSCAN, a single representative frame was selected to retain di-
versity while reducing redundancy. The centroid Ck of each cluster k
was calculated as the mean of the embeddings of its frames (Eq. (4)):

Ck = 1/(|Cluster,k 1 Z,(F,i e Cluster_k) E(F_i) 4)

The representative frame Fs was then defined as the one with the
smallest cosine distance from the centroid, as shown in Eq. (5):

Fs = arg max(FicClusterK)cos(E(Fi), CK) 5)

This procedure ensured that each cluster contributed a single infor-
mative frame while preserving frames with unique characteristics.
Frames that did not belong to any cluster were considered outliers by
DBSCAN (labelled as —1) and were automatically retained in the dataset,
since they typically contained unique or challenging visual content. The
final dataset was therefore composed of the representative frames from
all clusters together with the outlier frames, as shown in Eq. (6):

Final dataset = {F_s from each cluster} U {outlier frames} (6)

This entropy-based selection pipeline, adapted from Real et al [26],
preserved the essential variability of the video material while reducing
redundancy. By clustering embeddings and selecting a single represen-
tative per cluster we reduced redundancy and preserved the dataset’s
natural variability, ensuring computational efficiency without discard-
ing informative cases.

Dataset annotation and preparation

After the frame selection step, the resulting dataset was manually
annotated to generate ground truth labels for model training and eval-
uation. Annotation consisted of drawing bounding boxes around indi-
vidual cows in each image (Fig. 2). Image management and labelling
were performed using Roboflow (Roboflow, Des Moines, IA, USA), an
online platform providing tools for dataset annotation, augmentation,
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and partitioning. The annotated dataset was divided into three subsets
following a standard split of 70 %, 20 %, and 10 % for training, vali-
dation, and testing, respectively. The annotated dataset was split into
training, validation, and test sets using random uniform sampling, with
the aim of avoiding potential temporal biases (e.g., changes in illumi-
nation conditions or barn activity patterns) that could affect perfor-
mance estimates if a chronological split were applied. To improve
robustness and reduce the occurrence of false positives during evalua-
tion, the test set was further augmented by adding 1 % of images
depicting empty barn scenes (n = 7) and 1 % of images sourced from
visually distinct barn environments. This strategy increased variability
in the test conditions and minimized the risk of model overfitting to the
training environment.

Models training

For cow detection and group-level movement analysis, we employed
and compared three YOLO architectures, YOLOv8x [27], YOLOv11x,
and YOLOv12x. In our context, the models were trained to automatically
recognize and localize dairy cows in barn images, providing the foun-
dation for group-level spatial analysis and movement visualization.

The training process relied on the annotated dataset described above.
To increase robustness across the variable conditions of the barn, stan-
dard data augmentation techniques were applied, including random
rotations, flips, and adjustments of brightness and contrast. Data
augmentation was applied on-the-fly during training using the default
Ultralytics YOLO pipeline. As a result, augmented images were not pre-
generated or stored, and no fixed total number of augmented images
exists. Each training image was augmented once per epoch (or combined
into a mosaic), resulting in an effective exposure of N_train x epochs
augmented samples. These transformations artificially expanded dataset
variability and helped the models to generalize to diverse visual sce-
narios. Model optimization was carried out through a grid search across
a wide range of hyperparameters, including batch size, image size,
initial learning rate, optimizer, and weight decay. This systematic
approach enabled us to identify the most effective training configuration
for dairy cow detection. The optimization process tested Adam [28],
stochastic gradient descent (SGD) [29], and AdamW algorithms [30] to

Fig. 2. Example of an annotated image from the dataset. Purple bounding boxes indicate ground truth labels corresponding to individual cows, which were used to

train and evaluate the object detection model.
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Fig. 3. Pairwise differences in validation performance (A mAP@[0.50:0.95])
between optimizers under identical training configurations. Each histogram
shows the distribution of mAP differences for the corresponding optimizer pair
(SGD vs Adam, SGD vs AdamW, and Adam vs AdamW), computed across
repeated validation runs.

Table 1

Hyperparameters explored during grid search for YOLO-based model optimi-
zation. The search space covered a range of batch sizes, image resolutions,
learning rates (LR), optimizers, and weight-decay settings.

Hyperparameter Values explored

Batch size 8, 16, 32

Image size 320, 640, 768

Initial LR 1x10% 3 x10% 1 x 1073 3 x 1031 x 102
Optimizer SGD, Adam, AdamW

Weight decay 0,5x10% 1 x 103 5x 103 1 x 102

identify the configuration that maximized detection accuracy and
training stability (see Fig. 3). Here, training stability refers to limited
variation in performance across repeated runs and small perturbations
of hyperparameters, rather than to a formal convergence criterion. All
experiments were performed with a fixed random seed (42) using a grid
search comprising 675 runs on 8x NVIDIA A40 GPUs. The primary se-
lection metric on the validation set was mAP@0.50:0.95, complemented
by mAP@50, precision, and recall for model comparison. The complete
grid of hyperparameters explored during optimization is summarized in
Table 1. The complete set of hyperparameters corresponding to the
best-performing configuration of each YOLO architecture is reported in
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Supplementary Material S1 (Table S1).

Models’ evaluation

Key performance metrics included precision (the ability to avoid
false positives), recall (the ability to avoid false negatives), and mean
Average Precision (mAP) computed at different Intersection over Union
(IoU) thresholds. These measures allowed for a detailed evaluation of
the models’ ability to detect cows and support group-level spatial ana-
lyses under diverse barn conditions, ensuring a balanced trade-off be-
tween precision and recall. To assess generalization capability, both
hold-out and cross-validation procedures were employed. The dataset
was partitioned into training and validation subsets, and repeated
testing across folds provided a rigorous assessment of robustness. This
process was essential to detect potential tendencies toward overfitting
and to ensure consistent performance across different data partitions.

Spatio-temporal density computation

To further quantify the spatial distribution of cows across the barn,
the projected detections were processed to compute spatio-temporal
density metrics. In brief, each frame was divided into predefined
spatial partitions (horizontal slices, vertical slices, or an equal-spaced
grid), and the number of detections per cell was normalized by cell
area to obtain occupancy fractions over time. Time-averaged and frame-
wise deviations from a uniform spatial distribution were then computed
to identify areas of preferential occupancy and recurrent aggregation
patterns. A detailed mathematical description of the computation is
provided in Supplementary Material S1.

Results
Frame selection performance

The raw dataset consisted of approximately 216,000 video frames
(24 h at 6 fps). To create a feasible annotation benchmark, we first
extracted and annotated a candidate pool of N = 964 frames uniformly
spaced over the recording. The proposed entropy-based frame selection
method was then applied to this candidate pool and retained 600 frames,
corresponding to 62.3 % of the annotated candidate pool and to
approximately 0.28 % of the original raw frames. For comparison,
random sampling and uniform sampling were used to select the same
number of frames (N = 600) from the same candidate pool, ensuring a
fair comparison across selection strategies. Results of the training runs
obtained using the different frame-selection methods are summarized in
Table 2.

Compared with random and uniform sampling, the entropy-based
selection retained a higher proportion of detection performance
(mAP@[0.50:0.95]) while using the same number of selected frames. At
the same time, the total number of annotated images was reduced from
the full candidate pool to 600 frames.

Table 2

Comparison of frame selection strategies evaluated on the same annotated
candidate pool (N = 964 frames). Alternative strategies select the same number
of frames (N = 600). Columns report the percentage of retained samples with
respect to the candidate pool, relative performance retention, and mAP@
[0.50:0.95].

Selection method % of retained % of performance mAP@
samples retained [0.50:0.95]
Full Dataset 100 % 100 % 0.778
(Benchmark)
Our Method 62,3 % 95,4 % 0.742
Random Sampling 62,3 % 90,9 % 0.707
Uniform sampling 62,3 % 88,8 % 0.691
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Fig. 4. Validation mAP@[0.50:0.95], precision, and recall as a function of batch size at 640-pixel resolution (learning rate = 0.001). Each point represents the

median + interquartile range (IQR) of repeated runs for the same configuration.

Dataset annotation

From the final subset of images, a total of 600 frames were anno-
tated, yielding an average of 21.3 bounding boxes per image, covering
individual cows across different densities. This ensured that both low-
density and high-density herd conditions were represented. The anno-
tated dataset was split into training (70 %), validation (20 %), and
testing (10 %) subsets. The allocation of 10 % of the images to the test set
was critical for assessing the model’s ability to generalize to unseen
data, ensuring consistent performance under variable barn conditions.
This annotated dataset was later used for benchmarking and hyper-
parameter tuning across the three YOLO architectures.

Model selection and performance evaluation

Validation performance was mainly influenced by image resolution,
followed by smaller effects of optimizer and batch size. Increasing input
resolution from 320 to 640 pixels resulted in the largest gain in mean
Average Precision (mAP@[0.50:0.95]; +10.2 %), while a further in-
crease to 768 pixels produced only marginal improvement (+1.1 %).

At a fixed image resolution of 640 pixels and initial Learning Rate of
1 x 1073, the effect of batch size on validation accuracy was limited. As
shown in Fig. 4, precision, recall, and mAP@[0.50:0.95] remained sta-
ble across batch sizes (8, 16, and 32), indicating robustness to this
hyperparameter within the evaluated range; we did not assess sub-
stantially larger batch sizes.

Table 3

Performance comparison of fine-tuned YOLO models on the held-out test set.
Model mAP@50 mAP@[0.50:0.95] Precision Recall
YOLOv12x 0.940 0.739 0.871 0.875
YOLOv11x 0.943 0.735 0.862 0.897
YOLOv8x 0.806 0.592 0.885 0.643

At a fixed learning rate of 1 x 1073, the interaction between optimizer
and image resolution was evaluated to determine how these parameters
jointly affected model accuracy. As shown in Fig. 5, higher image res-
olution consistently improved performance across all optimizers. The
largest increase in mAP@[0.50:0.95] occurred when moving from 320
to 640 pixels, whereas the transition from 640 to 768 pixels produced
only minor gains. This pattern confirms that resolution, rather than
optimizer choice, was the dominant factor influencing detection accu-
racy. Therefore, an image size of 640 pixels was adopted as the standard
configuration for subsequent analyses, providing the best balance be-
tween computational cost and precision.

Test-set performance comparison

After tuning, the best configuration for each YOLO model was
evaluated on the independent test set (Table 3). All architectures ach-
ieved high precision and recall, but YOLOv11x provided the best bal-
ance between the two metrics, while YOLOv12x reached the highest

mMAP @ Ir0=0.001 — split by optimizer & imgsz

0.74 D
%* ** * imgsz
° ° % I 320
0.72
=3 640
I 768
0.70
o
<<
€
0.68
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; =
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Fig. 5. Validation mAP@[0.50:0.95] at base learning rate 1 x 1073, stratified by optimizer (Adam, AdamW, SGD) and image resolution (320, 640, 768 pixels).

Boxplots show the median and interquartile range (IQR) across validation runs.
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overall mAP@[0.50:0.95] with slightly higher computational demand.
Computational requirements were assessed using standard model-
complexity indicators, including the number of trainable parameters,
theoretical FLOPs, and reference inference times, as reported by the
Ultralytics benchmarking framework (see Supplementary Material S1).
YOLOvV8x showed good precision but lower sensitivity when cows were
partially occluded or overlapped in crowded areas. To account for run-
to-run variability, mean performance values and 95 % confidence in-
tervals computed across repeated runs are reported in Supplementary
Material S1 (Table S2).

Across architectures, precision was consistently high (>0.86), while
recall varied: YOLOv8x reached 0.643, whereas YOLOvllx and
YOLOvV12x achieved 0.897 and 0.875, respectively. These results show
that our approach performs well with these models: compared to the
YOLOv8 baseline used in our previous paper, using YOLOv1lx/
YOLOv12x we obtained higher recall and mAP@[0.50:0.95]
(0.735-0.739 vs. 0.592) without sacrificing precision, with the recall
improvements indicating better handling of crowded, high-density
scenes. The higher recall of YOLOv11x (0.897) indicates a stronger
ability to detect partially hidden cows, while the slightly higher mAP of
YOLOv12x (0.739) reflects minor improvement in bounding-box
precision.

Projection of detected cows and spatial movement visualization

The projection of detected cow centroids onto the barn layout
enabled the visualization of group-level movement patterns and spatial
distribution across the monitored area. An example of the dynamic
projection is shown in Supplementary Video S2, illustrating how cows
move across the barn over time. The corresponding Supplementary File
S3 contains the processed positional data exported from the detection
and projection pipeline, including frame-level identifiers, timestamps.
Across consecutive frames, detections generally showed good spatial
continuity, allowing the reconstruction of short-term movement trajec-
tories. Temporary discontinuities were mainly observed in high-density
areas or during brief occlusions caused by overlapping animals,
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resulting in short detection gaps or fragmented trajectories.

Spatio-temporal density analysis

To complement the qualitative visualization of cow trajectories,
barn-wide space use was quantitatively assessed using spatio-temporal
density metrics computed from detected cow centroids projected onto
the calibrated barn layout. Spatio-temporal density metrics were
computed across seven independent 10-min recordings acquired at
different times of day (total analysed duration = 70 min). Although the
following figures report representative 10-min excerpts for visualization
purposes, the spatial aggregation patterns described were consistently
observed across all analysed recordings. Spatial partitions were defined
by uniformly subdividing the barn floor into equal-area cells, and oc-
cupancy was expressed as the relative number of detected animals per
cell rather than as a pixel-based density measure. Occupancy fractions
were calculated for predefined spatial partitions and compared against a
uniform spatial distribution, allowing the identification of areas that
were systematically over- or under-utilized. The equal-spaced grid rep-
resentation (Fig. 6) provides a barn-wide overview of spatial occupancy
patterns. Clear deviations from uniform use were observed, with specific
functional areas of the barn showing consistently higher-than-uniform
occupancy, while other regions exhibited lower relative use. In partic-
ular, localized aggregation patterns emerged in proximity to key activity
areas (i.e., predefined functional zones of the barn based on layout and
intended use, such as feeding alleys, AMS access and waiting zones, and
resting areas), whereas central transit zones and peripheral regions were
generally underutilized relative to a uniform spatial distribution. This
grid-based visualization highlights recurrent aggregation areas and po-
tential congestion points across the entire monitored barn section.

Complementary insights are provided by the horizontal slice parti-
tioning (Fig. 7), which reveals longitudinal gradients in space use along
the barn. Several bands displayed persistent positive deviations from
uniform occupancy, while others were consistently underutilized,
reflecting the influence of functional areas such as feeding, resting, and
transit zones on cow distribution.
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Fig. 6. Average deviation from uniform occupancy (A, %) computed on an equal-spaced grid (G+s) defined on the barn floor (cell area ~ 84 m?) for a representative
10-min recording. Warmer colours indicate higher-than-uniform occupancy, while cooler colours indicate lower-than-uniform occupancy. This 10-min interval is
shown as a representative example of patterns consistently observed across all analysed recordings.
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all analysed recordings.
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Fig. 8. Frame-level deviation from uniform occupancy (Ax) across a vertical partition of the barn (Vi2) during a representative 10-min recording. Rows correspond to
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shown as a representative example of patterns consistently observed across all analysed recordings.

Temporal stability of these spatial patterns is illustrated by the time-
stratified visualization (Fig. 8), which reports frame-level deviations
from uniform occupancy across the observation window. Despite short-
term fluctuations, the same spatial regions repeatedly exhibited higher
or lower occupancy over time, indicating that the observed aggregation
patterns are not transient artefacts but stable features of barn use under
commercial conditions.

Discussion

Free cow traffic barns allow cows to access AMS units, feed, and lying

areas autonomously. This increased autonomy reflects greater agency,
which has been discussed as a relevant component within contempo-
rary, value-based frameworks of animal welfare, particularly in the
context of automated and precision livestock systems [31]. However,
increased autonomy may also introduce management challenges.
Furthermore, compared with guided or forced traffic systems, free traffic
systems have been associated with a higher number of refusals, cows
visiting the AMS without being milked, which can reduce milking effi-
ciency and create congestion near the robot [3,32]. In this context, barn
design is a critical factor in minimizing congestion, particularly around
AMS units and feeding areas, where bottlenecks can negatively affect
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both productivity and welfare [7,33]. Recent field evidence confirms
these concerns, with cows in free-flow AMS systems spending on average
1.5 h per day waiting to access the robot, with waiting times ranging
from 5 min to 5 h [34]. Longer waiting was associated with reduced
lying time, highlighting that competition and congestion around AMS
units directly compromise cow welfare.

Recently studies have applied computer vision to monitor dairy cows
in AMS environments, but most have been limited to specific functional
areas within the barn. For instance, Guzhva et al [20] developed a
CNN-based tracker to monitor cow movements in the AMS waiting area,
whereas [35] focused on monitoring milking routines directly at the
robot. Tassinari et al [21] demonstrated the feasibility of deep learning
for detecting cows in free-stall barns, but their system relied on
single-camera views and could not provide full-barn coverage. Similarly,
vision-based approaches have been applied to classify lying, standing,
and walking [36], while other studies targeted feeding behaviour [37]
or lameness detection [38]. While these works established the potential
of computer vision for behaviour monitoring, they provided only partial
insights into barn dynamics. Monitoring only a portion of the barn
provides a fragmented view of cow movements and interactions.
High-density areas and bottlenecks may emerge not only at the AMS
entrance, but also along feed fences, crossing alleys, or resting zones.
Without barn-wide coverage, it is difficult to capture the full spatial
dynamics of free traffic herds and to identify critical points that
compromise welfare and productivity. This gap highlights the need for
scalable systems capable of simultaneous, barn-wide monitoring under
real farm conditions. Our approach addresses this limitation by inte-
grating multiple synchronized cameras per barn section, allowing all
cows to be continuously detected, projected, and tracked within a
common top-down coordinate system. This comprehensive perspective
makes it possible to identify high-density zones and congestion events
across the entire barn, providing actionable information for manage-
ment decisions and offering a level of spatial resolution not achieved by
previous vision-based studies.

Before model training, the reduction of the dataset from >216,000
frames to only 600 representative images illustrated the effectiveness of
the entropy-based selection pipeline [26]. This reduction is critical for
making computer vision approaches scalable, as continuous recording
generates vast amounts of redundant data that are impractical to process
or annotate. Similar strategies, such as coreset selection, have been
proposed to balance dataset size and informativeness in object detection
tasks [39]. From a practical standpoint, reducing redundancy while
maintaining variability directly decreases annotation workload and
cost, which are often major barriers to adoption in commercial farms. In
addition, the annotated dataset, which included an average of 21.3
bounding boxes per image, captured scenarios ranging from low- to
high-density conditions, with varying degrees of occlusion and clus-
tering. This design ensured that the system was trained and tested on
realistic barn conditions, in contrast with earlier datasets constrained to
specific behaviours or camera perspectives [36,21]. The deliberate in-
clusion of empty-barn frames and images from visually distinct farms
further strengthened the evaluation phase, reducing overfitting and
enhancing the model’s capacity to generalize beyond a single
environment.

Furthermore, model optimization across the three YOLO architec-
tures confirmed that image resolution was the most influential factor
affecting detection accuracy, followed by minor effects of optimizer and
batch size. Increasing image size from 320 to 640 pixels produced the
largest improvement in mAP@[0.50:0.95], while further increasing to
768 pixels yielded only marginal gains. These diminishing returns sug-
gest that, in barn environments, increasing image detail beyond a
certain threshold mainly adds computational cost without providing
proportional accuracy benefits. This finding highlights the importance
of high-quality visual input in crowded and visually complex barn en-
vironments, where small details such as overlapping body parts or
partial occlusions are critical for reliable detection. The systematic grid
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search also showed that optimizer choice (SGD, Adam, or AdamW) and
batch scaling had only secondary effects once the learning rate and
weight decay were properly tuned. This indicates that model stability
and generalization were largely determined by learning parameters
rather than by the specific optimization algorithm. From a practical
perspective, this stability allows the batch size to be tuned primarily to
fully leverage available hardware resources (e.g., GPU memory and
throughput) without degrading performance metrics. These results align
with previous evidence emphasizing that camera positioning, lighting,
and resolution are decisive factors for robust visual detection in barn
environments [20,19].

The comparative evaluation of YOLOv8x, YOLOvllx, and
YOLOv12x architectures showed strong validation and test perfor-
mance, with precision and recall values approaching 0.9, comparable to
recent deep-learning applications in cattle monitoring [40,41]. Among
the tested configurations, YOLOv11x achieved the best balance between
accuracy and computational efficiency, while YOLOv12x reached the
highest mAP@[0.50:0.95] but required greater processing resources.
YOLOVS8X, used as a baseline, performed well in terms of precision but
was less effective under high-density or occluded conditions. Consid-
ering accuracy, efficiency, and reproducibility, YOLOv11x was identi-
fied as the most suitable model for barn-wide deployment.

Overall, the models demonstrated high robustness across variable
lighting, density, and occlusion scenarios, confirming their suitability
for continuous barn-wide monitoring and potential integration into
commercial farm settings. Temporary detection gaps or fragmented
trajectories observed in high-density areas are an expected limitation of
detection-based tracking approaches operating in crowded barn envi-
ronments. These effects primarily arise during brief occlusions caused by
overlapping animals and reflect realistic on-farm conditions rather than
model failure. Importantly, such trajectory fragmentation does not
affect the group-level spatial analyses performed in this study, which are
based on aggregated occupancy patterns and spatio-temporal density
estimates rather than persistent individual identities. As a result, the
proposed framework remains suitable for barn-wide monitoring of cow
flow and space use under commercial conditions. Beyond detection
performance, the projection of detected cow centroids onto the cali-
brated barn layout and the visualization of their trajectories provided
clear evidence of the system’s practical value. By transforming video
detections into spatially explicit information, the framework enabled the
identification of recurrent high-density areas and movement bottle-
necks. These outputs can inform management interventions such as
widening passageways or reorganizing access routes to AMS units,
thereby supporting improved barn design, cow flow, and overall welfare
in free-traffic systems. Beyond the analysis of detection performance and
spatial patterns, the proposed framework demonstrates how computer
vision can be effectively scaled from object detection to barn-wide
spatial monitoring under commercial conditions. By integrating multi-
camera coverage, systematic model optimization, and spatial projec-
tion, the system provides a unified view of cow distribution and move-
ment dynamics across the entire barn. This represents a step forward
compared with previous vision-based approaches limited to single-
camera views or specific functional areas, enabling a more compre-
hensive assessment of space use and traffic flow in free-traffic dairy
systems.

Taken together, these results confirm the feasibility and practical
relevance of applying advanced computer vision techniques to monitor
cow movements and spatial dynamics in free-traffic barns.

By combining frame selection, dataset annotation, systematic model
optimization, and multi-camera projection, the proposed framework
provides a non-invasive, barn-wide monitoring tool that operates reli-
ably under commercial conditions. Unlike previous approaches limited
to specific areas or single-camera perspectives, our system delivers a
continuous spatial representation of the entire barn, enabling the iden-
tification of high-density zones, traffic patterns, and potential bottle-
necks in real time. By continuously mapping all cows within a unified
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coordinate system, the framework transforms raw video detections into
spatially explicit information that can directly support evidence-based
management decisions, such as adjusting passage widths, modifying
access routes, or reorganizing AMS placement. Beyond monitoring,
these outputs offer a dynamic means to evaluate barn layout efficiency
over time and to inform future barn-design strategies.

At present, the system operates on recorded video rather than in real
time, which limits its immediate applicability as a monitoring tool on
commercial farms. In addition, while the method successfully tracks cow
movements at the group level, it does not yet provide individual iden-
tification of each animal. Future work will focus on enabling real-time
processing and exploring the integration of re-identification modules
to support the assignment of persistent individual identities. These de-
velopments would allow the system to evolve from group-level moni-
toring toward individual-level analyses, facilitating the linkage of
spatial behaviour with production, health, and welfare indicators.

Beyond its technical contribution, the proposed framework can also
be viewed within a broader farming systems perspective. By enabling
continuous, non-invasive monitoring of cow movements and spatial
behaviour, the system provides actionable information that can improve
the overall efficiency and sustainability of automated dairy operations.
In free-traffic barns, optimizing the use of space and reducing congestion
not only enhances animal welfare but also improves the utilization of
existing infrastructure and energy resources, contributing to a more
resource-efficient production system. The integration of such digital
monitoring tools into herd management platforms offers opportunities
to align animal-based indicators with environmental and economic
outcomes, supporting a transition towards data-driven and sustainable
dairy farming systems. From a systems design standpoint, spatial data
generated through vision-based monitoring could inform future de-
cisions on barn layout, traffic flow management, and adaptive resource
allocation, reinforcing the role of computer vision as an enabling tech-
nology for resilient and sustainable livestock systems.

Conclusions

This study demonstrates the feasibility and effectiveness of barn-
wide monitoring of dairy cows in free-traffic systems, supported by
systematic spatio-temporal analyses of cow distribution and movement
patterns across the entire barn. By integrating multiple synchronized
cameras, an entropy-based frame selection pipeline, and a systematic
optimization of state-of-the-art YOLO architectures, the system achieved
high detection accuracy and robustness under commercial farm condi-
tions. Overall, the results confirm that recent YOLO architectures can
reliably detect dairy cows under commercial barn conditions while
maintaining computational requirements compatible with continuous
video monitoring. Among the evaluated models, YOLOv11x provided
the best balance between accuracy and computational efficiency, while
YOLOv12x achieved slightly higher precision at the cost of increased
processing demand. The projection of detections onto a calibrated barn
layout enabled the visualization of trajectories and identification of
high-density zones, providing actionable insights into herd dynamics
and barn utilization under real commercial conditions. The integration
of this approach into digital herd management platforms such as Lely
Horizon (used at the study farm) could unify spatial behaviour data with
milking and health indicators, supporting early detection of welfare is-
sues and informed decisions on barn layout and traffic flow optimiza-
tion. Future developments should focus on real-time processing,
individual re-identification, and behavioural classification to expand its
applicability within precision livestock farming and strengthen the role
of computer vision as a decision-support technology for smart, efficient,
and sustainable dairy systems.
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The code used for inference is publicly available at https://github.
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