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Efficient Gibbs sampling for transition weights
in Fleming–Viot filtering and smoothing
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Abstract. Bayesian inference for time-evolving distributions using Flem-
ing–Viot driven dependent Dirichlet processes involves computing the
transition probabilities of multidimensional pure-death processes, whose
closed form is unavailable and whose approximation via standard Monte
Carlo methods is computationally expensive and scales poorly. We pro-
pose an alternative Gibbs sampling approach that exploits a one–dimen-
sional projection of the death process through its norm, updating ex-
ponential intertimes sequentially. Numerical experiments show that the
proposed method significantly reduces computational cost while achiev-
ing comparable accuracy, providing an efficient tool for inference in high-
dimensional applications in population genetics.

Keywords: Bayesian nonparametrics, Fleming–Viot process, Gibbs sam-
pler, hidden Markov models.

1 Introduction

LetX := {Xt, t ≥ 0} be a Fleming–Viot driven dependent Dirichlet process (FV-
DDP) [11] with baseline measure α = θP0, where θ > 0 and P0 is a probability
measure on a Polish space X. Its reversible measure is the Dirichlet process
law Πα [6]. Formally, the FV-DDP is a diffusion process taking values in the
space of purely atomic probability measures on X, with dynamics described by

Xt | Dt = l, Y1, . . . , Yl ∼ Πα+
∑l

i=1 δYi
, Yi | X0

iid∼ X0, where Dt is a latent

pure-death process on Z+ starting from infinity, l ∈ Z+, and Yi are i.i.d. draws
from the initial Dirichlet process X0 ∼ Πα. The death process jumps from l to
l − 1 at rate

λl =
l(θ + l − 1)

2
, (1)

and is known to come down from infinity at any finite time. Integrating out Dt

and the latent Yi gives the FV transition kernel

Pt(x, dx
′) =

∞∑
l=0

dl(t)

∫
Xl

Πα+
∑l

i=1 δyi
(dx′)x(dy1) · · ·x(dyl),

where dl(t) = P(Dt = l | D0 = ∞), see [12] for explicit expressions. Obser-
vations are collected at discrete times 0 = t0 < t1 < · · · < tp−1 = T , not
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necessarily equally spaced. Let Y0:T = (Y0, . . . , YT ) denote the dataset, where
Yt := (Yt,1, . . . , Yt,nt

) contains nt observations at time t. Conditional on Xt, the
observations are independent, and the full statistical model can be described as
a hidden Markov model:

Yt,i | Xt
iid∼ Xt, X ∼ FV-DDP(α), X0 ∼ Πα. (2)

FV processes [5] can be interpreted as infinitely many masses diffusing in [0, 1]
while preserving total mass one. When a mass vanishes, the corresponding lo-
cation is removed; new locations are added at rate θ. This behavior can be
interpreted as the presence of mutations within the population. Consequently,
Xt and Xs (t ̸= s) share some, but not all, support points. Projecting the FV dif-
fusion onto a measurable partition (A1, . . . , AK) yields a neutral Wright–Fisher
diffusion with K types [4].

2 Monte Carlo in Fleming–Viot filtering and smoothing

Recent works [2,3,11] analyze and solve the filtering and smoothing problems for
the model in 2. In particular, this corresponds to studying the conditional law of
Xt | Y0:T , which is referred to as the filtering distribution when t = T and as the
smoothing distribution when 0 ≤ t < T . Let (y∗1 , . . . , y

∗
K) denote the K distinct

values observed in Y0:T . It has been shown [3,11] that the conditional law of Xt

given Y0:T can be expressed as a finite mixture:

L(Xt | Y0:T ) =
∑

m∈M
wm Πα+

∑K
j=1 mjδy∗

j

(3)

where M ⊂ ZK
+ is a finite set of active multiplicity vectors determined by Y0:T ,

and the weights {wm} are computed recursively. The setM consists of all integer
vectors lying between the multiplicities of (y∗1 , . . . , y

∗
K) observed at time T and

those observed over the entire time interval [0, T ]. By rewriting the mixture in
terms of independent forward and backward death processes, the weights can be
expressed as

w̃k1,n,k2
m1m2

∝ pm1,k1
(t− tj) pm2,k2

(tj+1 − t) I(k1,n,k2) (4)

where n denotes the multiplicity vector at the time of interest, I encodes the
interaction between past and future observations, and

pm,k(t) := P(Bt = k | B0 = m) (5)

is the transition probability of a multivariate death process starting from m and
arriving at k after time t. In practice, the computational bottleneck in evaluating
(3) is the computation of the death process transition probabilities. Despite the
availability of a closed form, the number of these terms to be evaluated grows
quickly with the number of observations accumulated over time, and approx-
imation strategies can be beneficial. In [1], a Monte Carlo (MC) approach is
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proposed, using the formulation of the weights in (4) and relying on the Gille-
spie algorithm [7] to efficiently simulate the death processes and approximate the
corresponding weights. See also [9]. Each MC iteration is divided into two steps.
In the first step, all intertimes of the one-dimensional death process are sampled
until the time threshold τ is exceeded, thereby determining the final level of the
process, that is, the norm of the final state. In the second step of the algorithm,
a multivariate hypergeometric distribution is used to recover the distribution of
the multidimensional death process from its one-dimensional projection. Condi-
tionally on an initial state m of the death process, the computational cost of
the MC method depends both on the number of iterations niter, required to be
sufficiently large for the empirical distribution to accurately approximate the
target distribution, and on the norm of the initial state m of the multivariate
death process (5). As a consequence, the MC approach does not scale well with
respect to the size of the initial state. This limitation is particularly relevant in
genetic applications, where FV processes are typically used, the death process
states correspond to observed or latent allelic frequencies.

3 A Gibbs sampling approach

A natural way to reduce the computational dependence on the norm of the ini-
tial state is to employ a Gibbs sampler. This approach allows, at each iteration,
the update of a single component rather than all components simultaneously, as
in the standard MC method. In this context, by components we refer to the ex-
ponential intertimes. The weights of the smoothing distribution in (4) are given
by a composition of the distributions of two death processes and an interac-
tion term. In this work, for simplicity we focus exclusively on approximating the
transition probabilities in (5). The algorithm we developed to approximate the
distribution of the multidimensional death process is divided into two main steps.
In the first step, a Gibbs sampler is employed to approximate the distribution of
a one-dimensional death process, obtained by collapsing each multidimensional
state vector onto its norm. In the second step, a multivariate hypergeometric dis-
tribution is used to recover the full multidimensional target distribution. Since
the second step coincides with that of the standard MC approach, here we only
concentrate on the first step. Let T = (T1, . . . , Tm) (m is the sum of the com-
ponents of m) denote the vector of intertimes governing the jumps of the one-
dimensional death process, where Ti is the i-th sampled intertime, corresponding
to the transition from level m− i+ 1 to level m− i. The target distribution of
the sampler is the joint density π(t). By construction, the intertimes are inde-
pendent and exponentially distributed, Ti ∼ Exp(λi), where the rates λi depend
on the current level of the death process (1). Consequently, the joint density
factorizes as π(t) =

∏m
i=1 λie

−λiti . Independence immediately implies that the
full conditional distributions are given by π(ti | t−i) = λie

−λiti , which makes
each Gibbs update straightforward. Initialization can be performed either by
sampling each intertime independently from its exponential distribution, or by
setting Ti = λ−1

i , corresponding to the mean of the distribution, in order to
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promote faster convergence. The Gibbs sampling scheme can be summarized as
follows: for each iteration

– select an index i ∈ {1, . . . ,m} according to a prescribed update rule;
– sample Ti ∼ Exp(λi);
– determine the final level k reached by the death process by checking

1

m−k∑
j=1

Tj < τ <

m−k+1∑
j=1

Tj


where τ denotes the fixed time horizon.

The crucial aspect of the algorithm is the choice of the update scheme, which
strongly affects computational efficiency. Our strategy exploits both the expected
values of the intertimes and the time threshold τ . Intertimes associated with
higher levels have larger rates λi (1), resulting in smaller expected values and
therefore a limited contribution to the cumulative sum. Conversely, some in-
tertimes are, on average, always located beyond the threshold τ and thus have
negligible influence on the final level of the one-dimensional process. These con-
siderations motivate the construction of a non-uniform update distribution ∧m

τ

for selecting which intertime to update at each iteration, prioritizing those com-
ponents that are more likely to affect the crossing of the threshold τ . ∧m

τ assigns
weights proportional the inverse of the intertime rates to all Ti whose cumulative
expected sum is less than or equal to τ . Beyond this point, symmetric weights are
employed to guarantee a positive probability of updating every intertime, while
still concentrating on those components that carry the most information. This
choice significantly improves mixing and reduces the overall computational cost
of the sampler. For a graphical representation of ∧m

τ , see Figure 1. By combin-
ing the Gibbs sampler approximation of the one-dimensional death process with
the multivariate hypergeometric sampling step, we obtain an approximation of
the full multidimensional death process at time τ . This procedure allows us to
efficiently pass from the marginal distribution of the norm of the process to the
desired joint distribution on ZK

+ .

4 Numerical experiments

We compare the proposed Gibbs sampler with the MC approach adopted in
[1]. The comparison is carried out in order to assess the speed of convergence
to the target distribution. It is performed using a stopping rule based on the
Total Variation distance. As a benchmark, we consider a reference distribution
estimated from a highly computationally intensive MC run, ensuring that it is
as close as possible to the exact target distribution. The two algorithms are
then compared in terms of the computational time required to reach a distance
from the target distribution smaller than a fixed tolerance, which in this case
we set at 5%. As discussed above, the computational cost of the MC method
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Fig. 1: On the left, the distribution ∧m
τ with m = 50 and τ = 0.5, used to select which

intertime is updated at each iteration of the Gibbs sampler. On the right, we show a
distribution in which each intertime is assigned a weight proportional to the inverse
of its rate. One can observe that the probability of updating an intertime that, on
average, occurs after the threshold τ , and therefore does not carry information (purple
region), is much larger than the probability assigned to it under the distribution ∧m

τ .

Fig. 2: Comparison between Monte Carlo and Gibbs sampler in two different dimen-
sions (2D on the left and 3D on the right). The parameters used were θ = 2, τ = 0.5,
and a Total Variation tolerance of 5%.

appears to grow linearly with the norm of the initial state, as shown in Figure 2,
in line with the results reported in [10]. On the other hand, the computational
cost of the Gibbs sampler, although increasing, remains consistently lower than
that of the MC method, and appears to be comparatively more efficient as
the initial state moves further from the origin. This is particularly encouraging
because the main limitation of the MC approach is its poor performance when
the dimension of the initial state is very large. It is important to emphasize that
the efficiency of the Gibbs sampler relative to the MC approach decreases as
τ decreases. This effect is due to the fact that, as τ → 0, the MC algorithm
requires sampling fewer intertimes before exceeding the threshold. However, this
does not represent a critical limitation, since as τ → 0 a Gaussian approximation
can be employed [8], making the use of MC method unnecessary. Since the
structure of the algorithm remains the same for dimensions two and higher, and
the contribution of the Gibbs sampler concerns only the one-dimensional part
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of the algorithm, we expect that the Gibbs sampler becomes more efficient than
the MC method as the complexity of the initial state increases.

5 Discussion

In this work, we have presented a Gibbs sampler that is more efficient than the
MC approach for approximating the distribution of a multidimensional death
process, which is fundamental for computing the weights of the smoothing and
filtering distributions of the FV process. The method becomes increasingly effi-
cient relative to MC as the dimension of the input data grows, which is crucial for
applications in genetics, where the FV process naturally arises. However, several
interesting aspects remain beyond the scope of this work. Chief among them is
the consideration of a death process whose initial state does not arise from a
single observation, and is therefore deterministic, but rather from the propaga-
tion of observations made at different times, and is thus probabilistic in nature.
In this case the algorithm could be generalized by grouping the possible initial
states according to their norm, and then exploiting multiple MCMC procedures,
one for each group, to be subsequently aggregated into a single distribution.
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