Springer Proceedings in Mathematics & Statistics

Paolo Landa - Andre Cote -
Jean-Baptiste Gartner

Géraldine Layani - Julien Husson -
Jean-Baptiste Capgras -
Célia Lemaire Editors

Operations Research
and Artificial
Intelligence

in Healthcare

Management

SSHSM, Québec, Canada, June 2022, and
Lyon, France, June 2023

OPEN ACCESS @ Springer



Paolo Landa - André Coté - Jean-Baptiste Gartner -
Géraldine Layani - Julien Husson -
Jean-Baptiste Capgras - Célia Lemaire
Editors

Operations Research
and Artificial Intelligence
in Healthcare Management

SSHSM, Québec, Canada, June 2022,
and Lyon, France, June 2023

@ Springer



Contents

Staffing Healthcare Personnel Combining Petri Nets

and Optimisation ............ ... ... . ...

Bernardetta Addis, Roberto Aringhieri, Marco Gribaudo,
and Andrea Grosso

Exploring the Recent Applications of Artificial Intelligence

Techniques for Type-1 Diabetes Management .....................

Anas Nuemann, Marzia Angela Cremona, Adnene Haji,
Michael Morin, and Monia Rekik

An Overview of the Implementation of Artificial Intelligence

in Clinical Pathways ............ ... . ... . ... . .. .. . ..

Luca Murazzano and Paolo Landa

Economic Evaluation of Hospital Production: Analysis

and Comparison of Different Models .............................

Angela Testi, Paolo Landa, and Elena Tanfani

Steering Patient Flows: The Contribution of Quantification

and Simulation to the Relevance of Care Pathways ................

Sarah Garidi and Auguste Rakotondranaivo

Analysis of Risk Factors Associated with Chronic Obstructive

Pulmonary Diseasein Quebec ................ ... ... ... ... ......

Balkissa Tonde and Maude Laberge

Application of Segmentation Methods in Health Care Services

Planning and Delivery .......... ... . ... . . ... . . i

Matthew T. Haren, Jean-Baptiste Gartner, André Coté,
and Catherine Paquet

ix



How Can We Better Take Person-Centered Needs into Account?
The Integrated Care Trajectory Approach and Intersectoral
Collaboration in Primary Care to Support People Living

with Diabetes .. ... .

Geraldine Layani

Tools for Analyzing and Measuring the Performance of Care

and Service Pathways .......... ... ... .. ... i

Lara Maillet, Isabelle Godbout, Anna Goudet,
and Georges-Charles Thiebaut

An Overview on Adopting Clinical Pathways in Primary Care:

A Literature Review . ... .. ... ...

Jean-Denis Lalonde and Paolo Landa

An Ailing Healthcare Organization ...............................

Marie-Eve Dufour, Julie Dextras-Gauthier, Gaélle Falcon,
Marie-Hélene Gilbert, and Pierre-Sébastien Fournier

Healthcare Experiences of Elderly Patients and Managers’

Reactions to Video Testimonies .................. ...

Marie-Soleil Hardy, Laurie-Ann Bergeron-Drolet, Denise Corbeil,
and Isabelle Coté

Contributions of Value Management and Colour Abacuses

for Improving the Daily Lives of Patients and Their Caregivers ... ..

Auguste Rakotondranaivo and Jean-Pierre Grandhaye

Collective Analysis of Work to Increase the Amount of Time Spent
with Patients. A Case Study Looking at the Value of Activities

Using the Lean Approach .......................................

Noura Zaghmouri and Julien Husson

Towards the Development of a Conceptual Framework Adapted
to the Specific Needs of Healthcare and Social Services
Establishments for a Sustainable Transition of Their Supply Chain
André Coté, Mohamed Hakim Raki, and Jean-Baptiste Gartner

Why be a Manager When You’re a Hospital Doctor? A Review

of the Literature . . ... ... .. .

André Coté, Boutheina Benharbit, Célia Lemaire, Frédéric Bergeron,
and Jean-Baptiste Gartner

Evolving Landscape of For-Profit Private Hospitals in France ......

Jean-Baptiste Capgras and Jean-Pierre Claveranne

Replicating and Scaling a Healthcare Innovation: Theoretical

and Methodological Insights .....................................

André Co6té and Jean-Baptiste Gartner

Contents

203



Contents

Retention and Attraction Measures in the Quebec Health Care

System During the Covid-19 Pandemic
Maude Laberge and Jasmine Sawadogo

X1



Staffing Healthcare Personnel )
Combining Petri Nets and Optimisation ey

Bernardetta Addis, Roberto Aringhieri, Marco Gribaudo, and Andrea Grosso

Abstract Healthcare services are usually delivered by teams, each one composed of
individuals working together sharing knowledge, experiences and skills. The staffing
problem consists in finding an optimal set of teams with respect to a given perfor-
mance metrics in such a way to meet a forecasted service demand, which determines
the workload level. Various metrics can be used to measure the efficiency of one
individual, and to evaluate the overall team performance. The random nature of the
problem requires the introduction of random variables, and the characterisation of
the overall team behaviour with a stochastic process. We propose hybrid algorithms
based on generalised stochastic petri nets (GSPN) and optimisation. The basic idea is
to exploit the GSPN model as a black box to evaluate a solution computed by an opti-
misation algorithm, that is the team performance under several demand scenarios.
We test the proposed algorithms on a case study arising from an Italian Emergency
Medical Services. The insights from the computational analysis confirm the validity
of the proposed algorithms.

Keywords Workforce management - Staffing - Patient flow - Petri nets *
Metaheuristics + Set partitioning

1 Introduction

Healthcare services are usually delivered by teams, each one composed of individu-
als working together sharing knowledge, experiences and skills. Approaches to the
medical workforce management capable to guarantee the efficiency and fairness of
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the delivered service becomes crucial [3]. In [13] the authors argued that skill max-
imisation (e.g., increasing the responsibilities of healthcare practitioners) is the key
to increase productivity and care quality. They also argued that to increase output
(represented by volumes of cases treated) and quality of care is not just necessary,
but essential. For these main reasons, the authors concluded that the key to address
the future of healthcare is the maximisation of the use of human resource.

In this work we focus on staffing stage in accordance with the classification
proposed in [17]: the staffing problem consists in finding an optimal set of teams
with respect to a given performance metrics in such a way to meet the forecasted
service demand. Since the service demand determines the workload level, a good
demand prevision plays a fundamental role when healthcare managers are interested
in guaranteeing the efficiency and fairness of the provided service: for instance, the
solutions computed by the algorithm proposed in [12] caused under-staffing because
of inadequate forecasts.

Various metrics can be used to measure the efficiency of one individual and exploit
such measures to evaluate the overall team performance with respect to the forecasted
service demand. The random nature of the problem requires the introduction of ran-
dom variables, and the characterisation of the overall team behaviour with a stochastic
process in order to have a more accurate team performance evaluation. Generalized
Stochastic Petri Nets (GSPN) allow to deal with such a requirement guaranteeing an
accurate team performance evaluation: a GSPN allows a direct mapping from a high
level representation to a Continuous Time Markov Chain (CTMC) that can be solved
to evaluate the team performance under several demand scenarios. The review [9]
considers the literature on staffing and scheduling approaches that account for non-
stationary demand, that is when the number of “customers” fluctuates over time
according to a stochastic pattern. In their conclusions, the authors indicated two
important aspects, that is (i) the opportunity to model human behaviour, as han-
dling speed may be influenced by workload and other factors, and (i1) the need of
addressing the computational requirements of the performance evaluation methods.
We consider both aspects in our work.

In this paper we propose hybrid algorithms based on the GSPN and optimisation
whose underlying idea is to exploit the GSPN model as a black box to evaluate a
solution computed by an optimisation algorithm. We present two hybrid algorithms,
that is an exact one based on a partitioning model, and a metaheuristic based on
a Local Search. We test the proposed algorithms on a case study arising from an
Italian Emergency Medical Services whose features make it the ideal case study, as
we will show in Sect. 2. The proposed Generalized Stochastic Petri Nets (GSPN)
model evaluates the composition of a team analysing the EMS request flow at the
Operation Centre (OC). It takes into account both the characterisation of the team
members (by exploiting parameters obtained from the statistics on their previous
activities), and of the specific situation (workload, team cardinality, members busy
or free) in which the team is going to operate.

The paper is organised as follows. In Sect. 2, we describe the case study considered
and report the problem statement. In Sect. 3 we describe our GSPN model through
its evolution towards a more computationally efficient model. The hybrid GSPN and
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optimisation algorithms are proposed in Sect. 4. Insights from the computational
analysis of the proposed solution algorithms are discussed in Sect. 5. Finally, Sect. 6
closes the paper.

2 Problem Statement

The main performance measure for the EMS providers is the response time, which is
defined as the time elapsed between the call arrival and the arrival of the ambulance
at the patient, as depicted in Fig. 1.

The service quality of an EMS is therefore directly connected to the promptness
of the assistance. Of course, the ambulance availability plays a fundamental role in
the service provided by an EMS, but the first answer to patients (triage and dispatch
in Fig. 1) is given by the OC operators. Therefore, the promptness of the assistance
can highly depend on how fast is the answer provided by the OC operators.

The OC of the Milano EMS is in charge of receiving the phone calls from citizens
who need immediate medical assistance. The staff employed at the OC is organised
in teams composed of operators; such teams are then scheduled following a cyclic
pattern over a given time horizon. Due to legal obligation, the EMS keeps daily logs
of the emergency calls, with time and duration of each call, and the operator “id”
who handled the call. From this set of information, it is possible to derive both a
measure of the efficiency of each operator and an evaluation of the variable demand
characterising EMS workload. The answer to a call consists in three phases: (i) to
determine where to send the ambulance, (i1) to perform the triage, and (ii1) to dispatch
an ambulance. The triage is a procedure which allow the operator to determine the
seriousness of the emergency request, and to assign a colour-code to the request:
white and green for non-urgent requests, yellow and red for the urgent ones.

The efficiency of an operator is set to the average duration of a call handled by
the operator disregarding the urgency of the emergency request. This assumption is
due to the fact that the urgency is defined at the end of the triage procedure, and not

Ambulance occupied
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Fig. 1 The emergency response process (from [15])
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Fig. 2 Emergency demand (number of calls per day)

before the call. Therefore, the operator behaves as if they was managing an urgent
request.

The demand is forecasted as follows: the 24 hours time horizon is divided in a
set of time intervals for each of which the maximum number of simultaneous calls
is computed. Then, the forecasted demand is computed as the maximum number of
calls within a given time span. Figure 2 reports the emergency demand in terms of
number of calls received during each time interval over a period of three months. We
would like to point out the generality of the profile shown in Fig. 2, as shown for
instance in [2, 10, 11].

Beside processing the emergency calls, the OC is in charge of other tasks, such as
managing the transport of organs from organ donations, or keeping contact with the
volunteering associations operating on the ambulances. Thus, the set of operators on
work is constantly split into two “sub-teams”, whose members alternate day by day
in managing the phone calls. Each of the two sub-teams will be engaged at the phone
during the shift. Further details about the organisation of the OC of the Milano EMS
are reported in [1].

Finally, we can properly state the resulting optimisation problem. We are dealing
with the problem of creating a given number ¢ of sub-teams, each one composed of a
given number m of operators selected from a larger set O of € operators (£ > t X m).
In order to match a fairness requirement, we seek to optimise the performances of the
OC, which is defined as a function of the operator efficiency, by forming teams (and
related sub-teams) so that the throughput guaranteed by the least efficient (sub)team
on duty is as high as possible.
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3 Modelling the EMS Patient Flow Using GSPN

We present two GSPN models to evaluate the performance of a group of operators. To
help the reader, an introduction to the Petri Net methodology is reported in Appendix.

An initial GSPN model. As already discussed in Sect. 2, the service quality of
an EMS is directly connected to the promptness of the assistance. In the following,
we will consider the worst scenario, that is we are interested in observing the system
during a peak of emergency requests and to evaluate its efficiency under the peak.
This is required to address the need of fairness of the service. During a demand peak,
a common procedure, called cutoff priority queue, is to postpone non-urgent requests
in order to have enough free ambulances for the upcoming urgent requests [6, 18].
From a practical point of view, postponing means that those requests are managed by
other operators (usually the other sub team) whose main task is to call back in order
to verify if the emergency request is getting worse (in this case, the request become
urgent and an ambulance will be sent as soon as one is available) or, on the contrary,
if it is solved (the patient has been transported autonomously to a hospital).

We used the GSPN reported in Fig. 3 to model the behaviour of a team working
at the OC. Transition Arrival represents the arrival of an emergency request call.
The OC is able to handle only a maximum number of calls 7: this is modelled by the
marking of place n. Remember that all teams have the same number of operators as
m, each team member is represented by a set of places and transitions: to simplify the
model description, only the primitives corresponding to a single operator have been
shown, which are then replied m times in Fig. 3. Therefore, the following describes
the process of managing a call by the same operator operator by doing the three
phases described in Sect. 2.

Release line

Give up /2 “\m S % o
ond
Ols

Arrival

Fig. 3 An initial GSPN model of the OC
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If a member is available, its corresponding place is marked. This allows new
incoming call to be assigned randomly to any of the available operators. If all the
operators are busy, the caller is forced to wait. The number of waiting calls is repre-
sented by the marking of the place immediately connected to the Arrival transition.
The triage stage is represented by the transition Triage;, that fires with an expo-
nentially distributed firing time which defines the efficiency of an operator. At the end
of the triage, the outcome of the process is modelled by two immediate transitions.
If it is a green or white code, transition Green fires, freeing the operator for the
next call. Otherwise, transition Yellow or Red fires, transferring the call to the
second stage to dispatch an ambulance. In both cases the call is ended immediately
and the line returns available to other callers.

Finally, a customer can give up and end the call if not served soon enough. This
is modelled by transition Give up.

An improved GSPN model. Although GSPNs provide a compact representation
for the evolution of modelled system, they suffer from the state explosion problem
(see, e.g., [16] for manufacturing applications): the number of states of the corre-
sponding CTMC is exponential in the number of places of the GSPN. With respect to
the GSPN model in Fig. 3, we note that the state space is relatively large: considering
the maximum number of calls greater than the number of operators, that is n > m,

we have .
PR (’?) 12" (n—m)

i=0

states. The reason for that formula lies in the fact that each operator, when active,
might be either answering the phone call, or performing the second stage in case of a
yellow or red code: this gives rise to the 2/ and 2™ since all the possible combination
of the active operators have to be considered.

As a consequence of a large research project (partially reported in [4, 5]), the
OC has been re-organised to better exploit the ambulances on service: operators
identifying a serious case, instead of executing the second stage directly, they pass
the second phase of the call service to other colleagues which are in charge of the
overall system logistics. As discussed in [6], such a re-organisation can allow the OC
to improve the number of urgent missions served within the time limit up to 75% with
respect to the 61% obtained with the current policy of ambulance management. This
re-organisation has the side effect of simplifying the model as reported in Fig. 4. The
resulting state space is much smaller than the original model since active operators
can only be serving a call (and we do not have to take into account the possibility
of performing a second stage). This reduces the factor that were 2° and 2™ in the
previous expression to 1, reducing thus the total number of different states to:

m

Z(n;)—l-(n—m):?"—l-(n—m).

i=0
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Fig. 4 An improved GSPN model of the OC

4 Hybrid GSPN and Optimisation Algorithms

The main concern of this section is to evaluate how to combine GSPN solutions
and optimisation algorithms in an efficient and a proper way. To this purpose, we
propose an exact method based on partitioning models, and a simple local search
based metaheuristic. Apart of their effectiveness in computing good quality solutions,
we are also interested in the feasibility of exploiting Petri Nets within an optimisation
algorithm framework, and to address some computational issues.

The improved GSPN model discussed in Sect. 3 estimates the efficiency of a team
by computing its throughput X. We seek to optimise the OC performances by forming
teams (and related sub-teams) so that the throughput guaranteed by the least efficient
(sub)team on duty is as high as possible. This matches a fairness requirement in order
to avoid strong losses of performances through the shifts. We recall that the sub-team
approach allows also to avoid that only the best operators answer to emergency calls:
if we ask for optimal peak performances, without any additional constraints on shift,
we would find solutions with always the same operators assigned to emergency calls;
on the contrary, considering two (sub)teams for each team, we find solutions that still
exhibit good performances, but take into account the necessary rotation in the service,
allowing an alternation in phone call service, that is the most heavy job in the OC.

A set partitioning approach. The problem boils down to partitioning the set of
operators into equally-sized sub-teams of fixed cardinality. We formulate the problem
with a set O of operators, a set J of (}f;) sub-teams and a coverage matrix A = [q;;]
where a;; = 1 if operator i belongs to sub-team j € J. A number g; measures the
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expected throughput guaranteed by sub-team j — this is computed by means of the
GSPN model. The constant Q is fixed to Q = max ¢, {q;}.

max z° (1a)

st Y ayxj =1 Vieo (1b)
jedJ

Ol —xj)+qjx; >z° VjelJ (lc)

x; € {0, 1) Vel (1d)

z¢ > 0. (le)

Constraints (1b) ensure that each operator belongs to exactly one sub-team, while
constraints (1c) capture the max-min objective.

The optimal solution of the problem can be computed with a simple strategy based
on solving a sequence of lower dimension feasibility problems. We order the teams
according to their decreasing efficiency, then we apply the following dichotomous
search: it starts selecting the set J' composed of the first half of the possible teams
(i.e., those having better efficiency); check if a feasible solution exists in J'; it exists,
then half again the considered subset of teams, otherwise add half of the unused set.
The procedure stops when the smallest set J' for which exists a feasible solution
is found. The worst team in this set is the bottleneck one and gives the value of
the optimal solution. In the worst case we solve log,(|/|) feasibility problems of
dimension at most |J|. At each iteration, in order to check feasibility, we solve the
following reduced problem:

jeJ’

s.t. Za,-jxj =1 YVie O
jeJ’
x; € {0, 1} VjelJ

The illustrated approach is exact in nature.

A metaheuristic approach. We propose a simple but effective metaheuristic
based on a straightforward neighbourhood exploration. Let us consider the following
formulation of the original staffing problem. Let x;; be a decision variable assuming
value 1 if the operator i =1, ..., ¢ is assigned to sub-team j =1,...,¢, and O
otherwise. The model follows:

max 7" = Erllin[ {q;(x)} (2a)

t

st. Y x; <1 i=1,...,¢ (2b)



Staffing Healthcare Personnel Combining ... 9

14
le]:m j:1,...,t (20)
i=1
)CijE{O,l} i=1""’£’j=1""’t (2d)

The function (2a) captures the max-min objective while constraints (2b) and (2c)
model the team composition. Note that g ; (x) is a function of the individual efficiency,
denoted by e;, and its value is determined by solving the corresponding GSPN.

We denote a solution as a set of teams C’ having efficiency E/ = g;(x) for any
j=1,...,t.Letzbeequaltomin {E!, ..., E'}. After computing the initial solution
randomly assigning individuals to teams, such a solution is improved by a straight-
forward local search: at each iteration, the team C* having the worst efficiency E" is
considered; then, we find a pair (i, #) of individuals giving the best solution improve-
ment in such a way that i belongs to C” and /4 to any other teams; after reaching
a local optima, a random restart is performed to diversify the search following the
insights reported in [7, 8] for combinatorial problems with a simple mathematical
structure. The total number of restarts is determined by the parameter R.

S Insights from the Computational Analysis

The main concern of this section is to validate the hybrid algorithms discussed in
Sect. 4, and to provide some insights from the analysis of their results in order to
better understand their computational behaviour.

The GSPN and the optimisation algorithms have been coded in C standard and
compiled by gcc 4.1.2.They run ona?2.1 GHz AMD Opteron 8425HE with 16
GB of memory. Cplex with default configuration has been embedded in the exact
algorithm.

We generated the benchmark instances as follows. The raw data is composed of a
set of 45 operators and a list composed of calls collected during three months of OC
activity. Each call is associated to an operator through an operator “id”. The number of
calls for each operator are about 1000. Further information available are instant time
and duration of the call. Then, we compute an estimation of the operator efficiency
as the average value of call duration measured in minutes. Finally, we generate 10
different instances (denoted by 0 to 9) selecting randomly ¢ = 30 operators and their
associated efficiency and setting ¢+ = 10 and m = 3. Different scenarios are also
considered by varying the arrival rate, that is 1.5, 1.7 and 2.0, measured as call per
minute.

GSPN solver performance. As discussed in Sect. 3, the computational efficiency
of a GSPN model depends on the number of states in the corresponding CTMC. Here
we would evaluate the running time behaviour of such a GSPN solver. Table 1 reports
the average running time estimated by running the metaheuristic setting R = 1000:
as a matter of fact, the number of restart R determines the total number of moves
performed by the local search and, by consequence, the number of calls to the GSPN
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Table 1 GSPN solver: average running time

Rate 1.5 Rate 1.7 Rate 2.0

#moves | # GSPN |avg. ms. |#moves |# GSPN |avg. ms. | # moves |# GSPN |avg. ms.

20659 3346758 | 0.3399 | 21262 | 3444444 0.3821 | 21493 3481866 | 0.4599
2039 330318 | 0.5849 2189 354618 | 0.6462 2417 391554 | 0.7479

19099 3094038 | 0.3338 | 19336 3132432 1 0.3783 | 19054 3086748 | 0.4541
2464 399168 | 0.5518 2797 453114 | 0.6029 3249 526338 | 0.7013

22019 3567078 | 0.3401 | 22059 3573558 | 0.3877 | 21877 3544074 | 0.4672
2442 395604 | 0.5453 2866 464292 | 0.5906 3365 545130 | 0.6741

18083 2929446 | 0.3361 | 18093 2931066 | 0.3786 | 17771 2878902 | 0.4603
1907 308934 | 0.6004 2080 336960 | 0.6592 2319 375678 | 0.7552
3178 514836 | 0.5071 3800 615600 | 0.5486 4808 778896 | 0.6189

19060 3087720 | 0.3363 | 19089 3092418 | 0.3776 18962 | 3071844 | 0.4543
Average time 0.4476 Average time 0.4952 Average time 0.5793

O | 0| || N[~ |lWLW| N[~ |O

solver. For each scenario, three columns of data are reported: the number of local
search moves, the number of calls to the GSPN solver, and the GSPN solver average
running time in milliseconds. Last row reports the average running time among the
different instances.

Results in Table 1 shows that, on average, a GSPN solution requires from 0.4476
to 0.5793 milliseconds. We remark that the average computing time increases as
the arrival rate increases, that is when the system more easily saturates and, by
consequence, it is harder to find a stationary solution of the corresponding CTMC.

Exact solutions. Table 2 reports the solutions computed by the exact algorithm
reported in Sect. 4. For each scenario, three columns of data are reported: the sub-
team “Id”, the value z¢ of the optimal solution and the running time in seconds. The
last row reports the average running time. Ranking the sub-teams by decreasing value
of their efficiency, the “Id” represents the position of that sub-team in the ranking.
Note that the overall number of possible sub-teams are 4060.

The results in Table 2 highlight an average running time that decreases as soon as
the arrival rate increases, which is in contrast to those in Table 1. When the arrival
rate increases, the number of different teams having the same maximal throughput
increases as soon as the probability to saturate the system increased. This implies that
it is easier and faster to identify an optimal solution for our exact algorithm based on
a dichotomous search. On the contrary, when the arrival rate decreases it could be
possible to have a large bunch of similar teams having similar solution values, close
to the optimal one. This is due to a sort of replacement effect for which changing
an operator with another one having better (worse) efficiency could slightly increase
(decrease) the team throughput. In such a situation is clearly harder for our exact
algorithm to identify the optimal solution.

Metaheuristic solutions. Tables 3 and 4 report the solutions computed by the
metaheuristic algorithm depicted in Sect. 4. The results reported in the two tables
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Table 2 Results for the exact algorithm under the 3 scenarios

Rate 1.5 Rate 1.7 Rate 2.0

Id z¢ s Id z¢ S Id z¢ S
2118 1.45914| 829.18 2126 1.67751| 1074.02 | 2126 1.88112 | 1039.06
1997 1.46528 | 1180.68 | 1984 1.68847 | 1125.93 | 1986 1.89863 | 941.11
2091 1.46366 | 91.22|2071 1.68570| 94.93|2073 1.89430| 79.93
2045 1.46161 | 90.66 | 2045 1.68211| 73.84|2035 1.88882| 85.34
2099 1.45835| 88.812099 1.67623| 70.67 | 2097 1.87908 | 85.54
2040 1.46299 | 92.95|2037 1.68445| 83.14 (2029 1.89206| 79.43
2013 1.46218 | 104.20 | 2011 1.68289 | 1003.58 | 2003 1.88982 7.44
2046 1.46498 | 1225.14 | 2020 1.68790 | 862.88|2022 1.89765| 90.62
2008 1.45968 | 893.35|2008 1.67861| 69.68 | 2006 1.88272| 965.51
2058 1.46246 | 829.81|2055 1.68352| 77.43|2053 1.89086 | 76.45
Average time 542.60 | Average time 453.61 | Average time 345.04

O X[ I[N k~|[WLW|IND|—=|O

differ from the number of restart R performed by the metaheuristic, that is R = 10
and R = 100, respectively. For each scenario, four columns of data are reported:
the value z™ of the best solution computed, the number of moves performed by the
local search, the running time in seconds and the relative gap with respect to the
corresponding optimal solution. The last two rows report the average running time,
the average relative gap and the number of optimal solution computed.

The reported results prove the good quality of the solution computed by the
metaheuristic also considering the average running time which is respectively two
(Table 3) and one (Table 4) order of magnitude below of the average running time
of the exact method reported in Table 2. It is worth noting that the number of restart
does not really influence the quality of the solution: as a matter of fact, the solution
values 7z slightly improves when R increases and, by consequence, the average gap
slightly decreases. This seems to indicate the need of more some intensification and
diversification strategies to further improve the solution quality.

From a computational point of view, we observe that the number of moves (see
also the corresponding column in Table 1) and the corresponding running time grow
up proportionally to the number of restart R, as one can expect.

Looking at different scenarios, we can observe that the scenario with arrival rate
1.7 seems the hardest for the proposed metaheuristic. We observed that the number
of similar teams having similar solution values, close to the optimal, can increase
when the arrival rate decrease. A similar effect can be observed when the arrival
rate increases determining (because of the system saturation) many teams having the
same maximal throughput. In such situations is easier for a local search to determine
a local optimum whose value is close to the optimal one.
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6 Conclusions

Workforce planning and scheduling based on forecasted demand is a topic that is
receiving a growing attention by the research community. In this paper, we deal
with a staffing problem based on forecasted demand arising in the personnel man-
agement of the Emergency Medical Service in Milano, Italy. This problem is the
opportunity to propose and to test new hybrid algorithms that combines Petri Nets
and optimisation. The basic idea is to exploit Petri Nets capability—if compared with
other classic metrics—to evaluate the team performance with respect to a forecasted
demand while an optimisation engine tries to compose the optimal set of teams. We
proposed two algorithms to prove the feasibility of such an idea. The insights from
the computational analysis confirm the validity of the proposed hybrid algorithms
highlighting also the different computational behaviour of the two proposed hybrid
algorithms.

Appendix: Short Introduction to Petri Net Modelling

The Petri Net (PN) approach is a graphical formalism used to represent models
characterised by parallelism and synchronisation. A PN can be represented by a
bipartite graph, whose nodes are divided in two classes called respectively Places
(graphically represented by circles) and Transitions (drawn as boxes). Places and
transitions are connected with two different types of arcs: Standard Arcs (drawn as
arrows) and Inhibitor Arcs (represented by lines with a circular end). Each arc has
associated an integer weight with default value equal to 1. Places may contain an
integer number of objects called Tokens (drawn as black discs). Figure 5 presents a
simple PN that shows all the primitives just described.

A PN represents a set of possible evolutions of a system through enabling and
firing rules. A transition is said to be enabled if all the places, to which it is connected
via an incoming standard arc (i.e., an arc directed from a place to a transition), contain
a number of token greater than or equal to the weight of the connecting arc, and
if all the places, to which it is connected with an inhibitor arc, contain a number of
tokens which is strictly less than the weight of the arc. Standard arcs are thus guards
that enables the transitions to which they point, provided that the starting places have

Fig. 5 A simple Petri Net
model

7

A4

e
e

T



Staffing Healthcare Personnel Combining ... 15

enough tokens. On the other hand, an inhibitor arc prevents a transition from being
enabled if the place from which it starts has more tokens than required. Inhibitor
arcs are necessary to give to a PN the computational power of a Turing machine [14,
Sect. 7.3]. If a transition is enabled, it may fire. When it fires, it removes from the
input places as many tokens as the weight of the incoming arcs. Then the transition
puts as many tokens as the weight of the outgoing arcs in all the places to which it
is connected. Places connected with inhibitor arcs are unaffected by the firing of a
transition.

In SPN (Stochastic Petri Nets), all the transition have associated a firing rate.
When a transition becomes enabled, it fires after an exponentially distributed random
amount of time, whose mean is inversely proportional to the firing rate. In a time
instant more than one transition may be enabled: this is called a conflict and it
allows to model several different evolutions of the system. Only a transition will
fire, and it will be selected using race policy: all the transitions draw a sample from
an exponential distribution according to their rate. The one with the shortest firing
time is selected: since the probability of extracting exactly the same value from two
independent exponential distributions is zero, race policy can always resolve the
conflict.

Generalized Stochastic Petri Nets (GSPN), beside exponential transitions, allows
a second type of transitions: immediate transitions. These transitions fire as soon as
they become enabled and do not have any waiting time associated with them. While
exponential transitions are used to model timed events, immediate transitions are
used to model choices. Immediate transitions have associated a weight expressed
by a continuous number. If more than one immediate transitions are enabled at the
same time, weights are used to solve the conflict. The transition that fires is chosen
probabilistically, according to the respective weights.
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