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Real-Time Motion Modeling and Treatment Verification for Motion-

Adaptive Carbon Ion Radiotherapy 
 

Abstract 
 

Objective: Effective motion management in carbon ion radiotherapy (CIRT) is essential for accurate and 

consistent dose delivery, particularly in the presence of respiratory motion irregularities. This study aims to 

develop and validate a real-time, motion-adaptive framework that integrates motion modeling with concurrent 

treatment verification to improve motion management in CIRT.  

Approach: A novel, real-time framework was developed to integrate optical tracking of external surrogates, 

to enable 4D delivery, with motion modelling to predict internal anatomy dynamics. This approach embodies 

a motion model within a GPU-based tool, which simultaneously reconstructs updated patient anatomy and 

performs dose verification in real-time. The framework was experimentally validated using a 4D virtual lung 

tumor patient and an ionization chamber setup subjected to both regular and irregular motion patterns, 

including amplitude variations and baseline drifts.  

Results: The proposed framework successfully generated updated computed tomography (CT) images of the 

virtual patient in real-time, demonstrating strong agreement with ground-truth images. Dose reconstructions 

were performed within inter-spill times during delivery, ensuring rapid assessment. Comparisons with 

ionization chamber measurements yielded an average gamma-index passing rate of 99% (3%/3mm), 

confirming the accuracy of both the motion model and the integrated treatment verification system.   

Significance: This study establishes the feasibility of integrating real-time motion modeling into CIRT, 

improving precision and reliability in motion-adaptive treatments. The proposed framework represents a 

significant step toward real-time clinical implementation, offering enhanced treatment accuracy for patients 

with respiratory-induced anatomical motion.  

 

1. Introduction 
 

Particle therapy (PT) leverages the unique physical properties of charged particles to deliver highly conformal 

radiation, minimizing collateral damage to adjacent healthy tissues [1], [2]. However, the success of PT is 

challenged by the dynamic nature of tumors in the abdominal/thoracic regions [3]. Respiratory motion can 

cause geometrical misses [4] and tissue changes along the beam path. These can lead to the misalignment of 

the particle beam and target, reducing therapeutic effectiveness and potentially harming surrounding tissues 

[5]. The impact of these uncertainties is even more profound in Carbon Ion Radiotherapy (CIRT), which 

features sharper dose gradients and smaller beam spots. To account for and compensate for such variations, 

motion management is vital [6], [7]. 

Various motion mitigation strategies, such as gating [8], [9], rescanning [10], and multi-phase 4D (MP4D) 

[11][12] have been proposed to address patient motion and the interplay effect. These methods rely on 4D 

Computed Tomography (4DCT) to account for patient motion during treatment planning. However, 4DCT 

cannot capture anatomic variations occurring in-between fractions (inter-fraction) [13]. To this extent, online 

daily adaptive therapy has been introduced, acquiring a new patient image before each fraction and adapting the 

treatment plan accordingly [14]. Nonetheless, these approaches remain susceptible to intra-fractional motion, 

like target drifts [15] and variable breathing patterns [16]. For conformal compensation, beam tracking [17][18] 

and MP4D with residual tracking (MP4DRT) [12] have been proposed, yet none have been clinically 

implemented. 

A promising solution for effective motion management lies in global motion models that provide continuous 

time-resolved 3D anatomical information [19], [20], [21], [22]. These models integrate 4D imaging with 

surrogate-based data acquired during delivery, to continuously predict and generate dynamic anatomical 

representations throughout the respiratory cycle. In theory, this could allow on-the-fly beam adaptation, ensuring 



more consistent and effective dose delivery. However, these approaches still require extensive validation and 

their feasibility for real-time implementation has yet to be tested.   

Additionally, treatment verification is crucial to evaluate the efficacy of motion mitigation strategies. Several 

procedures have been proposed based on machine log-files [23][24][25][26][27] and secondary radiation 

imaging techniques, like positron emission tomography [28][29] and prompt-gamma imaging [30], [31][32]. 

However, most log-file-based dose reconstruction studies do not account for motion irregularities, as they 

perform dose reconstruction retrospectively rather than in real time [33][34][35]. As noted in previous research 

[36], [37], inter/intra-fractional adaptive methods demand an integrated tool for real-time 4D dose assessment. 

Such solution is offered by RIDOS [23] and 4D-RIDOS [38], which can reconstruct planned and delivered doses 

during the delivery, offering prompt feedback on the treatment quality within the inter-spill time of synchrotron-

based facilities. This system is fully integrated within the 4D research version of the Dose Delivery System (4D-

DDS) at the National Center for Oncological Handrontherapy (CNAO, Italy) [11][12][39], with experimental 

results demonstrating accuracy in dose reconstruction and time performances in 4D regular motion scenarios 

[38]. 

In this study, we propose a dedicated, motion-adaptive framework that integrates a real-time implemented 

motion model with concurrent real-time treatment verification for regular and irregular motion scenarios. The 

framework relies on optical tracking of external surrogates to enable 4D delivery and predict internal anatomy 

through the motion model. The internal anatomy is reconstructed by an extended version of the fast Forward 

Dose Calculation (FDC) tool [23] [24], called 5D-RIDOS, which also performs real-time treatment validation. 

The term "5D" reflects its additional ability to account for motion irregularities. Designed for seamless 

integration with the CNAO Optical Tracking System (OTS), 4D-DDS, and 5D-RIDOS, this fully automated 

framework provides real-time feedback on treatment quality without requiring additional input from clinical 

staff, significantly reducing workload – an essential feature for adaptive therapy settings.  

A comprehensive representation of the framework’s hardware and software configuration is presented along 

with the results of its experimental validation performed at CNAO.  

 

2. Materials and Methods 
 

2.1 Virtual patient data and experimental setup 
 

We implemented and experimentally validated our motion-adaptive framework on a 4D extended cardiac-

torso (XCAT) virtual patient [12], [34]. The patient featured a spherical tumor in the left lung, exhibiting a 

phase-stepped motion of 40 mm motion in the cranio-caudal (CC) direction and 20 mm in the anterior-

posterior (AP). For this study a XCAT 4DCT consisting of 25 phases was available, from which only 10 

phases were exploited – covering half a respiratory cycle from maximum inhale to maximum exhale. These 

describe a tumor motion amplitude of 19.8 mm in CC, while the end-exhale CT was set as reference. Several 

of the remaining phases were used for validation purposes of our framework.  

The experimental setup mimics a quality assurance arrangement, with an Ionization Chamber (IC) 2D-array 

(PTW Octavious 1500XDR, PTW, Freiburg, Germany) mounted over a linear stage (Fig. 1a). The stage was 

moving perpendicular to the beamline, either regularly or irregularly, simulating a moving patient. The regular 

cases were conducted with an amplitude ranging between 18.7 and 21 mm (maximum exhale – maximum 

inhale) and a fixed, per delivery, period of 5-6 seconds. For the irregular cases, the period was kept fixed 

during the treatment, however higher/smaller amplitude variations and baseline drifts were considered. 

Additionally, plates of polymethyl methacrylate (PMMA) or of solid water were placed in front of the detector 

to maximize the high dose region recorded. Different water equivalent thicknesses were used according to the 

specific plan delivered.  

All activities were conducted at CNAO’s experimental room, equipped with a horizontal beamline and the 

4D-DDS. The 4D-DDS features a National Instruments (NI) (National Instruments; Austin; USA) PXIe-8840 

controller mounted within a NI PXIe-1084 crate, along with six NI Field Programmable Gate Arrays (FPGAs) 



- among which, Motion-FPGA and Memo-FPGA are of particular importance for data transfer in this study 

[39]. 

An OTS (SMART-DX100, BTS Bioengineering, Garbagnate, Italy) equipped with two infrared (IR) Tele-

Video Cameras and custom in-house software [40] was used to perform real-time motion monitoring of three 

markers placed on the linear stage’s surface and perform on-line phase binning. The system captures the in-

plane position of markers (X/Y), at a frame rate of 70Hz with post-calibration sub-millimeter accuracy (~0.5 

mm). Only the motion trace of the most stable and least noisy marker was exploited in this study. The XCAT 

tumor’s center of mass (COM) was simulated as marker position, establishing a direct one-to-one correlation 

between the target-marker motion. 
 

 
Figure 1: a) Picture of the experimental setup at CNAO. b) Schematic view of the detector orientation compared to the 

beamline. The rest position of the detector is at the isocenter and it moves 1D towards negative and positive x-

coordinates, as represented in c).   

 

2.2 The OTS – 4D-DDS – 5D-RIDOS motion-adaptive framework  
 

The various components and processes within the OTS – 4D-DDS – 5D-RIDOS motion-adaptive framework 

are descripted below, with a schematic overview provided in Fig.2.  
 

 
Figure 2: Schematic representation of the processes performed by the OTS – 4D-DDS – 5D-RIDOS motion-adaptive framework 

 



2.2.1 OTS – 4D-DDS interface  
 

The first step in enabling the real-time application of our framework was establishing communication between 

the OTS and the 4D-DDS at CNAO. This connection was critical for transmitting in-room respiratory data to 

the 4D-DDS, a prerequisite for 4D delivery and real-time application of the motion model.  

A digital I/O module (Sealevel Systems, South Carolina, US) was employed to transmit OTS-derived motion 

data (X/Y marker motion and on-line detected phase) to the Motion-FPGA via a custom Modbus TCP/IP 

protocol. Upon reception, the Motion-FPGA parsed the data to the Memo-FPGA under a custom 

communication protocol optimizing bit-usage and ensuring compact data transmission and integrity, at a 40 

Hz sampling rate. Specifically, phase data were transmitted every 2 µs, while X/Y motion data were sent every 

1 µs. To ensure integrity, each data value was followed by its negated version, both lasting 200 ns, with data 

readiness signaled by 100 ns strobe pulses. Two bits were allocated to distinguish X/Y motion data.  

2.2.2 5D-RIDOS: real-time motion modeling for time-resolved virtual CT generation 

The 4D-DDS was additionally integrated with 5D-RIDOS by means of a TCP/IP protocol. The structure of 

5D-RIDOS resembles the one previously described in [23], [24]. The system uses a Graphical User Interface 

(GUI), developed in MATLAB, which manages communication with both the 4D-DDS and the FDC. The 

FDC, developed in CUDA, is responsible for high-speed dose computation.   

The OTS-derived marker trace is transmitted to 5D-RIDOS via the 4D-DDS and exploited to generate updated, 

virtual XCAT CT anatomies by adopting the motion model in [20] for real-time application (Appendix, Fig. 

A1). In specific, before delivery, 5D-RIDOS constructs a time-averaged volume from the 4DCT dataset 

(midP-CT). This midP-CT is then deformed on each phase of the 4DCT using Plastimatch (Plastimatch.org), 

creating a patient-specific motion model. During delivery, in real-time, the incoming OTS motion trace is 

continuously compared with the reference XCAT 4DCT trace – with the latter derived from the target’s COM 

trajectory across the 10 motion phases. A Hilbert transform is applied to extract the instantaneous phase and 

amplitude parameters, which are then used to interpolate the motion model. Based on this interpolation, the 

midP-CT is warped in real-time to update the XCAT anatomy. To limit the impact of residual motion and 

properly capture the impact of irregular motions, the GUI triggers a new calculation every 150 ms, if at least 

one spot was delivered within this time window, as well as at the end-of-an-energy slice. This newly generated 

anatomy sets the base for performing dose reconstruction on a more representative anatomy with respect to 

the 4DCT.   

2.2.3 5D-RIDOS for real-time treatment verification 

Concurrently with the OTS-derived marker trace, 5D-RIDOS receives raw dose delivery data from the 4D-

DDS, generated after each spot or every 50ms during beam-off. In particular, the GUI receives spot 

parameters, such as the beam position and number of particles measured by the beam monitors, along with 

the beam energy. The delivered dose is then reconstructed on the new XCAT anatomy, warped back on the 

midP-CT, and at the end of the energy slice the data are transferred to the GUI for display. The GUI also loads 

the planned dose, calculated beforehand, and runs an independent GPU-based gamma-index comparison [41] 

of planned versus up-to-that-point delivered dose, with the results displayed on the GUI screen.  
 

2.2.4 Dose Reconstruction Algorithm 

The FDC consists of a pencil-beam algorithm [42] and it relies on the interpolation of pre-computed Look-Up 

Tables (LUTs) and a raytracing algorithm [43]. To keep the reconstruction in real-time, the dose engine has 

been implemented on GPU, exploiting parallel computing, as already presented by [23], [38]. 

For each spot, based on its position measured at the isocenter, the beam is propagated through the updated 

patient’s anatomy, based on the motion trace from the OTS and the motion model described in section 2.2.2.  



Alongside the beam propagation axis, the FDC identifies the voxels within a certain cutoff to handle the beam 

spread. This step does not consider the density of the voxels on the side, which are assumed to be water. With 

respect to the previous versions [23], [38] of the algorithm, this voxel selection operation has been renovated. 

The last version, 4D-RIDOS [38], was pre-selecting these voxels before treatment, resulting in high memory 

consumption, while the original version of RIDOS [23] was looping over the entire CT looking for voxels 

within the cutoff. Instead, 5D-RIDOS applies a grid mask around the beam axis to significantly limit the search 

volume and memory consumption. The grid size can be set by the user, with up to 31x31 voxels placed 

symmetrically around the beam propagation axis. This version of the algorithm permits reconstructing the 

dose for particle arc therapy deliveries [44]. It would not have been possible with the previous version of the 

algorithm because of memory issues, and too time-consuming with the original version.  

The final step of the dose computation relies on the interpolation of beamline-specific 3D LUTs for different 

particles and energies. These store linearly superimposable quantities like the absorbed dose per primary ion 

as well as radiobiological quantities from the LQ formalism used to run the LEM model: α and β. 5D-RIDOS, 

as the previous versions [23], [38], is therefore able to reconstruct RBE-weighted dose, which is however 

outside the scope of this work.  

In contrast to the previous version of the algorithm, 5D-RIDOS only performs the reconstruction of the 

delivered dose, while the planned dose, computed before the delivery, is directly loaded by the GUI slice by 

slice.  

 

2.3 Experimental validation of the OTS – 4D-DDS – 5D-RIDOS framework 

The functional objectives of the following experiments were to evaluate the framework’s accuracy in real-

time CT reconstruction, assess its precision and time performance and examine the sensitivity of the 

framework to irregular motion patterns in comparison to conventional 4DCT-based dose reconstructions.  

 

2.3.1 Treatment plans 

The experimental tests involved the delivery of multiple plans optimized using TRiP98 [45][34],  on a water 

cube and the XCAT virtual patient.  

For the XCAT, four posterior plans were optimized: range-ITV [46], MP4D [11][12], gating (gating window 

±40% around reference phase) and a 3D plan on the reference phase, all delivered under different conditions. 

The range-ITV, MP4D, and 3D plans were delivered with the linear stage moving regularly, while the gating 

plan was tested also with irregular detector motion. The 3D XCAT plan was delivered also in static conditions 

in order to assess the correct alignment of the detector at the rest position with respect to the beam isocenter. 

This analysis resulted in a 1mm shift, which is automatically applied to all the results reported in Section 3.  

For the water cube, two different plans were generated: a 2D-square and a cube MP4D, considering the tumor 

motion as animated on the XCAT 4DCT. The 2D-square and the cube MP4D plan were delivered with regular 

and irregular motions. 
 

2.3.2 OTS – 4D-DDS latency evaluation  
 

Dedicated tests were conducted to assess delay contributions from OTS data transfer to the 4D-DDS and verify 

the real-time communication. The delay was quantified by benchmarking the OTS against a real-time Gefran 

PZ-12-S-150 linear position transducer (Gefran Soluzioni, Italy). A sliding table in sinusoidal motion with a 

4 sec period was simultaneously tracked by both systems for comparison. The transducer's voltage signal, 

encoding measured displacement, was provided to an analog port of the Motion-FPGA, with the displacement 

of a marker concurrently tracked by the OTS and communicated to the Motion-FPGA as described in section 

2.2.1. For data analysis purposes, motion data from both systems were synchronized within the Motion-FPGA 

at a constant sampling rate of 1 kHz. The phase shift between the two signals was used to quantify the OTS 

processing and communication delay to the 4D-DDS. Postprocessing involved min-max normalization and 



piecewise-cubic-Hermite-polynomial-interpolation, while the average time difference between corresponding 

zero-crossings provided the estimated latency.  

 

2.3.3 Evaluation of the time-resolved virtual CT reconstruction  

To evaluate the generation of the time-resolved virtual CT, the XCAT 4DCT was exploited. Three different 

“delivery” scenarios were simulated, characterized by different motion amplitudes: higher (23.1mm), nominal 

(19.8mm) and smaller (14.84mm), each representing the target’s COM displacement between maximum end-

exhale and maximum inhale. While the nominal scenario corresponds to the reference 4DCT motion trace 

(derived as the COM trajectory over the 10 phases), the higher/smaller amplitudes, simulating two irregular 

breathing patterns, were derived by exploiting remaining phases available in the full 25-phase XCAT dataset 

(section 2.1).  

New anatomies were generated as described in Section 2.2.2. The resulting newly generated virtual CTs were 

evaluated against the ground-truth 4DCT by computing the Hausdorff distance between the generated and 

nominal target volumes of interest (VOIs) using Plastimatch. Additionally, the COM of the generated CTs 

was compared to the COM of the corresponding ground-truth XCAT anatomies. 

 

2.3.4 Dose calculation accuracy assessment 

Dose calculation accuracy was assessed by comparing the reconstructed doses from 5D-RIDOS against 

experimental detector measurements. Commissioning data from the CNAO experimental room beamline were 

used to generate 3D LUTs for dose computation.   

Doses were calculated on a homogeneous water cube phantom [200x200x200, 1 mm3 voxel size]. Agreement 

with the detector measurements was evaluated using gamma-index analysis under 3%/3 mm and 2%/2 mm 

criteria. To investigate the impact of residual motion on dose accuracy, virtual CTs were generated for all 

delivery scenarios under multiple triggering windows: 150 ms, 300 ms, and 500 ms. This analysis aimed to 

understand how residual motion affects agreement between reconstructed doses and detector measurements. 

Figure 3: Mean motion trace (blue line) with the 10 binned phases (orange line). The blue circles, calculated as the 

median position of the marker in each phase, have been used to generate the DVFs. In purple the rest position of the 

detector at the isocenter.  



For the dosimetric assessment of 5D-RIDOS against detector measurements, the motion model was 

constructed using the mean motion trace obtained from the detector’s initial acquisition. This trace served as 

the planning respiratory signal, binned into 10 phases (Fig.3). The planning 4DCT was represented by the 

displacement of the detector relative to the reference phase (end-exhale).  

The midP-CT was defined as the rest position of the CT (which coincides with the time-averaged position) 

and was registered to all 10 binned motion phases, as shown in Fig.3. The DVFs, rigidly mapping the midP-

CT to each of the 10 motion phases, were then generated for application of the motion model and for dose 

reconstruction. 

To highlight the improved accuracy under irregular motion, doses were also reconstructed using the earlier 

4D-RIDOS algorithm. In that method, all beam spots were binned to the phases of a regular, periodic 4DCT 

– a typical approach of most logfile-based dose reconstruction algorithms. 
 

2.3.5 Processing time evaluation 
 

The ultimate goal of 5D-RIDOS is to provide feedback on the accuracy of the delivery within the beam pause 

of the synchrotron. The accuracy of the reconstruction and the processing time were evaluated for all 

deliveries. In particular, the time interval between the reception of the end-of-slice-event from the 4D-DDS 

and the moment the GUI receives back the reconstructed dose from the FDC was measured. This timeframe 

included: (1) application of the motion model on the GUI, (2) processing of 4D-DDS data to extrapolate spot 

parameters, (3) transmission of the data package to the FDC, (4) generation of a new CT and dose 

reconstruction and (5) transfer of the reconstructed dose from GPU to CPU and back to the GUI. 

The measurements were conducted with a MATLAB built-in function, with a time resolution of 1 

microsecond. The mean processing time per spot was measured within the FDC as the average calculation 

time over all the reconstructions performed, via CUDA built-in functions with a resolution of 0.5 

microseconds. In section 3.3, the mean processing time is compared against the mean delivery time. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



3. Results 
 

The OTS to 4D-DDS data transmission delay (section 2.3.2) was measured at ~30 ms, significantly shorter 

than the smallest triggering window of 150 ms to reconstruct a new virtual CT. Additionally, the static dose 

distribution setup measurement resulted in a lateral shift of 1 mm, which was applied to all dose 

reconstructions.   
  

3.1 Evaluation of the time-resolved virtual CT reconstruction 
 

The evaluation of the virtual CT reconstruction was conducted by comparing the generated CTs against the 

ground-truth XCAT 4DCT. In particular, the average and maximum Hausdorff distance, were calculated 

(Table 1) for the three different motion scenarios: nominal amplitude, higher amplitude and smaller amplitude. 

Additionally, the COM of the generated CTs was compared with the original one, as depicted in Fig. 4.  

 
Figure 4: Center Of Mass (COM) of planned and generated target VOI for the three delivery scenarios: higher amplitude (black), 

nominal (red) and smaller amplitude (blue). The nominal COMs are the continuous lines with crosses, while the generated COMs 

are the dashed lines with circles. 

As shown in Fig. 4, the COM of the target closely follows the nominal COM across all three motion scenarios. 

The average discrepancy between the COM of the generated CTs and the nominal COM was 0.46 mm, with 

the largest discrepancy reaching 1.06 mm in phase 8 of the nominal smaller amplitude scenario. The Hausdorff 

distance also indicates strong agreement between the motion model results and the original XCAT 4DCTs, 

with a maximum average distance of 0.63 mm observed in the nominal smaller amplitude scenario, 

corresponding to the same phase with the largest COM discrepancy. This validation demonstrated the accuracy 

of the motion model in generating new time-resolved CT volumes, which is the prerequisite to perform 

subsequent dose reconstructions on a more representative anatomy than 4DCT. 
 



Table 1: Average boundary and maximum Hausdorff distance between planned and generated VOIs for the three delivery scenarios: 

higher amplitude, nominal and smaller amplitude. The table reports also the distance between the planned and generated COM of 

the target VOI. 

 

 

3.2 Dose calculation accuracy assessment  
 

The agreement between reconstructed and measured doses is presented in Table 2. Although average results 

tend to improve with shorter triggering windows, the differences are minimal and likely not clinically relevant 

for most cases. Exceptions are observed in the 2D-square plans under both regular and irregular motion 

scenarios. Dose reconstruction in such cases poses particular challenges for pencil beam algorithms. 

Specifically, 2D plans involve a limited number of spots – fewer than 1000 in our setup – with each spot 

carrying a high particle weight (approximately one million particles), which amplifies the interplay effect. 
 

Table 2: Results of gamma-index comparison between reconstructed doses and detector measurements for three different triggering 

time windows: 150, 300 and 500 ms, and the 4DCT-based approach. The reported average gamma-index criteria are 3%/3mm and 

2%/2mm. N represents the number of deliveries per type. 

  γ-rate (3%/3mm) γ-rate (2%/2mm) 

Plan N 4DCT-

based 

Trigger 

150 ms 

Trigger 

300 ms 

Trigger 

500 ms 

Trigger 

150 ms 

Trigger 

300 ms 

Trigger 

500 ms 

2D-Square (Reg) 3 92.5 97.5 94.1 91.7 78.4 81.2 76.6 

2D-Square (Irreg) 2 89.2 96.2 96 92.8 84.4 84.2 83.4 

Cube MP4D (Reg) 2 99.3 99.5 99.6 99.5 96.9 97 97.3 

Cube MP4D (Irreg) 3 99.9 100 100 99.9 96.7 96.6 96.2 

XCAT (Reg) 11 97.9 99.5 99.1 99.3 96.5 95.2 94.9 

XCAT (Irreg) 1 92.7 100 99.1 99.6 96.1 95.2 95.2 

Mean  96.8 99 98.3 98 94.2 92.7 92.5 

 

The limited averaging inherent to single-energy deliveries results in reduced accuracy due to residual motion 

within longer time frames, as illustrated in Fig. 5. Among the evaluated approaches, only the deliveries with 

a 150 ms triggering window achieved a gamma-index passing rate exceeding 95% at the 3%/3 mm criteria 

across all studied modes.  

The use of regular 4DCTs consistently leads to lower gamma-index values, particularly under irregular motion 

conditions. However, this effect is mitigated by the inherent rescanning capabilities of MP4D, which 

compensates for motion irregularities.  A representative example is shown in Fig. 6, featuring a gated delivery 

with irregular detector motion. In this case, the 5D-RIDOS reconstructed dose achieves a γ-rate (3%/3mm) of 

100%, whereas 4D-RIDOS exhibits notable deviations from the measured dose. While the 4DCT-based 

approach demonstrates sufficient accuracy for most regular motion deliveries, it falls short in the 2D-square 

plans due to the pronounced effects of residual motion, as also reflected in Table 2. 

 

 HIGHER AMPLITUDE  4DCT SMALLER AMPLITUDE 

PHASE Avg HD 

[mm] 

Max HD 

[mm] 

∆COM 

[mm] 

Avg HD 

[mm] 

Max HD 

[mm] 

∆COM 

[mm] 

Avg HD 

[mm] 

Max HD 

[mm] 

∆COM 

[mm] 

0 0 0 0 0 0 0.01 0.41 0.42 0.78 

1 0.38 0.39 0.19 0.58 0.58 0.98 0.25 0.25 0.42 

2 0.41 0.42 0.43 0.29 0.31 0.12 0.19 0.2 0.11 

3 0.48 0.49 0.22 0.15 0.16 0.25 0.33 0.33 0.52 

4 0.36 0.36 0.51 0.42 0.43 0.44 0.29 0.29 0.44 

5 0.46 0.47 0.78 0.39 0.41 0.36 0.39 0.4 0.77 

6 0.56 0.57 0.92 0.25 0.25 0.32 0.51 0.51 0.9 

7 0.48 0.48 0.84 0.29 0.3 0.13 0.29 0.29 0.51 

8 0.28 0.28 0.5 0.38 0.39 0.8 0.63 0.63 1.06 

9 0.25 0.25 0.12 0.19 0.19 0.21 0.17 0.17 0.2 



 

Figure 5: Comparison between reconstructed doses (background) with 150, 300 and 500 ms triggering time window against detector 

measurements (within the white boxes). The reported doses are from the horizontal profile, perpendicular to the propagation axis. 

The image refers to a 2D-square interplay delivery with regular motion of the detector. There was no bolus in this delivery, therefore 

the images refer to the entrance channel of the water box used for the reconstruction. 

 

 

Figure 6: Comparison between reconstructed doses by 5D-RIDOS (left side) and 4DCT-based approach (right side). The 

reconstructed doses are in the background, the detector measurement in the white boxes. The image refers to a gating delivery with 

irregular motion of the detector.  
 

Across all cases, particularly the ones with a short triggering window, 5D-RIDOS consistently outperformed 

the 4D-RIDOS approach. This improvement is closely linked to the amount of residual motion within each 

motion phase or triggering window: the average motion within a 4DCT phase is approximately 4.2 mm, 

whereas it is reduced to ~1 mm within a 150 ms window (Table 3). Notably, even when residual motion is 

comparable between the 4DCT-based method and the 500 ms triggering window, the latter yields higher 

precision for the irregular motion cases. The residual motion increases with larger triggering windows; 

however, it still remains lower than that associated with the 4DCT-based approach.  

The number of CTs generated per delivery depends on the treatment duration and the size of the triggering 

window (Table 3). This number varies between the 2D-square plan and MP4D, where more than 1,000 CTs 

may be required for a single treatment.   

The measured residual motion is also influenced by the motion period of the detector. For instance, the cube 

MP4D and XCAT plans were delivered with a 6-second period, resulting in reduced residual motion in 

contrast to the 5-second period used for the square plans. This effect is especially pronounced when using a 

500 ms triggering window.  

 

 



Table 3: Comparison between number of generated CTs and residual motion for the three triggering time windows tested: 150, 300 

and 500 ms. 

 Mean # of generated CTs Residual motion [mm] 

Triggering window 150 ms 300 ms 500 ms 150 ms 300 ms 500 ms 

2D-Square (5s period) 124 67 43 1.3 2.5 4.2 

2D-Square (6s period) 123 67 44 1.1 2.2 3.6 

Cube MP4D (6s period) 1066 600 405 1.1 2.1 3.4 

XCAT (6s period) 954 550 381 1.0 1.9 3.1 

 

3.3 Processing time evaluation 
 

The processing time was evaluated as the interval between the end-of-energy-slice event received by the 4D-

DDS and the moment the GUI receives the reconstructed dose (light blue column in Table 4). In Fig.7, 

measured spots are marked with red crosses, the end-of-energy-slice event from the 4D-DDS is shown in 

purple, and the green line indicates when the GUI receives the reconstructed dose. It can be seen that the dose 

is updated immediately after end-of-energy-slice ends, allowing sufficient time for gamma-index comparison 

between the planned and delivered dose, as well as for displaying results or enabling manual intervention if 

necessary.  

The processing time for the 150 ms triggering window – the most time-critical scenario – is detailed in Table 

4. This timeframe is similar for the 2D-square and the XCAT plans, but increases for the cube MP4D plans, 

primarily due to a significant rise in the average number of spots per time window.  
 

 
Figure 7: Delivery record with motion trace (blue line) and delivered spots (red crosses). The purple line shows when the GUI 

receives the iso-energy-end-event-slice from the 4D-DDS and the green line when the reconstructed dose is ready to be displayed. 

The image refers to a range-ITV delivery. 

The mean reconstruction time per spot (gray column in Table 4), varying significantly across plans (ranging 

from 0.6 to 1.4 ms), refers to the operations performed by the FDC and is strongly influenced by the number 

of spots reconstructed within each time window. For each calculation, the system has to allocate memory, 

generate a new CT, reconstruct and warp the dose. On average, both CT generation and dose warping take 

approximately 3 ms each. While these are time-consuming steps, their impact can be minimized when 

averaged over a larger number of spots. However, in scenarios with only a few delivered spots, they can 

noticeably increase processing time. Nevertheless, the reconstruction process remains, on average, faster than 

the delivery time per spot.  



Table 4: Time performance of the algorithm for all deliveries. The table refers to 5D-RIDOS with a 150 ms triggering time window. 

In light blue, the mean reconstruction time across subsequent 150 ms windows refer to the end-of-energy-slice window only. This 

timeframe spans from the arrival of the end-of-the-energy-slice event from the 4D-DDS to the moment the GUI receives the 

reconstructed dose for display. The boxes in gray report the mean number of spots released, the mean reconstruction and delivery 

time per spot, considering all 150 ms triggering time windows. The mean reconstruction time per spot refers to FDC operations 

only. 

Plan Mean reconstruction time per 

triggering window [ms] 

Mean number of spots 

per triggering window 

Mean reconstruction 

time per spot [ms] 

Mean delivery time per 

spot [ms] 

2D-square 47.6 7.8 1.4 19.6 

Cube MP4D 67.5 148.5 0.6 0.8 

XCAT 44.3 33.5 1.2 3.5 

Mean 47.7 67.7 1.1 7.9 

 

For all deliveries, each triggering window is fully reconstructed in less time than its actual duration. This 

measurement accounts not only for the processing time, but also for the pre-processing steps required to 

prepare data for the FDC, as well as the bidirectional data transfer – sending spot parameters and motion 

information to the FDC and returning the reconstructed dose to the GUI.  
 

As shown in Table 4, 5D-RIDOS is ready to begin the next calculation even while the GUI is still receiving 

data for the upcoming data package to be sent – an operation that consistently takes less time than the 150 

ms triggering window. Consequently, the GUI’s wait time for the updated dose is determined solely by the 

duration of the final reconstruction completed before the end-of-the-energy-slice, and it depends on the 

number of spots collected and reconstructed in that last window. The highest number of spots recorded was 

319 for the cube MP4D plan, with a corresponding processing time of 118 ms – well below the ~2 seconds 

required by the CNAO synchrotron to accelerate particles for the next energy layer.  

 

  



4. Discussion 
 

We propose a dedicated motion-adaptive framework that integrates real-time motion modelling with treatment 

verification, designed to manage irregular motion – one of the most detrimental factors for compromising 

target coverage and increasing OAR exposure [47]. By coupling CNAO’s OTS and 4D-DDS (fully clinically 

applied systems) with the 5D-RIDOS engine, our framework could generate new virtual CTs and reconstruct 

the delivered dose in real time for both regular and irregular respiratory patterns in a fully automated manner. 

This capability enables the capture of intermediate respiratory phases (reducing residual motion) and accounts 

for breathing irregularities, offering a more accurate simulation of actual treatment conditions.  

Our framework successfully generated accurate virtual CTs using the motion model in real-time, showing 

strong agreement with the ground-truth CTs. This validation confirmed the model's accuracy and served as 

the foundation for subsequent dose reconstructions on the newly generated volumes. The speed of dose 

reconstruction enabled by 5D-RIDOS makes it suitable not only for between-beam adaptation but also for 

potential future real-time adaptive treatment scenarios. As demonstrated in Section 3.3, the system 

reconstructed and compared the delivered dose with the planned one during the beam pause, leaving sufficient 

time for on-the-fly adaptation. Recent studies on fast re-optimization techniques [48], [49], particularly dose 

restoration strategies [50], [51], have focused on online adaptive therapy and could be seamlessly integrated 

into our framework. Leveraging the high degree of parallelism offered by GPUs, it would be feasible to 

dynamically optimize the weights of subsequent spots based on the accumulated dose delivered up to that 

point. Such capabilities could be interfaced with, or directly integrated into, the DDS-RIDOS system to fully 

exploit the additional real-time information and support adaptive decision-making. 

Several previous systems [33], [34], [35] have addressed the challenge of irregular motion and its impact on 

treatment accuracy. However, these approaches are applied retrospectively and, to our knowledge, are not 

fully integrated into a clinical workflow. In contrast, our framework exploits all necessary information (motion 

traces and spot parameters) in real time during treatment, eliminating the need for any post-processing or 

additional intervention to generate an accurate report. A key factor in this integration is the precise 

synchronization between motion detection and beam delivery, a task that remains particularly challenging 

when relying on independent or closed systems. 

 

The current setup at CNAO exhibited a ~30 ms latency between the OTS and the 4D-DDS. This introduced a 

minor impact in assigning spots to specific coordinates of the motion trace, while its effect on the accuracy of 

the residual motion estimation was negligible. However, the system could be integrated with a deep learning 

motion prediction algorithm. We developed a model able to predict 150 ms in advance to mitigate the latency. 

The reconstructed doses based on the predicted motion trace showed results in line with those obtained with 

the real motion traces, proving the limited impact of the latency between OTS and 4D-DDS.  

Further testing should be conducted using a heterogeneous and anthropomorphic phantom, such as [52]. 

Tissue heterogeneities and more complex motion patterns are likely to reduce the precision of dose 

reconstruction. If necessary, this effect could be mitigated by employing sub-pencils, although this would 

result in longer processing times [75]. Additionally, the direct one-to-one correlation between the target-

marker motion, as adopted on the XCAT case, does not fully represent a realistic patient scenario, where the 

marker would be attached to the patient’s external surface. For this reason, a local motion model [53] would 

need to be integrated into the motion-adaptive framework, especially within the OTS GUI. This model would 

enable the correlation of the external marker coordinates (X/Y) with the internal target coordinates, with the 

latter communicated to the 4D-DDS.  

 

 

  

 



5. Conclusion 
 

This study demonstrates the feasibility and effectiveness of a real-time, motion-adaptive framework for CIRT. 

Implemented and tested within a fully clinical setup, the framework was experimentally validated, confirming 

its high accuracy, fast performance, and strong potential for clinical integration. As such, our framework could 

provide fully automated, real-time feedback on treatment quality during delivery by detecting differences 

between planned and delivered doses, thereby supporting adaptive strategies either between beams or across 

fractions. This functionality could be particularly valuable in the context of daily adaptive particle therapy, a 

paradigm currently under active development. Our solution addresses this challenge without increasing the 

workload for clinical staff or disrupting existing clinical workflows. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Appendix A 

 

 
 

Figure A1: Schematic representation of the motion model [20] adopted in this study. Black lines denote processes executed offline 

and prior to delivery, whereas light blue lines represent those performed in real-time during delivery. The process begins with the 

offline generation of the midP-CT (a time-averaged volume over the planning 4DCT), which is then deformed across all 4DCT 

phases to construct the motion model, represented as a set of Deformable Vector Fields (DVFs). During delivery in real-time, 

planning and delivery signals are continuously compared and a Hilbert Transform is applied to determine the instantaneous phase 

and amplitude parameters. These parameters are then used to interpolate the DVFs, enabling the generation of real-time, updated 

virtual CT volumes throughout the entire delivery signal, which are used to perform subsequent dose reconstructions. 
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