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Abstract
Background  Intensive Care Unit (ICU) readmissions are associated with increased morbidity, mortality, and 
healthcare costs. Therefore, determining an appropriate timing of ICU discharge is critical. In this context, deep 
learning (DL) approaches have attracted significant attention.

Methods  We conducted a systematic review of studies developing or validating DL models for ICU readmission 
prediction, published up to March 4th, 2025, and indexed in PubMed, Embase, Scopus, and Web of Science. We 
summarised them along multiple dimensions, including outcome and population definition, DL architecture, 
reproducibility, generalizability, and explainability, and provided a meta-analytic estimate of model performance.

Results  We included 24 studies encompassing 49 DL models, predominantly trained on US-based datasets, 
and rarely subjected to external validation. There was considerable variability across study settings, including the 
definition and timeframe of the ICU readmission outcome, as well as DL architecture used, alongside a substantial risk 
of bias. Technical reproducibility and model interpretation were rare. A meta-analysis of AUROC values from 11 studies 
yielded a mean of 0.78 (95% CI = 0.72–0.84), with very high heterogeneity (I2 = 99.9%). Models targeting disease-
specific ICU subpopulations achieved significantly higher performance (mean AUROC = 0.92, 95% CI = 0.89–0.95, 
p = 0.002), and substantially lower heterogeneity (I2 = 17.1%).

Conclusions  DL models showed promising performances in predicting ICU readmissions, but exhibited several 
shortcomings, including low reproducibility, over-reliance on a few US-based datasets, and limited explainability. 
Additionally, the high heterogeneity and risk of bias limited our ability to assess their pooled performance through 
meta-analysis. Taken together, our observations suggest that the quality of the evidence regarding the application of 
DL approaches to ICU readmission prediction is poor, thus hindering their clinical applicability.
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Background
The decision to discharge a patient from the intensive 
care unit (ICU) is a complex process. Discharging a 
patient too early increases their risk of adverse outcomes, 
particularly ICU readmission and mortality, whereas a 
delayed discharge contributes to higher healthcare costs 
[1]. Given that ICU readmissions are themselves asso-
ciated with a more than double mortality risk [2–4], 
extended hospital stays [2, 4], greater morbidity [2, 4], 
and the use of more resources [1, 3], identifying patients 
at high risk of ICU readmission is crucial [1, 3]. Numer-
ous attempts have been made to develop models for 
risk of ICU readmission [5]. One of the earliest is the 
Stability and Workload Index for Transfer (SWIFT), a 
multivariable logistic regression model estimating read-
mission risk based on the original source of ICU admis-
sion, ICU length of stay, and patient stability [6]. Others 
are the Acute Physiology and Chronic Health Evalua-
tion (APACHE) II and III scores [7, 8], and the Simpli-
fied Acute Physiology Score (SAPS) II [9]. However, the 
clinical utility of these models is limited by insufficient 
evidence regarding their performance, potential biases, 
and overall lack of effectiveness in real-world settings [5]. 
Additionally, they depend on strict statistical assump-
tions, such as specific error distributions, additive effects 
in linear models, and proportional hazards, which are 
often violated in real-life scenarios [10], and are unsuited 
for high-dimensional multimodal datasets [11].

Machine learning (ML) methods are better equipped 
to handle complex interactions and to uncover intricate 
relationships between numerous risk factors [12]. Among 
those, deep learning (DL) models have gained significant 
attention in healthcare, especially in the analysis of medi-
cal images [13–16], and in the prediction of prolonged 
hospital stay and readmissions [17]. However, there is a 
significant gap in the literature regarding the application 
and validation of DL models for ICU readmission pre-
diction. Published systematic reviews primarily focus on 
traditional statistical models or broader ML techniques, 
and typically overlook the unique capabilities of DL 
approaches [5, 18, 19].

Here, we perform a systematic review and compre-
hensive meta-analysis on the current state-of-the-art 
DL-based methods. We assess their predictive perfor-
mance, present their associated challenges, and discuss 
current and future prospects. Our work synthesizes the 
current status of the literature and critically appraises the 
quality of existing studies, thus aiding clinicians in mak-
ing informed decision regarding the application of such 
approaches in critical-care settings.

Methods
Data sources, search strategy, and study selection
We performed a systematic review of studies describing 
DL models for the prediction of ICU readmission risk, 
according to the Preferred Reporting Items for System-
atic reviews and Meta-Analyses (PRISMA) statement 
[20]. We registered this systematic review in the Interna-
tional Prospective Register of Systematic Reviews (PROS-
PERO) under ID: CRD420251000813.

We systematically searched PubMed, Embase, Scopus, 
and Web of Science for articles using MeSH terms and 
free words (Supplementary Table 1, date of systematic 
search: March 4th, 2025). We also used reviews as an 
additional search method through citation tracking.

Inclusion criteria were: P (patients): patients aged 15 
years or older hospitalized in the ICU; I (index prognos-
tic model): development or validation of DL prognostic 
models; C (comparative model): none; O (outcomes): 
ICU readmission; T (timing of the prediction horizon): 
no restriction; S (setting): ICU, studies published in Eng-
lish. We excluded conference abstracts, editorials, pre-
prints, and non-peer-reviewed articles.

After article retrieval, we performed article screening 
using the Rayyan online platform [21], which we used 
to remove duplicates, and to assist with the independent 
blind screening. Two independent reviewers (EK and PB) 
manually screened the title and abstract of each article, 
and a third independent reviewer (AV) resolved all dis-
agreements. EK and KR independently performed full-
text screening, with disagreements resolved by AV and 
PB.

Data extraction
We used the Critical Appraisal and Data Extraction for 
Systematic Reviews of Prediction Modelling Studies 
(CHARMS) to create the data extraction form [22]. This 
included general article information, data source, study 
setting, inclusion and exclusion criteria, sample size, 
number of events, predictors, outcomes, modelling tech-
niques, model validation, and model performance. One 
reviewer (EK) extracted data from all included studies, 
while a second reviewer (KR) independently reviewed 
them. Disagreements were resolved through discussion.

Assessment of risk of bias and applicability
Two reviewers (EK and KR) independently assessed the 
risk of bias and applicability of the studies using the Pre-
diction model Risk of Bias Assessment Tool (PROBAST, 
version 2019-05-15) [23]. We used the “robvis” R package 
(version 0.3.0) for graphical visualization [24].
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Data synthesis and reporting
Throughout this study, we preferred a qualitative syn-
thesis of the evidence. However, when evaluating model 
performance, we pursued a meta-analytic approach to 
average the Area Under the Receiver Operating Char-
acteristic curve (AUROC) metric when reported, along 
with a measure of variability, by at least two studies. If 
variability was not directly provided, we estimated it, 
whenever possible, using the available information, e.g., 
by calculating the standard error from the reported con-
fidence interval. To perform the meta-analyses, we used 
the “rma” function from the “metafor” R package (ver-
sion 4.8.0) [25], after applying a logit transformation [26]. 
We used the I2 statistic to measure heterogeneity (func-
tion “rma”, “metafor” R package, version 4.8.0). Finally, we 
conducted subgroup analyses based on whether disease-
specific subpopulations were used, the outcome type, 
the time window for readmission observation, the spe-
cific architecture of the DL model, and the data source 
(MIMIC-III and IV datasets). In the last two subgroup 
analyses, to control for heterogeneity, we focused on a 
specific definition of the outcome and timeframe, i.e., 
30-day ICU readmission not considering mortality. We 
also excluded studies using a disease-specific subpopu-
lation. If a study presented more than one model, we 
selected the best-performing one, except from the spe-
cific subgroup analysis on the model architecture, where 
we selected the best-performing model for each architec-
ture used in the study. We tested subgroup differences 
through meta-regression, considering p-values less than 
0.05 as significant.

When a study also reported a comparison with a tra-
ditional statistical (e.g., SWIFT, APACHE-II) or ML 
approach, we calculated the AUROC improvement as 
the difference in AUROCs between the best-performing 
DL model and the best-performing traditional model, 
divided by the AUROC of the best-performing traditional 
model.

Results
Included studies
After the systematic search and screening (Fig.  1), we 
included 23 articles. The main reasons for exclusion dur-
ing full-text screening were incorrect publication type 
(n = 14), general in-hospital readmission outcome (n = 3), 
no DL models used (n = 3), and having a paediatric popu-
lation (n = 2). An additional article was identified through 
citation tracking, for a total of 24 articles (Supplementary 
Table 2).

No studies published before 2019 met our eligibility 
criteria. This aligns with the paradigm shift towards the 
use of DL in the analysis of medical records which started 
in 2016 [27], when large datasets regarding ICU readmis-
sion were also made publicly available [28].

Data sources
Most of the studies [29–46] (n = 18, 75%; Supplementary 
Table 2) used the Medical Information Mart for Inten-
sive Care (MIMIC) III for training and validation [28]. 
MIMIC-III includes 53,423 ICU admissions recorded in a 
single US-based hospital between 2001 and 2012. Deng et 
al. [47] used MIMIC-IV, which includes admissions up to 
2019, counting over 65,000 patients [48]. As single-centre 
data sources, both MIMIC-III and IV increase the risk of 
overfitting and may introduce database-specific bias. This 
will likely reduce generalizability to novel datasets, par-
ticularly when applied to distinct populations [49].

Three studies [31, 50, 51] (13%, Supplementary Table 2) 
employed the multicenter eICU Collaborative Research 
Database, which includes more than 200,000 ICU stays 
from 208 US hospitals [52]. This potentially mitigates 
overfitting issues, but it does not address the problem of 
generalizability to non-US populations.

The remaining three studies used hospital-specific 
ICU data sources [53–55]. El Hassouny et al. [53] used 
69,540 patients’ records collected from 130 US hospi-
tals between 1999 and 2008 [56]. Lim et al. used data 
from 70,842 patients admitted to the ICUs of the Seoul 
National University Hospital (SNUH) between 2007 and 
2021 [54]. Shickel et al. [55] used 73,190 ICU admission 
from the University of Florida Integrated Data Reposi-
tory, which were collected between 2012 and 2019 [57].

Definition of ICU readmission outcome
The optimal time interval for defining ICU readmis-
sions remains a matter of debate. Early readmissions are 
thought to reflect ICU care quality rather than patient 
characteristics, leading to suggestions that a 48-hour 
window could serve as an appropriate ICU quality indi-
cator [1], as supported by empirical evidence [58]. How-
ever, only one study [54] used this definition, while 
another study [35] also included patients discharged 
from the hospital, thus, not limiting their analysis to ICU 
readmission within the same hospital stay (Supplemen-
tary Table 2).

Most of the studies [29, 30, 32, 33, 36–39, 41–47, 53] 
defined the outcome as readmission within 30 days of 
ICU discharge (n = 16, 67%, Supplementary Table 2), 
followed by readmission during the same hospital stay, 
regardless of the time window (n = 5, 21%) [31, 50, 51, 54, 
55].

Two studies [34, 40] (8%) explored multiple time-
frames, ranging from 5 to 30 days. Additionally, six stud-
ies [29, 36, 39, 43, 45, 46] (25%) also explored mortality 
risk within 30 days of discharge or transfer to general 
wards.
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Patient inclusion and exclusion criteria
Common patient exclusion criteria were: (i) death dur-
ing ICU stay or within 30 days of discharge (even with-
out ICU readmission, n = 10, 42%) [30, 32, 36–38, 42, 
44–46, 54], (ii) ICU length of stay shorter than one day, 
or exceeding 30 days (n = 6, 25%) [32, 35, 39, 44, 47, 50], 
with one study [55] excluding patients with length of 

stay shorter than one hour, and (iii) insufficient patient 
data (n = 5, 21%) [32, 35, 44, 51, 54], e.g., Chiu et al. [32]. 
excluded patients missing more than 30% of their data. 
Additionally, Deng et al. [47] excluded patients aged 90 
or over, and Lim et al. [54] removed patients who refused 
life-sustaining treatments. The removal of patients can 
improve model performance by reducing population 

Fig. 1  PRISMA flowchart of the study systematic search, screening, and inclusion
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heterogeneity [19], but is generally discouraged as it 
can introduce selection bias, and prevent the result-
ing model from generalizing to the excluded patients’ 
subpopulations.

Additionally, three studies focused on specific patient 
populations: patients with heart failure [42], with pneu-
monia or chronic kidney disease [34], and those admitted 
to the cardiac surgery and coronary care unit [35], poten-
tially improving model performance and applicability, as 
already observed in the literature [19].

Deep learning architectures
The 24 studies included in this systematic review 
described 49 models (Supplementary Table 3). Ten stud-
ies [30–32, 34–36, 39, 40, 47, 54] (42%) developed mul-
tiple DL models. Six studies [31, 34, 35, 39, 40, 54] (25%) 
trained variants of the same architecture (e.g., using dif-
ferent patient subgroups or subset of data, such as those 
collected in the last 48 h), while four [30, 32, 36, 47] (17%) 
experimented with different architectures.

The most commonly used DL architecture was Long 
Short-Term Memory (LSTM) [59], a variant of recur-
rent neural networks (RNN) [60] that can capture long-
term dependencies in sequential data. This preference 
likely reflects the ability of LSTM to handle the interde-
pendence of events as well as the temporal irregularity 
and sequential nature of ICU patient data, which evolve 
throughout an ICU stay [61]. The LSTM architecture was 
either used alone (6 models [32, 35, 39, 47]) or in combi-
nation with traditional ML approaches, i.e., LightGBM (3 
models [54]) and gradient boosting trees (2 models [34]), 
or with other DL architectures. Additional DL architec-
tures were convolutional neural networks (CNNs) [62, 
63], optimized for grid-structured data, such as images, 
but also suitable for longitudinal electronic health 
records’ (EHR) data (3 models [36, 46]) [62–64]; trans-
formers [65], which learn contextual relationships, and 
handle long-term dependencies (2 models [29, 32]); and 
Graph Convolutional Networks (GCNs) [66], which learn 
from graph-structured data, such as diagnosis, treat-
ment, and lab codes (1 model [38]). Hybrid architectures 
have the potential to enhance performance, for instance 
by taking advantage of multiple types of predictors. Chiu 
et al. [32] improved the performance of their LSTM 
model by adding a transformer, BERTopic [67], to extract 
important features from patient discharge summaries 
(AUROC without BERTopic = 0.75, 95% CI = 0.75–0.76; 
AUROC with BERTopic = 0.80, 95% CI = 0.80–0.80).

RNNs alone were another commonly used DL archi-
tecture (17 models [30, 40, 41, 44, 47]), but only in stud-
ies published up to 2023. Other architectures no longer 
used after 2023 included transformer-based models, i.e., 
Longformers [68], which are able to manage longer text 
sequences (2 models [55]), and Bidirectional Encoder 

Representations from Transformers (BERT) [45, 69]; and 
Gated Recurrent Units (GRUs) [70] (2 models [44, 47]), a 
variant of RNNs that includes update and reset gates to 
improve the overall model performance while reducing 
computational costs [71]. These were also combined in 
one model [33]. 

CNNs alone were also used, albeit less frequently (2 
models [36, 43]).

Several architectures were used in only one study (Sup-
plementary Table 3). The Multiview Adversarially Regu-
larized Graph Autoencoder (MRGAE) [37], used by Lu 
et al. (2020) [37], takes advantage of two parallel GCNs 
to capture relationships between patients (topological 
view) and their clinical similarities (semantic view). The 
Decay Replay Mining (DREAM) algorithm [72], used by 
Pishgar et al. [42], generates patient clinical trajectories 
from timestamped events, which, together with demo-
graphic data and severity scores, are processed by three 
independent deep neural networks [42], thus combining 
process mining with DL and increasing model perfor-
mance. Deep Forest [73], used by Khodadadi et al. [50], is 
a decision tree-based ensemble approach which requires 
fewer hyperparameters than traditional deep neural net-
works, making them more accessible [50]. The Multi-
Gate Mixture of Multi-view Graph Contrastive Learning 
(MMMGCL) [31], used by Cao et al. [31], combines hier-
archical graph modelling of patients’ data, multiview con-
trastive learning [74] (to maximize agreement between 
different types of patients’ data), and multitask learning 
[75] (for performing multiple clinical prediction tasks) 
to generate more powerful patient representations. The 
three-stage enhanced predictive readmission to the ICU 
(EPRIC) algorithm [53], El Hassouny et al. [53], increases 
DL model accuracy while preserving clinical reliabil-
ity by identifying and correcting uncertain, error-prone 
cases using statistical modelling, and optimal stopping 
theory. The Code-Text cross-modal Contrastive Learning 
(CTCL) [51] used by Sun et al. [51], employs a multiview 
GCN and a transformer (BioClinicalBERT [76]) to model 
structured and unstructured data, respectively, which are 
then fused using Cross-Modal Fusion [77], while contras-
tive learning [78] ensures agreement between these two 
sources of information, building a richer and more robust 
patient representation.

Technical reproducibility
To be reliable, results from DL models should at least be 
technically reproducible, i.e., an independent research 
team should obtain identical results using the data and 
the code provided by the original work [49].

MIMIC-III, MIMIC-IV, and eICU are publicly available 
upon a motivated request to Physionet [79–81], follow-
ing completion of the Collaborative Institutional Train-
ing Initiative (CITI) “Data or Specimens Only Research” 
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course. The dataset used by El Hassouny et al. [53] was 
previously published [56], and is currently publicly avail-
able. The dataset used by Lim et al. [54]. and Shickel et 
al. [55] are not publicly available. However, the former is 
reported to be available upon reasonable request to the 
corresponding author, while the latter is subject to man-
aged access due to ethical constraints, and may require 
additional approvals from the University of Florida Insti-
tutional Review Board.

Although the data sources are, at least theoretically, 
all available, code for the data preprocessing and model 
training was provided in only four studies [29, 30, 36], 
with an additional study [44] sharing only the code for 
data preprocessing, and another [37] providing only the 
code to train the model. Notably, only one study [30] 
made the pretrained model publicly available. This lack of 
code and/or pretrained models not only makes technical 
reproducibility impossible but also hinders their deploy-
ment in clinical settings.

Predictors and model explainability
The predictors were typically classified as: (i) static vari-
ables, e.g., non-time-varying demographic and anam-
nestic data, general hospitalization or ICU admission 
characteristics like length of stay, and/or admission 
source, (ii) dynamic variables, e.g., time-dependent vital 
signs, laboratory test results, diagnosis codes, and/or 
medications, and (iii) unstructured text, such as clinical 
notes from discharge summaries.

Most studies [29–31, 34–37, 39–43, 45–47, 53–55] 
combined static and dynamic variables (n = 18, 75%, Sup-
plementary Table 2), with an additional three [32, 33, 44] 
(12.5%) also incorporating specialized modules to extract 
features from unstructured medical text. Khodadadi et 
al. [50] used only static variables, excluding those, such 
as lab results, that can change during the ICU stay. Lu et 
al. (2021) [38] used unstructured text only, and Sun et al. 
[51]. used both unstructured text and dynamic variables.

DL models are considered particularly well-suited to 
handling unstructured data, such as text or images, due 
to their ability to extract relevant features directly from 
the data without the need for manual feature engineering 
[82]. However, models using only clinical notes achieved 
widely varying performances, ranging from only margin-
ally better than chance (AUROC = 0.56 [33]) to very good 
(AUROC = 0.83 [38]). We also observed in the ablation 
studies (i.e., a feature selection technique that evalu-
ates predictor contributions by removing categories of 
them, and assessing performance changes) performed by 
Darabi et al. [33] and Chiu et al. [32], that the AUROC 
improvement from including clinical notes was marginal 
(4.5% and 6.5%, respectively).

Ten studies [32, 35, 36, 39–42, 46, 47, 54] (42%) 
explicitly stated their predictor selection rationale, i.e., 

literature review, expert opinion, existing scores (e.g., 
SWIFT and APACHE), greedy backward elimination 
approach (i.e., a feature selection technique that starts 
with all potential predictors and iteratively removes the 
least significant), or ablation study.

Notably, ablation studies showed no significant 
improvement in model performance (AUROC differ-
ence < 0.02) when using data from the last 48  h of ICU 
stays compared to the first 48  h [36] or the whole ICU 
stay [39]. This contradicts previous observations regard-
ing the predictive relevance of more recent trajectories 
[58]. Additionally, another ablation study [36] highlighted 
that chronic diseases, as indicated in EHRs using Inter-
national Classification of Diseases, 9th Revision (ICD-9) 
codes, were among the most important features associ-
ated with ICU readmissions. This is in line with previous 
observations showing that chronic conditions, such as 
respiratory disease, dialysis dependence, and immuno-
suppression, were strongly linked to higher odds of read-
mission [58].

Despite these attempts at quantifying the importance 
of the predictors, the explainability of DL models remains 
a critical challenge and an active area of research. Only 
two studies [42, 54] used the Shapley Additive Explana-
tions (SHAP) [83], which quantifies the contribution of 
individual predictors, to provide a model interpretation. 
Lim et al. [54] reported that, for the 48-hour readmis-
sion prediction task, the most important time-dependent 
variables were peripheral oxygen saturation, respiratory 
rate, and heart rate. Pishgar et al. [42] reported that, for 
the 30-day readmission task in patients with heart fail-
ure, the Charlson and Elixhauser severity scores were the 
most important features, while demographic informa-
tion, admission, comorbidity, and lab measurement were 
the least relevant.

Risk of bias and applicability
Based on the PROBAST assessment, we found a low risk 
of bias in three studies, and a high risk in 16, while the 
risk for the remaining five studies was unclear (Supple-
mentary Fig. 1, Supplementary Table 4). Reasons for high 
risk included composite outcome involving death events 
(n = 8, 33%), specific ICUs or disease-based patient selec-
tion (n = 4, 17%), listwise data deletions (n = 3, 13%), vary-
ing outcome timeframes to improve results (n = 2, 8%), 
and unreported performance metrics (n = 1, 4%). Unclear 
risk typically arose from insufficient reporting of predic-
tor handling (n = 5, 21%), inclusion/exclusion criteria 
(n = 3, 13%), missing data handling (n = 3, 13%), number 
of events (n = 3, 13%), sample size (n = 2, 8%), and internal 
validation (n = 1, 4%).

We found low applicability concerns in 12 studies, and 
high applicability concerns in nine, while these were 
unclear in the remaining three studies (Supplementary 
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Fig. 2, Supplementary Table 4). High applicability con-
cerns primarily stemmed from composite outcomes that 
included mortality (n = 8, 33%), thus reducing their rel-
evance for ICU readmission. Ibrahim et al. [34] averaged 
the performance of the model over different readmis-
sion timeframes, contributing to applicability concerns. 
Unclear applicability concerns were due to incomplete 
reporting of inclusion and exclusion criteria.

The overall high risk of bias observed, along with sev-
eral applicability concerns, suggests that the reported 
results may not reliably reflect the true performance of 
the models, thus increasing the risk of suboptimal perfor-
mance when applied in clinical practice.

Performance metrics, model comparison, and external 
validation
To evaluate the performance of their model, the selected 
studies used standard approaches, such as the division 
into training and testing set, the former used for train-
ing and/or tuning the model (e.g., to perform hyperpa-
rameters optimisation), and the latter for evaluating the 
model performance (n = 10, 42; Supplementary Table 2) 
[29, 30, 32, 35, 39, 47, 50, 53–55]. In two of these stud-
ies [54, 55], data were split into training and testing sets 
using a chronological cutoff, with the earliest observa-
tions used for training and the latest for testing. Often, 
a validation set, used specifically for model tuning, was 
also present (n = 9, 38; Supplementary Table 2) [36–38, 
41–43, 45, 46, 51]. Another standard approach for evalu-
ating ML and DL models is k-fold cross-validation, which 
partitions the dataset into k subsets (or folds), then trains 
the model k times, using k-1 folds as the training set, and 
the remaining fold as the testing set. This approach was 
used by three studies [33, 34, 44] (13%), which used three, 
five, and seven folds (Supplementary Table 2). Niu et al. 
[40] and Cao et al. [31] did not clearly explain their vali-
dation approach.

AUROC was reported in all articles apart from Cao 
et al. [31] and El Hassouny et al. [53], and was generally 
promising (AUROC > 0.62). Other common performance 
metrics were precision, F1 score, PRAUC, and recall, 
while accuracy, sensitivity, and specificity were used less 
frequently (Supplementary Fig.  3, Supplementary Table 
3). Notably, El Hassouny et al. [53] did not report any 
performance metrics.

Only two studies performed external validation, i.e., 
evaluated their model performance on independent data-
sets that were not used for training and/or tuning the 
model (Supplementary Table 2). Lim et al. [54] trained 
their model on South Korean patients admitted to the 
ICU of the SNUH, reaching an AUROC of 0.82 (95% 
CI = 0.81–0.83) on a testing set derived from the same 
Korean dataset. However, performance decreased to 0.77 
(95% CI = 0.75–0.79) and 0.73 (95% CI = 0.71–0.74) on 

the US-based MIMIC-III and eICU datasets, respectively. 
Moazemi et al. [39] achieved an AUROC of 0.80 on the 
US-based MIMIC-III dataset, which greatly decreased to 
0.55 when using data from the German Universitätsklini-
kum Düsseldorf ICU. The observed lack of external 
validation is extremely concerning, as it hinders the 
assessment of the broader applicability and robustness of 
these models [84], as indicated by the decreased perfor-
mance reported in the two studies presented above, likely 
due to overfitting. This may limit the usefulness of these 
models when applied even in slightly different clinical 
contexts, and was already suggested by our analysis on 
risk of bias and applicability concerns.

Fourteen studies (58%, Supplementary Table 5) 
included a comparison with traditional ML and/or 
statistical approaches, achieving a median AUROC 
improvement of 11% (IQR = 3.8% − 19.6%). Notably, the 
LSTM-based model proposed by Kessler et al. [35] per-
formed as well as the simpler extra trees [85] and random 
forests [86] models when predicting 2-day ICU read-
mission in patients in the cardiosurgery recovery and 
coronary care units from MIMIC-III (AUROCs = 0.777). 
The highest improvement was observed by the Deep 
Forest-based model proposed by Khodadadi et al. [50], 
which showed an improvement of 87.8% over tradi-
tional ML approaches such as random forests, support 
vector machines [87], and XGBoost [88]. However, the 
outcome definition included all readmissions during 
the same hospital stay, regardless of the time window. 
Particularly interesting are the improvements observed 
by Lim et al. [54]. Their coupled LSTM and LightGBM 
model achieved a modest AUROC improvement of 4.3% 
on the dataset used for internal validation, compared to 
traditional statistical approaches (i.e., SWIFT, APACHE-
II, MEWS, and NEWS). However, the improvement 
increased to 23.3% and 14% when external validation was 
performed on the MIMIC-III and eICU datasets, respec-
tively. This suggests greater generalization potential of 
DL approaches compared to more traditional ones.

Comparing performance with previous DL-based mod-
els was uncommon, with only five studies [29, 35, 37, 38, 
42] (21%) evaluating their models against those devel-
oped earlier by Lin et al. [36], making it harder to assess 
actual improvements between models.

Meta-analysis results
Eleven studies were suitable for meta-analysis (Table 1). 
We obtained a meta-analytic mean AUROC across 
all models of 0.79 (95% CI = 0.73–0.85), but observed 
an extreme heterogeneity (I2 = 99.9%, Fig.  2). This was 
likely due to the already described high variability in 
data source, definition of the ICU readmission outcome 
and timeframe, and deep learning architecture used. To 
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control for these possible sources of heterogeneity, we 
performed several subgroup meta-analyses.

We observed similar performances in models pre-
dicting 30-day readmission (mean AUROC = 0.73; 95% 
CI = 0.67–0.78, I2 = 99.9%). Whether or not mortal-
ity was included in the 30-day readmission definition 
led to comparable mean AUROC: 0.79, when mortality 
was included (95% CI = 0.78–0.80) and 0.70 when it was 
excluded (95% CI = 0.63–0.77, p = 0.09; Supplementary 
Fig.  4), but considerably different heterogeneity (I2 = 0% 
and 99.9%, respectively). This may be due to the com-
posite outcome including more cases, thus resulting 
in a more balanced dataset that is better suited to DL 
approaches [82], leading to similarly high performance in 
the two studies using this definition.

When focusing on 30-day readmission and excluding 
mortality, LSTM achieved the highest mean AUROC 
(0.72, 95% CI = 0.54–0.86, I2 = 99.8%), followed by BERT- 
(0.71, 95% CI = 0.59–0.80, I2 = 99.9%), RNN- (0.67, 95% 
CI = 0.58–0.75, I2 = 99.8%), and GRU-based models (0.64, 
95% CI = 0.61–0.67, I2 = 97.5%; Supplementary Fig.  5). 
This suggests that successfully representing patients’ 
trajectories may be a critical factor that should be con-
sidered when developing prediction models in this field. 
However, the very high heterogeneity (> 98%), small sub-
group sizes (with a maximum of three studies per archi-
tecture), and overlapping confidence intervals prevented 
us from drawing definitive conclusions about architec-
tural superiority. Even when the models were trained 

on the same data source (i.e., MIMIC-III and/or IV) the 
heterogeneity remained high (I2 = 99.9%, Supplementary 
Fig. 6), highlighting a high sensitivity to modelling choice. 
The mean AUROC remained similar to the overall esti-
mates: 0.72 (95% CI = 0.63–0.79) for MIMIC-III alone, 
and 0.70 (95% CI = 0.63–0.77) for both MIMIC-III and IV. 
This is in line with the fact that most of the selected stud-
ies used these two data sources.

Models developed on a homogeneous patient popu-
lation (i.e., same disease and specific ICU type) showed 
a statistically significant higher AUROC of 0.92 (95% 
CI = 0.88–0.94, p = 2 × 10−3), and consistently reduced 
heterogeneity (I2 = 17.1%) (Fig. 2), as previously observed 
[19].

Discussion
Accurately predicting ICU readmissions is crucial for 
improving healthcare quality and preventing adverse 
patient outcomes, including increased morbidity, mortal-
ity as well as personal and healthcare costs [2–4].

DL approaches have enabled the development of inno-
vative predictive models that have the potential to out-
perform traditional prognostic models. We observed 
here a median AUROC increase of 11% compared to 
statistical or traditional ML approaches, which could be 
clinically meaningful. Additionally, we observed that DL 
models may generalize better to external datasets than 
traditional statistical approaches.

However, healthcare professionals applying these mod-
els as a support for their clinical decision-making process 
should be aware of a few shortcomings.

First, the lack of reproducibility hinders clinical appli-
cability, and may undermine trust [49]. Technical repro-
ducibility, defined as the ability to fully replicate results, 
relies on dataset availability and shared code for prepro-
cessing and model training. Although virtually all stud-
ies used accessible datasets, only three provided the 
necessary code. Moreover, even when data and code are 
available, training the model require substantial compu-
tational resources, which may be inaccessible to most 
clinicians or come with a high price tag. Additionally, DL-
based models are computationally demanding to operate, 
which may further limit their applicability for real-time 
prediction in resource-constrained settings. Taken 
together, these limitations can make model deployment 
difficult, if not impossible.

Second, conceptual reproducibility, reflecting model 
validity across diverse clinical settings, remains under-
explored. Most studies relied on single-centre US-based 
ICU datasets, exacerbating database-specific bias. They 
also showed highly variable performance, suggesting a 
high sensitivity to modelling choice. Only two studies 
used non-US (South Korean and German) populations, 
and, to date, none has explored how these US-derived 

Table 1  Results from the meta-analysis of the area under the 
receiver operating characteristic curve (AUROC) metric. The table 
shows, for both the overall and subgroups analyses, the number 
of studies included (N), the mean AUROC, its standard error (SE) 
and 95% confidence interval (CI), and the I2 statistic
Sample N Mean 

AUROC
SE 95% CI I2

Overall 11 0.79 0.03 0.73–0.85 99.96%
Population:
 All ICUs and diagnoses 9 0.76 0.03 0.70–0.81 99.94%
 ICU or diagnosis 
subgroups

2 0.92 0.02 0.88–0.94 17.06%

 30-day readmission 
outcome:

7 0.73 0.03 0.67–0.78 99.92%

 Without mortality 5 0.70 0.04 0.63–0.77 99.94%
 With mortality 
(composite)

2 0.79 4 × 10−3 0.78–0.80 0%

DL architecture:
 LSTM 2 0.72 0.08 0.54–0.86 99.75%
 RNN 3 0.67 0.04 0.58–0.75 99.75%
 BERT 3 0.71 0.05 0.59–0.80 99.94%
 GRU 3 0.64 0.02 0.61–0.67 97.53%
Dataset:
 MIMIC-III 4 0.72 0.04 0.63–0.79 99.96%
 MIMIC-IV 1 0.64 0.04 0.62–0.65 -
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models perform outside the US. Additionally, while 
recent evidence suggests that integrating data from dif-
ferent sources and geographic regions could reduce over-
fitting [89], no study exploited multiple datasets. This 
is despite the availability of pipelines to harmonize the 
MIMICs and eICU datasets [90], and to merge them with 
two European ICU data sources [91], i.e., the Amster-
dam University Medical Center database (Amsterda-
mUMCdb) [92], and the High time-Resolution ICU 
Dataset (HiRID) [93]. Moreover, only two studies per-
formed external validation, and both showed reduced 
performance, therefore questioning the generalizability 
of their results. This may stem from a lack of data, and 
is particularly true for DL models which take advantage 
of unstructured text, which is not available in datasets 
such as eICU or AmsterdamUMCdb. In line with recent 

evidence emphasizing the need for multi-institutional 
datasets to improve generalizability [49, 89], clinical prac-
titioners should publicly share properly deidentified data 
from their patients admitted to ICUs. Another expla-
nation may be the complexity of these models, which 
have a large number of hyperparameters that are heav-
ily optimized on the training data. As a result, they are 
difficult to deploy and may perform poorly on different 
datasets [94]. However, even statistical reproducibility, 
which refers to the stability of results under resampling 
or minor variations within the same dataset, was often 
not properly addressed. Half of the studies did not report 
variance metrics, which led to their exclusion from our 
meta-analyses.

Third, the high heterogeneity across study setting, 
including differences in data source, definition of ICU 

Fig. 2  Forest plot for the overall and disease-specific subpopulation meta-analyses. The plot shows the meta-analytic Area Under the Receiver Operating 
Characteristic curve (AUROC) metric for both the overall and the subgroup analysis of disease-specific subpopulations. The 95% confidence intervals (CI) 
and I2 statistic are reported along with the estimates. The p-value (p) for the statistical test of subgroup differences is also reported. Abbreviations: RE, 
random effects
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readmission outcome and timeframe, and DL architec-
ture used, combined with the high risk of bias observed, 
severely hampered our assessment of their pooled per-
formance through meta-analysis. This is further sup-
ported by the higher pooled performance achieved by 
studies focusing on specific ICUs or diagnoses, likely due 
to reduced heterogeneity in patient characteristics and 
disease trajectories. This, together with the lack of com-
parison between DL approaches, contributes to the dif-
ficulty in selecting the best-performing model from those 
available. Clinicians should prioritize models trained 
on their specific ICU subpopulation, and use more gen-
eral models only when a tailored option is not available. 
Novel models capable of effectively handling popula-
tion heterogeneity, improving predictive accuracy across 
diverse patient cohorts, are still lacking.

Fourth, the explainability of DL models remains an 
important challenge, as their “black-box” nature can limit 
trustworthiness, and hinder clinical adoption [95, 96]. 
Approaches aimed at making DL methods explainable, 
such as SHAP [83] and LIME [97], can provide trans-
parent explanations of model outputs, enabling clini-
cians to better understand and trust DL-based decisions 
[35]. However, only two studies used SHAP to provide 
a model explanation. Access to global (SHAP) and/or 
local (LIME) feature importance would enable clinicians 
to understand which variables (e.g., static, dynamic, or 
unstructured data) are the most important when decid-
ing whether a patient should be discharged from the ICU.

This study has some limitations. We included only arti-
cles written in English, which may have led to the exclu-
sion of relevant studies during the systematic search. For 
example, Hu et al. [5] included articles published in Chi-
nese, which we were unable to access. Furthermore, we 
included only peer-reviewed journal publications, and 
may have excluded emerging research. Finally, the het-
erogeneity in study setting limits the strength of the con-
clusions drawn from the meta-analyses, which should be 
interpreted with caution. Attempts were made to reduce 
this heterogeneity through subgroup analyses. However, 
these efforts resulted in meta-analyses being performed 
on a reduced subset of studies, thereby undermining the 
generalizability of the findings.

Conclusions
This systematic review provides the first comprehen-
sive synthesis of the literature on the application of DL 
models to the task of predicting ICU readmission, offer-
ing insights into current approaches and their open chal-
lenges, helping healthcare professionals in assessing their 
clinical applicability. We observed a high risk of bias, 
considerable variability across study settings, and highly 
heterogeneous performance. Furthermore, reproducibil-
ity was poor, and most approaches relied on US-based 

datasets, raising concerns about their generalizability, 
Model explainability was also limited. Taken together, 
these observations suggest that the quality of the existing 
studies is currently inadequate, hindering both the evalu-
ation and clinical applicability of DL approaches to this 
important area.
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