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Abstract. We consider the application to a real dataset of previous
results on Wright–Fisher hidden Markov model smoothing in the non-
informative prior specification. Specifically, we consider a financial binary
time series with missing data and exploit the smoothing framework to
infer the latent signal at time points where observations are unavailable.
To validate the approach, we perform inference at time points with both
observed and unobserved data, thereby obtaining a direct assessment of
calibration. For each time point we report posterior uncertainty through
credible intervals, which consistently cover the empirical proportions on
observed days. This provides evidence of good finite-sample performance
and supports the reliability of the resulting estimates at missing times.

Keywords: Wright–Fisher hidden Markov model, smoothing, financial
application

1 Introduction

We consider binary time series datasets featuring missing data. The goal is to
infer the missing information leveraging on previous and subsequent data and
to give a measure of the uncertainty associated to those estimates. To undertake
this type of analysis we need to assume there exists a mechanism for transferring
information across time. We therefore require additional structural assumptions
about how the underlying data distribution evolves.

We adopt a Bayesian perspective, modelling uncertainty through a prior on
the latent stochastic process that governs the temporal evolution of the data-
generating distribution. This approach yields a posterior distribution defined at
all times, including unobserved locations, and provides a coherent probabilistic
framework for interpolation and prediction.

Specifically, we consider the Wright–Fisher hidden Markov model [7], where
binary data Yt = (Yt,1, . . . Yt,n) are collected at different times, not necessarily
regularly spaced, according to the following dynamics:

∀j = 1, . . . , nt : Yt,j |Xt = x
iid∼ Bern(x), X ∼ WF(α1, α2), (1)
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Here Bern(x) denotes a Bernoulli distribution with success probability x, and
WF(α1, α2) indicates a one-dimensional Wright–Fisher (WF) diffusion that solves
the SDE

dXt =
1

2
(α1(1−Xt)− α2Xt)dt+

√
Xt(1−Xt)dBt, Xt ∈ [0, 1],

where (Bt)t≥0 is a standard Brownian motion. For α1, α2 > 0, the diffusion
is ergodic and reversible, with invariant distribution given by the Beta density
Be(α1, α2) on [0, 1]. In population genetics, where the model emerges as the
weak diffusion limit of a sequence of Wright–Fisher Markov chains, the param-
eters α1 and α2 are typically interpreted as parent-independent mutation rates.
Equivalently, the Wright–Fisher diffusion may be regarded as a stochastic, time-
evolving success probability, whereby the Bernoulli draws yield the observed
successes. From a Bayesian standpoint, this interpretation induces a prior on
the path space of functions from [0,∞) to [0, 1].
Recent work [7,6,3] has shown that in the above setting, when finitely many
observations are collected at discrete time points, marginal posterior quantities
at specified time points can be computed through explicit recursive computa-
tions, providing almost explicit representations of these posteriors which can be
evaluated with a finite computational effort.

Assume that two samples Yt0 and Yt1 are observed at times t0 < t1, and write
nt0 = (nt0,0, nt0,1) and nt1 = (nt1,0, nt1,1) for the corresponding counts of zeros
and ones. We adopt the usual componentwise order on N2: for m = (m0,m1)
and n = (n0, n1), we set m ≤ n if mi ≤ ni for i = 0, 1, and we write m < n if
m ≤ n and mi < ni for at least one index i. Moreover, we let |m| = m0 +m1.

We are interested in the so called smoothing distribution, L(Xt | Yt0 ,Yt1),
which is the posterior distribution of a latent success probability at time t with
t0 < t < t1, given observations collected at times t0, t1 as in (1).

We furthermore focus on a non-informative prior specification, which may
be interpreted as reflecting the absence of reliable prior knowledge about the
latent dynamics between observation times as specified by the model. In our
parametrization, this corresponds to the limiting regime αi → 0, i = 1, 2. Re-
cently, [1] established that the resulting smoothing posterior at time t admits a
finite Beta-mixture representation, with weights proportional to the transition
probabilities of Kingman’s coalescent [5] and an additional interaction compo-
nent. However, empirical evidence [2] suggests that the interaction term has
negligible impact in practice.

Motivated by these findings, we use the following approximate smoothing
formula:

L0(Xt|Yt0 ,Yt1) =
∑

n≤nt0

∑
m≤nt1

ω̃0
n,m(t; t0, t1)Be(m1 + n1,m0 + n0)

ω̃0
n,m(t; t0, t1) ∝ p0nt0 ,n

(t− t0)p
0
nt1 ,m

(t1 − t)

(2)

where p0n,m is the transition probability of the typed Kingman’s coalescent on
Z2
+ without mutation [5]. Cf. [3].
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Fig. 1. Information transport from non-adjacent samples up to time t.

In this note, we exploit (2) for performing prediction at unobserved time
locations in binary time series. Specifically, we provide point estimates and un-
certainty quantification for weekend values in a time series of daily returns on a
selected subset of stocks from the S&P 500 index.

2 Predicting missing data

Using (2) entails evaluating separately the different terms entering the smoothing
distribution. In practice, however, the sampling scheme can be greatly stream-
lined. Following [2], we rely on classical asymptotic approximations for King-
man’s coalescent transition probabilities [4], replacing exact simulation of the
survivor counts with Gaussian approximations and then sampling uniformly from
the observed data. We refer the reader to [2] for further implementation details.

A concrete implementation also requires calibrating the timescale of the death
processes involved and incorporating information from non-adjacent observa-
tions. Indeed, Kingman’s coalescent is defined only up to a multiplicative time
rescaling and therefore does not come with an intrinsic physical timescale: a
unit of coalescent time may correspond to a second, a day, or a year in calendar
time. To calibrate this mapping, we adopt a cross-validation procedure. Specifi-
cally, we iteratively withhold one observed sample, together with its observation
time, run the sampling algorithm over a grid of candidate timescale parame-
ters, and assess how well the resulting posterior summaries recover the withheld
data. Repeating this leave-one-out scheme across all observation times yields,
for each candidate parameter, an empirical recovery rate. We then choose the
smallest timescale value, corresponding to the lowest uncertainty propagation,
that correctly recovers at least 90% of the held-out observations.

Although the target smoothing distribution in (2) conditions only on the two
observations bracketing the inference time, we would like to retain part of the
information carried by more distant samples. To this end, we perform successive
survival updates in both temporal directions, allowing information from past
and future observations to inform the two time points adjacent to the target.

As illustrated in Figure 1, for each inference time we run forward and back-
ward propagation steps. In each step, Kingman’s coalescent is evolved between
consecutive observation times to determine which lineages survive to the next
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Algorithm 1 Inference on missing data with WF smoothing

Require: Observation times t1 < · · · < tM with samples Yt1 , . . . ,YtM

Require: Inference time t⋆ ∈ (tk, tk+1)

Propagation up to adjacent times: get Ỹtk and Ỹtk+1

for i = 1 to 500 do
Compute the number of survivors from Ỹtk : |n| ∼ N (µtk , σtk );

Sample uniformly |n| elements from Ỹtk getting the vector n

Compute the number of survivors from Ỹtk+1 : |m| ∼ N (µtk+1 , σtk+1);

Sample uniformly |m| elements from Ỹtk+1 getting the vector m
Consider together n and m, the survivors from tk and tk+1 up to t∗

Count the number of ones and zeros: get n1 +m1 and n0 +m0;
Sample from the corresponding Beta distribution: X̂i

t∗ ∼ Be(n1 +m1; n0 +m0)
end for
return E[X̂t∗ ] and the corresponding 95% empirical quantiles.

time point. The surviving lineages are then combined with the newly observed
sample, and the procedure is iterated until the two observation times immedi-
ately adjacent to the inference time are reached.

Building on the theoretical results in [1], the implementation guidelines in [2],
and the construction described above, our practical procedure is summarized in
Algorithm 1. For each inference time, we determine the surviving lineages from
each of the two adjacent times and combine the two contributions. From the
resulting augmented sample, we compute the numbers of zeros and ones; these
counts identify the parameters of the appropriate Beta component in the mix-
ture representation. Drawing one value from this Beta distribution yields a single
Monte Carlo realization of the latent proportion of interest. We repeat this pro-
cedure 500 times for each missing date, and use the Monte Carlo average as our
point estimate. Uncertainty is quantified via empirical quantiles of the Monte
Carlo draws, forming our credible intervals.

3 Application to binary financial time series

We apply the proposed methodology to a binary financial time series derived
from daily stock returns. Specifically, we analyze adjusted closing prices for a
subset of constituents of the S&P 500 index. For each stock and trading day,
we construct a binary indicator by setting the observation equal to 1 when the
adjusted price exceeds its value on the previous trading day, i.e. the stock posts a
positive daily return, and 0 otherwise. We retain only those stocks with complete
observations over the sample period from September 3 to October 28, 2025.

Our primary object of interest is the daily proportion of positive returns.
Since U.S. equity markets are closed on weekends, the series exhibits systematic
missingness on Saturdays and Sundays. Our aim is to leverage the theoretical
results above and apply the smoothing formula (2) to impute the latent propor-
tion of positive returns over weekends.
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Fig. 2. Top panel: inference at observed and unobserved time locations. Bottom panel:
inference results under artificial omission of contemporaneous observations.

To evaluate performance, we run the inference procedure both at unobserved
time points and at observed trading days. In the latter setting, the smoothing
distribution conditions on information propagated from the past and the future
as well as on the contemporaneous observation. Consistently, on trading days
the empirical proportion of positive returns is well covered by the corresponding
posterior credible intervals. Figure 2 (top panel) shows the observed daily pro-
portions of positive returns (black) together with Monte Carlo point estimates at
missing dates (blue). For each time point, the red markers indicate the lower and
upper bounds of the 95% credible interval. As expected, posterior uncertainty
increases at times with no observations, reflecting the loss of direct information.

The comparatively wide intervals on missing dates are a consequence of cal-
ibration: the procedure is tuned to achieve conservative uncertainty quantifica-
tion, i.e. empirical coverage of at least 90% of the true proportions. To verify
that the larger uncertainty is driven by missingness rather than limited preci-
sion, we repeat the analysis on trading days while withholding, one at a time,
the contemporaneous observation. In this pseudo-missing setting, posterior un-
certainty is comparable to that observed on weekends. The corresponding results
are reported in the bottom panel of Figure 2, where blue crosses indicate the
point estimates at artificially omitted time points; all other notation matches
that used in the top panel. The 95% credible intervals attain 90% empirical cov-
erage of the observed proportions.

The resulting point estimates typically follow the local interpolation implied
by the two adjacent observations. Consequently, observations that are anomalous
relative to their neighbors are difficult to recover, especially under a calibration
regime targeting about 90% coverage.
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4 Concluding remarks

We have illustrated the application of a one-dimensional non-informative Wright–
Fisher smoother to a real dataset. The empirical analysis shows that the proposed
theoretical methodology is well suited to settings in which time series contain
missing observations. Moreover, applying the procedure also at time points where
data are available provides an internal validation and highlights the model’s abil-
ity to recover coherent and well-calibrated estimates. Overall, these findings cor-
roborate, in an applied setting, the theoretical guarantees and simulation-based
evidence reported in previous work. Natural directions for future research include
extending the framework to multidimensional and nonparametric formulations.
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