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Reinforcement learning for content’s customization.

A first step of experimentation in Skyscanner

Abstract

Purpose — The aim of the paper is to test and demonstrate the potential benefits in applying
reinforcement learning instead of traditional methods to optimize the content of a company’s
mobile application to best help travelers finding their ideal flights. To this end, two approaches
were considered and compared via simulation: standard randomized experiments or A/B testing,
and Multi Armed Bandits.

Design/methodology/approach — The simulation of the two approaches to optimise the content of
its mobile application and, consequently, increase flights conversions is illustrated as applied by
Skyscanner, using the R software.

Findings — The first results is about the comparison between the two approaches -A/B testing and
Multi Armed Bandits - to identify the best one to achieve better results for the company. The second
one is to gain experiences and suggestion in the application of the two approaches useful for other
industries/companies.

Research limitations/implications — The case study demonstrated, via simulation, the potential
benefits to apply the reinforcement learning in a company. Finally, the Multi Armed Bandit was
implemented in the company but the period of the available data was limited and due to its strategic
relevance the company cannot show all the findings.

Practical implications — The right algorithm can change according to the situation and industry but
would bring great benefits to the company’s ability to surface content that is more relevant to users
and help improving the experience for travellers. The study shows how to manage complexity and
data to achieve good results.

Originality/Value — The paper describes the approach used by an European leading company
operating in the travel sector in understanding how to adapt reinforcement learning to its strategic
goals. It presents a real case study and the simulation of the application of A/B testing and Multi
Armed Bandit in Skyscanner; moreover, it highlights practical suggestion useful to other

companies.
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1. Introduction

Today, machines can help companies in monitoring and understanding better the customers’ needs
and the job they are looking for, in an automatic way (Nilashi et al., 2019; Meinzer et al., 2017;
Oztekin et al., 2013) elaborating the data coming from mobile apps, social media and web tools that
are heavily used by consumers (Chung et al., 2015; Chung and Koo, 2015).

In this contest, reinforcement learning, a field of machine learning, is becoming of growing interest
and has shown great potential in tackling automation tasks, e.g. it is used in a number of industries
to define, for example, market forecasting (Moriyama et al., 2008) and can be applied in electronic
marketplace transactions (Bandyopadhyay et al., 2006), in behaviour science to determine and
analyse the associative mechanism as a tool for habit formation in healthy individuals (Gillan et al.,
2015) or, in combination with the generative adversarial network (GAN) can be used to build a
goal-oriented dialogue agent to train systems with efficient policy (Nabeel et al., 2019).

Moreover, reinforcement learning is useful for the management of the airlines revenue system and it
can directly learn from the interaction with customers (Bondoux et al., 2020), or facilitate the
management activity in setting the prices of airline tickets in a specific time horizon for booking
(Kulkarny et al., 2011).

Another well-known example of reinforcement learning implementation is the engine behind the
system used by Netflix to provide clients with personalized recommendations to movies and tv-
series that they may like to watch next, and to select which creative to display on each title to make
it more appealing to them (Medium, 2019). Reinforcement learning is also used by many news and
article-rich websites to select the best order in which content should be displayed in their webpages
(Li et al., 2010). Most recently, one of the teams from Google DeepMind (DeepMind, 2019) applied
reinforcement learning to train a computer to play the abstract strategy board game Go, the
program, named Alphago, ended up beating the 18-time Go world champion Lee Sedol (Silver et
al., 2017).

Amongst the advantages of using reinforcement learning are the speed of the decision making
process by the algorithm, and the high level of automation and self-improvements such models can

achieve, as they will keep learning and optimizing without the need for any human intervention.



Moreover, the adoption of reinforcement learning can be used to adapt the content according to the
single user’s preference. There are different approaches that can be used as an alternative to
reinforcement learning to personalize contents and improve the performance of an online product -
i.e. supervised learning, and A/B testing, - and companies have to find the best one according to
their goals and strategies understanding the real users’ needs, as explained by the theory of the job
to be done (Ulwick, 2002; Christensen et al., 2005).

Thorough a simulation the study demonstrates the benefits of reinforcement learning over
traditional methods to optimize the content of Skyscanner’s mobile application to best help travelers
finding their ideal flights. Skyscanner, that is one of the most popular travel meta search engines in
the world with over 100 millions of people using the company’s service every month (Skyscanner,
2019), offers to its customers’ the access thorough the website or the mobile app. In particular,
Skyscanner’s mobile app homepage would let users select which vertical they are interested in and
take them to the relevant screen where, once again, they can fill in the search parameters and run the
desired search. Once users launch a search, Skyscanner will use the search parameter (also called
search keys) that the users have provided and make a request to each of its hundreds of partners
which include airlines as well as online travel agencies (OTAs). Following the request, each partner
will provide Skyscanner quotes for the flights available on the specified search parameters; the
quotes are sorted and displayed to the users which can compare all the available deals and chose the
best solution of their trip. Furthermore, Skyscanner’s goal is to provide the best flight search result
page and the content displayed in order to improve users experience and conversions i.e. it would
understand what users are looking for when they are searching for a flight and tailor the content
accordingly.

In order to satisfy this need, the paper compares the A/B testing and Multi Armed Bandit’s
approach via simulation to identify the best method that learn faster form the data and, it shows the
first step of implementation in the company.

The experiment is relevant from a managerial point of view because as screen space in mobile apps
is very limited, it becomes extremely important to find robust methods and techniques for selecting
which content will be more relevant and useful for the travelers to find what they are looking for. It
is indeed where users would spend most of their time comparing the price for available options,
applying filters, checking alternative dates, and refining the search parameters. Simply adding all
content available in every search result screen would create confusion and disrupt users’ experience.
Moreover, even if the choice was made to display all possible content, it would still not be
straightforward to decide the best order of the content, especially considering that changes to

existing content, or the introduction of new functionality, is likely to happen on a regular basis. The



study shows how to find the better and faster managerial solution it is necessary to try different
approaches (in the specific case A/B testing and Multi Armed Bandit). Therefore, the paper shows
how the application of the two approaches can concretely bring benefits to companies in reaching
their objective. There are very few studies in the management literature that present cases and, for
this reason, the paper can help both readers and companies in understanding how to use
reinforcement learning in their contexts improving the efficiencies of firms’ operation.

The paper is structured as follow: a high-level overview of reinforcement learning, A/B testing and
Multi Armed Bandit approach are proposed; it follows the methodology section where insights on
the two approaches are explained; in the results section, the simulation of the A/B testing and Multi
Armed Bandit is presented and the practical implementation of Multi Armed Bandit applied to
customize the user experience in Skyscanner is introduced. Finally, conclusion and implications are

discussed.
2. Background

2.1 Reinforcement Learning
Reinforcement learning algorithms rely in the concept of reward (see the Figure 1).

Figure 1. Reinforcement learning explained through a diagram
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Source: https://www.kdnuggets.com/images/reinforcement-learning-fig1-700.ip

The process of reinforcement learning relies on two major element - agent and environment - and
tends to learn from the environment (Ribeiro, 2002). It starts with the agent, which is the
reinforcement machine learning algorithm itself, learning and making decisions on what the next
action will be. The action will have an effect on the environment. In the example of Google’s
Deepmind system (DeepMind, 2019), the action would be moving the pieces on the Go board in a
certain way, and the environment would be the board; in the case of Netflix, the action would be the
choice to display certain titles for movies, and the environment would be the homepage of the

platform.



Any action taken will influence the environment and it will have an outcome, which can be positive
or negative. Users clicking on a recommended title will be a positive outcome, if the
recommendation gets ignored it will be of course a negative one and, the task of the agent is to
minimize the punishment or negative outcome and maximize the reward (Ayesh, 2004).

The last step consists in collecting the feedback. After the consequence of the action is known, the
algorithm collects information about the state and the reward (Szita and Szepesvari, 2010). The
state is simply the description of the current situation; in the Netflix case, it would be a snapshot of
what was displayed on the homepage following the chosen action. The reward is a quantifiable
representation of the outcome; it will be a numeric quantity carefully chosen when implementing
the reinforcement learning system, and it is the measure that the system will use to learn from past
experience and determine which choices led to success and which did not (Hu, 2016).
Reinforcement learning is indeed one of the commonly used approaches in order to rank a set of
items (Li, 2011). In this case the process would include the following steps: firstly, it was requested
to extract the data regarding the items to rank and all their relevant features, including the position
these elements were shown to the user; it would be useful also extract the information on which
element was selected by the user after being exposed to the sorted items. It would be possible to end
up with a dataset containing all the items shown to all users, of which those that were selected could
be labelled as 1 (positive observations), and those that were ignored by the user could be labelled as
0 (negative observations). At this point there will be a binary classification problem, and it could be
trained any supervised learning algorithm such as Logistic Regression or Random Forest to learn
which set of features provides the highest probability of being selected by the user (Liu, 2009).
Once the model has been trained it would be able to, given a set of items, assign them a probability
of being selected and rank them using this probability score (highest first). This approach is well
known in the literature and can provide good results (El Mohadab et al., 2019).

In the tourism sector there are few contribution on reinforcement learning; however, it can be used
in a powerful way thanks to its great potential in tackling automation tasks (Moriyama et al., 2008)
and can be adapted from other industries exploiting its function to determine and forecast human
behaviour and to reinforce dialogues (Gillan et al., 2015; Nabeel et al., 2019). From this point of
view, some studies focused their attention on the online bookings and the way to optimize them: in
fact, in a research realized by Bondoux et al. (2020) has been experimented the use of reinforcement
learning in the management of the airlines revenue systems and, in previous research it was used to
set a correct price for airline tickets considering specific time horizon for booking (Kulkarny et al.,

2011).



Recently, an experiment on dialogue systems was performed in the airline sector with the goal to
lead people to successfully book a trip, given the present restrictions. Also in this case, the
interaction between machines and humans need more time to find a good equilibrium (Wei et al.,

2018).

2.2. Multi Armed Bandit and Upper Confidence Bound Bandit Algorithms

The Multi Armed Bandits are a family of reinforcement learning algorithms which are becoming
increasingly popular and utilized by online companies to optimize their web platforms (Mclnerney,
2018). The multi armed bandit problem was formulated decades ago (Robbins, 1952), and the
inspiration came from the world of gambling. The slot machines case can explain the logic under
this algorithms, considering that those machines are programmed to provide a payoff of a certain
amount after a predetermined number of hands have been played: each machine in the casino will
pay X amount with a certain probability. The problem is that clients are not aware of these
distributions; if they were, they would be able to play the winning machine all the time and they
would never lose. The multi armed bandit problem provides a methodology to try to maximize the
payoff, or reward in these kinds of situations.

Let’s imagine for a moment a client in a casino with unlimited resources to spend at the slot
machines; in this case the client would probably want to take two different steps to maximise his
winnings: explore and exploit (Mclnerney et al., 2018). Explore represents the possibility — given
the unlimited resources - to play each machine a large number of times and keep track of their
behaviour. For each machine, he would then learn what the payoff is, and what percentage of times
it is given. In other words, the client would explore all the options a certain amount of times and
collect data. After collecting this information for all the machines, he would move onto the next
step. Once that the client knows the amount and the frequency of the reward given by each
machine, he can select the machine providing the highest total reward after N trials and maximise
his winnings by playing exclusively that machine forever. Here he would exploit the knowledge
that he gained about the machine to select the best option.

This is the main principle behind multi armed bandit algorithms. There are three essential
components that all multi armed bandit systems must have and one optional component: reward,
arm, algorithm and context (Schulz et al., 2015). With the reward the bandit algorithms (as well as
all reinforcement learning systems) need a clear definition of reward to be defined in order for the
learning process to begin. Only by precisely knowing how to measure successes and failures, can

the algorithm learn to make the best choice given the data it is collecting. Going back to the Netflix



example, a good measure for reward could be adding 1 to the count of titles opened by the users
after choosing a certain set of recommendations or adding 0 if no title is selected. The arm
represents the different options that we have available and that we want to choose from; in our
casino example, each machine would represent an arm (and the term actually comes from that very
example). Any permutation, or variant of content for which we want to gather information is an
arm.

The algorithm is the specific method used to draw conclusions about which arm provides the
highest reward given a certain number of trials and data being collected. Over the years many
different bandit algorithms have been invented, each presenting some advantages and disadvantages
(Kuleshov and Precup, 2000).

While not an essential component for a bandit system to work, context is definitely worth
mentioning as it is an element making bandit algorithms very interesting and even more powerful.
The context is a bucket, some sub-segment by which it is possible to divide the whole environment.
Essentially, we can use a bandit to determine what the best arm is overall, or we can run a bandit
that would make the best choice for each of the contexts that we provide. For example, we could
choose the best content on a page overall, or we could choose the best content for each country or
even for each individual user (van Emden and Kaptein, 2018).

The Upper Confidence Bound bandit algorithm (UCB) is a well-established bandit algorithm,
providing a considerable improvement to other algorithms such as Epsilon-greedy and softmax, by
not only taking into consideration what it observed from the data (i.e. the success rate), but also how
much it knows about the data (confidence).

To achieve this, the choice on the next action to take will not be based on the just the reward, but by

a final score which is calculated according to the following:

) In(views;)
finalScore = reward; + |—————
totalViews

The formula adjusts the reward by adding a value which is determined by the proportion of plays
for which each arm was used. It will therefore prioritize exploring a less rewarding arm, if the
information collected about that specific arm is lower than a certain threshold compared to the other
available options. In other words, if the confidence on a certain arm drops too low, UCB will
prioritize gaining more information about that arm (White, 2012). This algorithm has the
considerable advantage of a much greater resilience to random noise, which is particularly

important when applying reinforcement learning to potentially very noisy, online environments.



UCB approach allows to reach advantages e.g. in term of pricing applications when there is a need
to identify the selling price without knowing the consumer demand: Misra et al. (2017') highlighted
that modified UCB algorithms statistical machine learning blended with partial identification of
consumer demand, from economic theory, allowed to faster define the optimal price than other
standard methods, Trovo et al. (2015%) with a modified UCB provide empirical evidence that
proposed variations speed up the learning process in pricing applications. Generally, modified UCB
approach can significantly strike a balance between exploration and exploitation (Chen et al., 2020°;

Hussain and Michelusi, 2019%; Xing et al., 2014%).

2.3 A/B testing

Another considered option is to decide which content would be the most useful to the users by
running a series of randomized experiments or A/B testing. In this case, it is possible to create a
different version of the search result screen for every possible permutation of the content items that
is available to the company. A percentage of users would then randomly be assigned to one of these
possible variants of the screen, while the remaining would be shown the traditional screen. It would
be possible to observe these groups interacting with the screens and, after having collected a certain
amount of observations it would be analyzed the results to see if any of the variants provided a
statistically significant increase in percentage of users redirecting to a provider’s website (our
metric of interest).

Randomized experiments in the digital world are known as A/B testing (comparing a variant with
the control group) or A/B/C testing (multivariate testing) (Kohavi et al., 2009). This methodology
has the advantage of being very robust, easy to understand and to interpret the results, and widely
used in most scientific fields (Xu et al., 2015). In fact, according to a recent study, a company
assimilated the A/B testing in its culture to test hundreds of variants of websites and apps, because
of the need to measure the impact of changes on viewing hours and retentions and allowing
marketing to take better decisions (Amstrong et al., 2020). However, this methodology presents

some disadvantages: In order to gather data, a percentage of users would still have to be exposed for
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2 Trovo, F., Paladino, S., Restelli, M., & Gatti, N. (2015). Multi-armed bandit for pricing. In Proceedings of the
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a fixed amount of time to variants providing a non-optimal user experience. Moreover, using A/B
testing still would mean having to repeat the whole process for every new piece of content or

change in one of the existing features.

3 Methodology

Skyscanner’s goal was to reduce the amount of friction that users experience when performing a
flight search on the Skyscanner platform, by showing them the components that would most help
them booking their ideal trip. In order to do this, the company decided to test a machine learning
model capable of predicting users flight search patterns and influence the choice to finally book the
flight.

In a first moment, after having defined the problem in detail, were organized several meetings by
company’s managers with the main stakeholders to reach a set of shared requirements for the
project.

The solution to the problem had to satisfy a certain set of requirements:

o [t would have to be a system capable of serving the most relevant content to the users. Here
“relevant content” is defined as helping users find the best flight. Therefore, the metrics to
be optimised would be conversion rate.

o As content changes or new features are added, the system should be able to identify the next
best set of content to display quickly (in a matter of hours or days).

o [fpossible, the system should provide the highest possible level of automation.

Having clear requirements and a definition of success make possible to move to the next step of the
project and several approaches were considered. Among these approaches were evaluated the
supervised learning, the A/B testing and the Multi Armed Bandit.

The supervised learning although if can provide good results presents some peculiar challenges to
the company’s approach: firstly, it involves collecting a large quantity of data about how users
would interact with the items in the screen (Girardin and Lathia 2017). In order to collect this data,
Skyscanner would have had to expose many users to all the different permutations of the items
available to show at that time and this would lead to many users being exposed to a poor app
experience. Secondly, a model trained on this data would likely find the best ranking solution for
those specific items for which the data was collected, but it would not necessarily know how to rank
new or modified items (Radlinski et al., 2008). The company would therefore have to repeat the
data collection and re-train the model every time new or modified items are introduced, meaning
cyclically exposing users to a poor app experience which, as a company, we were not willing to do.

Thirdly, the whole process of data collection and re-training a supervised learning model, would



have meant for some data scientist to periodically spend a lot of time on this single problem. Since
the supervised learning approach clearly violated the agreed requirements of the project, this option
was discarded. The methodology of randomized experiments, A/B testing or A/B/C testing
(multivariate testing) has the advantage of being very robust, easy to understand and to interpret the
results, and widely used in most scientific fields (Xu et al., 2015). Skyscanner is very good at
consistently using this technique to assess the impact of any new feature or change on any of its
platforms, and therefore this option provided some advantages over the supervised learning
alternative. However, this methodology still have some disadvantages: in order to gather data, a
percentage of users would still have to be exposed for a fixed amount of time to variants providing a
non-optimal user experience. Moreover, using A/B testing still would mean having to repeat the
whole process for every new piece of content or change in one of the existing features. While not
completely excluding this option, the company decided to further investigate if a better solution
would be available.

The Multi Armed Bandits are potentially the better option of Skyscanner use case; the company
performed a detailed comparison of advantages and disadvantages between this family of
algorithms and traditional A/B testing. First, the company looked at how Bandits would be able to
select the best option to show the users faster than the typical A/B testing cycle, thus minimizing the
disruption to the users experience for our travelers. Since, as aforementioned (Chen et al., 2020;
Hussain and Michelusi, 2019), the Upper Confidence Bound (UCB) provides the best balance
between exploration and exploitation, the company used this particular algorithm for the analysis.
When it comes to comparing traditional A/B tests versus multi armed bandits, the choice ultimately
is made on a case by case basis, considering how much time it is viable to allocate before choosing
the best variant to show. Two test were running: the first one for a week and the second one for two

weeks. One of the author of the paper implemented directly the architecture in the company.

4 Results

The objective of the study is to understand how reinforcement learning can be applied to optimize
the content of a company’s mobile application to obtain more sells among travelers. To do that the
company has to decide which method - among A/B testing and Multi Armed Bandit - is better to
obtain better and faster results. A simulated example on the two methods was run to identify the

faster way to make choices. After that, the best method was implemented in the company.
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4.1 A practical example (simulated) when it is needed to make fast choices.

We ran and visualized simulations utilizing R, a free software environment for statistical computing
and graphics. Let’s suppose to have a global website that receives 200k hits per day, and we would
like to apply a brand-new design to the website for an ad campaign for Black Friday coming up in
two weeks.

With A/B test we would have our A variant (t current design) and a B variant (the new design). We
split our traffic and send 100K users on each variant each day, and we run our experiment for a full
week to account for daily changes in user’s behavior.

As it turns out after a week of experiment, our users liked the new design, and we can see that those
in the B variant converted 12% of the times versus the 10% of those who saw the usual design. In

an A/B test framework, plotting the daily views for the 2 variants would look like in the Figure 2.

Figure 2. Views for A and B variants using A/B test.
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Source: authors’ elaboration

Meaning 100K views on each variant for a week, then 0 traffic on the losing variant, and 200K (all
traffic) to the winning one.

If the chosen variant is not going to change for months/years, then traditional A/B tests will provide
a better option, more transparency on the experiment, and ultimately the opportunity cost of not
showing the best variant most of the times for a couple of weeks will be negligible.

In case there is a need to take decisions more quickly however, a bandit algorithm will minimize the

number of times that less rewarding arms are shown.

Figure 3. Views for A and B variants using UCB bandit (first 10k users)
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As shown in the Figure 3, after only 10K views the bandit has already worked out which arm offers
the best reward, and it is already showing it more often than the less rewarding variant.

Let’s now compare the actual performance of the two methods (see Table 1).

Table 1. Performance of A/B test and UCB Bandit

A/B test UCB Bandit

day A_variant B_variant A_variant B_variant
1 100,000 100,000 25,897 174,102
2 100,000 100,000 9,449 190,550
3 100,000 100,000 3,544 196,455
4 100,000 100,000 2,975 197,024
5 100,000 100,000 3,219 196,780
6 100,000 100,000 576 199,423
7 100,000 100,000 237 199,762
8 0 200,000 1,149 198,850
9 0 200,000 515 199,484
10 0 200,000 521 199,478
11 0 200,000 2,338 197,661
12 0 200,000 595 199,404
13 0 200,000 245 199,754
14 0 200,000 560 199,439
Total views per arm 700,000 2,100,000 51,820 2,748,166

v

. . . o . o
Total conversions with A variant at 10%, and B variant at 12% 70,000 252,000 5,182 329,780

conversion rates
Total conversions 322,000 334,962
A/B test conversions vs bandit conversions 4.03%

Source: authors’ elaboration
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As the tables shows, the UCB bandit works out quickly which the winning arm is and, while it
keeps exploring to gain more confidence on the choice, it minimizes the times the loser variant is
shown. At the end of the 2 weeks, a bandit implementation would have provided 4% more
conversions, and exposed a fewer users to the less appealing variant that running an A/B test.
Therefore, Bandit would be the better choice for making faster decisions, which is particularly
important in our case, where the content is likely to change regularly.

Learning the best option through A/B tests would involve much higher opportunity costs (more
users would be shown the worse variants).

Analyzing Bandits also highlighted an additional advantage that they could bring over traditional
A/B testing namely, the ability to optimize content by taking into account the context the users

operate in.

4.2 Contextual Multi-armed Bandits vs A/B Testing: regional optimization

However powerful to reach a decision on what the global optimal scenario is, neither Multi-armed
Bandits nor A/B Testing include any information about the user’s data.

We can take as an example the layout of a hypothetical ad Skyscanner wants to optimize, for which
we have two variants A and B, and which are to be tested in the UK, US, and Japan.

By running either an A/B test or a bandit algorithm we could find the following result and therefore,

we would choose A.

Variants Conversion rate
A 10%
B 9%

However, if we looked at individual markets, we would find that:

Variants Uus UK Japan
A 15% 15% 8%
B 7% 8% 20%

In this case by not taking into account the context of the market, we would lose revenues in Japan

by showing variant A.

13



Contextual bandits are ideal for these scenarios, as they are able to work out the best variant for
each of the contexts that we take into consideration.

This kind of continuous optimization on thousands of different contexts would not be achievable
with A/B tests. Following the compelling results from this analysis, it was decided that Bandit

algorithms would be a solution worth exploring in the attempt to solve this particular problem.

4.3 Deploy a system running the UCB bandit algorithm to satisfy users’ experience: the
architecture

The first goal was to be able to deploy a system running the UCB bandit algorithm, capable of
collecting real time (or almost) anonymized data about the users interacting with the screen, and
each time choosing whether to show the Timetable widget on top of the results list or not. Also, the
company want not only to achieve this result for the screen overall, but it want to find the optimal
solution for each of the context that was selected. Since reinforcement learning algorithm generally
have to learn from real time data, this particular project did not specifically include any offline data
collection and analysis. The company therefore proceeded directly to testing the algorithm by
deploying and testing it with real users.

The image below shows the graph of the architecture that was used to implement the Multi armed
Bandit Service, running the UCB Bandit with the parameters illustrated in the previous section.

A brief explanation of the key steps of this process is provided in Figure 4.

Figure 4. Architecture for Multi Armed Bandit Service

Ve e T EU-WEST

2 Creats MAB Metric Set
Pp: it

apps events
— > Kafka ——— Samza Job

1 Periodic
archives raw —_-
= MAB Metric Set

Read Raw
Data

Archivation
AWS Glue of Results

MAB snapshot

1 I;\:%;“'ap\c ETL Pipeline
Raw S3
success + views
Upsert Current
RDS MAB Snapshot
ios Aggregated
S3

3

Master - Slave
replication

2

Widget Layout (ARM)
with analytics information EU-WEST-1
EU-CENTRAL-1
RDS AP-NORTHEAST-1
AP-SOUTHEAST-1
slave

[Fetch MAB
[Metric

Multi Armed Bandit

gz

r

14



Source: authors’ elaboration

Skyscanner choose to adopt the following steps according to its goal:

1.

2.

3.

4.

The users interacts with the platform by performing a flight search. At first, users would be
exposed to an arm picked at random, as the Bandit has not yet procesed any data to be able
to choose the winnig layout.

Anonymized data regarding the interaction is collected and stored. The data is collected in
the the format that is approptiate to be consumed by the Bandit, in this case [route, arm, 1
(adding +1 to the number of interactions by the user), 0 or 1 (adding 0 or 1 to the number of
successes depending on whether the user redirected to the provider website or not)].

The code was written to aggregate the data and run the actual UCB Bandit algorithm to
decide which option is the best to display next. The collected data is grouped by route and
arm, and summed by interactions and successes. From this aggregation the UCB would
calculate a score for each route and arm pairs; the arm with the highest score for each route
will be the one displayed next to the users.

Best layout is shown to the users, new data is collected and the cycle restarts.

Once implemented, it was possible to run an experiment to compare the results provided by the

Bandit algorithm with the traditional version of the app with no machine learning used to optimise

its layout.

Specific settings for the Multi Armed Bandit algorithm were the following:

Algorithm. For this project the company choose to use the Upper Confidence Bound (UCB)
Bandit algorithm: it is one of the Bandits most resilient to random noise, by balancing more
gradually between exploration and exploitation (Kuleshov and Precup, 2000).

Reward. The company want to help our users finding the flight that is most suitable for
them. Therefore chose conversions as its target metric, as it would represent interest from
the user to proceed in the booking of a certain selected flight option.

Arms. Arms are simply the options the bandit can select from. In this particular case, the
company only have 2 possible options: showing the traditional screen or showing the screen
containing the timetable widget at the top.

Context. The groups for which the company want to optimize the layout. The company
wanted to choose a context that would reflect and be relevant to user’s searches. After
careful consideration it decided to use the roufes as context. Routes are each possible

combination origins and destinations for a flight search (i.e. London-New York is a route).

15



The context represents a crucial part of the settings of the algorithm. As explained in the
methodology section, such continuous optimization on thousands of different contexts would not be
easily achievable with A/B tests.

Considering that Bandit algorithm had never been used in the company before, it was decided to
test this methodology on a simpler scenario. Skyscanner therefore selected a well-known piece of
content which had been in use in the mobile application for many months called the “Timetable

widget”.

Figure 5. Traditional Search Result Screen vs Search Result Screen with Timetable

Traditional Search Result Screen Search Result Screen with Timetable

< Hotels < Hotels

Return Return

London

| Sun, Sep 06 | Sun, Sep 13 |

London Paris

‘ Sun, Sep 06 ‘ Sun, Sep 13 |

798 of 798 results shown sorted by Best

7 direct flights per day A
Average duration: 1h 19
G 3:20 pm - 5:40 M Direct
LTN-CDG, easyJet 1h20m G easyJet £66
[0 4400 - 4450 Direct > 150PM  320PM  6:00PM N
CDG-LGW, easyJet 1h5m € 440PM  955PM
O £66 AF/  Air France £90
< 620AM 1M50AM  5:35PM >
€« 1010AM  4:00PM 8:55 PM
G 3:20 pm - 5:40 M Direct
LTN-CDG, easyJet 1h 20
easye " —  British Airways £126
[ 9550 -10:15pu Direct > 300PM
CDG-LTN, easyJet 1h20m € 6:05PM >

Q
£66 g 800 of 800 results shown sorted by Best
—

Source: author’s search on Skyscanner

On the screen on the left it is shown the traditional search result layout, with a list of flights
alternatives sorted by price. On the right hand side, on top of the sorted list, is the “Timetable
widget”, providing a compact view of the results grouped by airlines.

The tests ran so far have not led to the expected results; after running the first test, which ran for a
week, the company observed a slight but significant decrease in conversions when the UCB Bandit

was used, compared to the non-machine learning powered version of the screen. The analysis of the
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data showed that overall, the difference in conversion rate between the two variants was very small,
such that one week had not been enough time for the bandit to perform the necessary optimization.
On a second test Skyscanner decided to let the Bandit collect more data; the company re-used the
Bandit learning from the first test and let the Bandit learn for an additional period of two weeks.
After further learning the decrease in conversion was no more observed, which is promising.

The project is to this date still in progress and, although promising, currently not meeting the initial
project requirements in terms of both speed and increase in conversions. Therefore, the project will

need to go through further iterations and tests before moving into a final deployment.

5. Conclusion and implications

Countless more new use cases related to data science and machine learning are generated every day
both in the field of academic research and by businesses keen to find new and better solutions to
their problems (Li et al., 2010; Silver et al., 2017; Medium, 2019). In fact, data science and machine
learning are used by companies to improve their performance and offering better solutions
according to customers’ needs in line with Christensen at al. (2005) theory of the Job To be Done.
But it is not so easy to understand which is the best and faster approach to use according to the
companies’ goal and issues they need to solve, sometimes companies use the A/B testing
(Amstrong et al., 2020) while others, like Skyscanner, have also attempted to use Multi Armed
Bandit. Moreover, on this topic the majority of the studies are very specific and become difficult to
understand for practitioners how and in which way implement reinforcement learning in a company
is relevant from a managerial point of view.

The paper analyzed the specific case of Skyscanner and presented how A/B testing and Multi
Armed Bandit reacted and performed in a simulated environment. This step is relevant because led
the company to choose the best and faster method — in this case Multi Armed Bandit — in order to
reach its objective: the goal of this project was to reduce the amount of friction that users
experience when performing a flight search on the Skyscanner platform, by showing them the
components that would most help them booking their ideal trip..

Traditionally, after performing a search for specific dates and destinations, users would be taken to
the page containing a list of the available flights, sorted by price (cheapest first). Each available
option would then take the user to the screen containing a list of providers from which they will be
able to buy the selected flight; when selecting a specific provider, the app will redirect the user to

the provider’s website to complete the booking.
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However, in the constant attempt of improving the service which Skyscanner provides to its users,
new content is being created on a monthly basis in order to help users find the most relevant
solution for their travel needs. This additional content can take many forms such as widgets,
relevant advertisement, quick filters features, and tips on selecting cheaper travel options.

In the attempt, the company built a system to collect real time data about user’s interactions with the
content displayed to them, evaluating which combination of items is more relevant, and
automatically adapting this content such that the most useful information to the users is displayed.
Although the experiment is still in progress it was possible to understand that reinforcement
learning and, in particular the Multi Armed Bandit, can be a good solutions to work in real time on
data generated by users and, if correctly built, the algorithm can help in identifying the best solution
for each customer. However, it appears necessary for the method adopted to have more time to learn
from the real world: it is an automated system that, as well as the human beings, needs time to learn
and improve its mechanism to adapt the content displayed to the single user’s need.

From an academic point of view the study is relevant because it is one of the first - in the field of
tourism - to give a new perspectives on how machine learning and, more specifically, reinforcement
learning, can be adapted and used in this context. As underlined, the majority of the contributions
are focused on technical aspects that are difficult to adapt in a business and management
environment without specific knowledge. Moreover, the study demonstrates that is very important
to have a multidisciplinary attitude in investigating the phenomenon. Finally, it opens to a number
of possibilities in the tourism industry and gives some direction to marketing strategists to better
understand consumers’ behavior and the relationship with machine learning. In fact, it emerged how
machines can learn from people and people can be helped by machines in doing their jobs (e.g.
Ulvick, 2005). From a theory point of view, more papers and studies are needed on those aspects to
give the possibility to both academics and practitioners to gain more knowledge and insights.

The study is relevant from a managerial point of view because for companies operating on web
platforms it becomes fundamental to identify methods and techniques able to select which content
will be more relevant and useful for users in order to find what they are looking for. Moreover, this
system can help companies in avoiding the problem to disrupt users’ experience presenting too
much contents in a single page or, ranking according to the analyzed data which are the most
relevant contents for users. Moreover, the simulation and the following implementation gave the
possibility to concretely show how companies’ goal and users’ needs can be adapted and managed
through an automated system, such as the multi armed bandit, to improve the efficiencies of firms’
operation. In fact, there is not a general rule to follow in order to choose the best approach for

companies and, with a step by step experiment, it is possible to identify which elements to consider
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in choosing the right approach. Secondly, it underlines how marketing and artificial intelligence can
be used to personalize and customize products and services to single users. Moreover, it underlined
how classical marketing theories — i.e. Job to be done (Ulwick, 2016) — can be adapted to the
moment companies are living opening a new debate on these topics.

In addition, there are some practical suggestions when working with such systems. First, in order to
keep the complexity of the system to a minimum while performing tests, we have opted for a
batched approach, a solution that collects data and recalculates the reward every hour. While in this
particular case this implementation is simpler than a properly live, data streaming solution, it does
create a time lag that Bandits are not specifically designed for. As we saw earlier, Bandits perform
at their best when the computation happens in real time. Second, bandits require binary data (given
a view on page X is there immediately a conversion). In our case, because of the structure of the
Skyscanner product, there can be a significant amount of time between a user viewing the widget
and the conversion. While batching data partially makes up for it, there can be cases where the
outcome of a certain page view is delayed and therefore not accounted for. Lastly, we have chosen
routes as context as the data showed it to be the segment with greatest variation in conversion rates.
However, for initial tests, fewer, less granular contexts such as market would mean more data
collected by each context and therefore a faster convergence of the algorithm.

This research has limits as every research. First of all, there is just a first phase of the
implementation and the company is still running the Multi Armed Bandit in its system to obtain
better results. Secondly, user’s needs and jobs to be satisfied were identified by the companies and

not directly by users.
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