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Abstract
The speed in which attacks appear and propagate
requires efficient cyber protections. New attacks
are mounted with the support of modern Machine
Learning (ML) and AI algorithms, e.g., by learning
users’ behavior from data. Fighting such attacks
requires systems that can learn attack patterns effi-
ciently and autonomously. ML and AI represent an
opportunity to evolve cyber-defenses, too. Here we
address and summarize our research efforts in this
direction: (1) anomaly detection in cybersecurity
using ML tools and in presence of adversaries, (2)
classification and generation of strings that are rele-
vant for cybersecurity, in particular passwords, sub-
domains and phishing URLs, and (3) AI-powered
network security, including new representations for
darknet traffic and adaptive honeypots.

1 Introduction
In this short paper we summarize the research activities car-
ried out at the Department of Computer Science of the Uni-
versity of Torino, concerning the application of ML and AI
to several cybersecurity problems. In particular, we descri-
be how we are using these algorithms for anomaly detection
in presence of adversaries, for the generation of synthetic da-
ta that can support cybersecurity tasks (e.g., feeding AI mo-
dels to fight attacks) and the use of AI for running systems
supporting network security.

2 Adversarial Anomaly Detection
At the Department of Computer Science of the University
of Torino we have done pioneering work on the applications
of ML to ICT security, especially in the areas of anomaly
detection and user authentication [Bergadano et al., 2002;
Bergadano et al., 2003]. In particular, we have proved that
keystroke dynamics can be used effectively to recognize legi-
timate users. This can be used for initial user authentication,
for continuous and multi-level authentication, and for anoma-
ly detection. The data we have used include keystroke dura-
tion and timing between one keystroke and the next. Every ti-
me a user strikes or releases a key, a time measurement is ob-
tained, as well as the identifier of the key. A trigraph, compo-
sed of three keyboard identifiers, is then associated to six time

measurements, that are then turned into corresponding delays
or time-differences. We have shown that such trigraph-based
delays can help learn highly accurate user classifiers.

More recently, we have been studying and applying Ma-
chine Learning to cybersecurity in an adversarial context
[Bergadano, 2020].

In particular, we have addressed the problem of evasion,
i.e., the possibility for an adversary to replicate the learning
process, or figure out its outcomes, and evade defenses ba-
sed on that knowledge. For example, in an intrusion detec-
tion scenario, the adversary could devise attacks that escape
detection. The adversary could for example generate a lar-
ge number of attack variants, and select the ones that are not
recognized by the classifier.

A common contermeasure to evasion is randomization
[Biggio et al., 2008; Rota Bulò et al., 2017]: the classifier
is made unpredictable by introducing random components in
a number of possible ways. In [Bergadano, 2019], we have
developed a general framework for classifier randomization,
that we have named "keyed learning", based on the idea that a
secret "key" is used in different moments of the learning pro-
cess. The adversary, not knowing the key, is unable to repli-
cate the learning process, and cannot evade detection based
on classifier knowledge.

Our keyed learning framework was applied to a practical
problem that has recently received increased attention in cy-
bersecurity: the detection of Web Application defacement.
The method proved effective on a large-scale experimenta-
tion based on data provided by a major Italian manufacturing
company [Bergadano et al., 2019].

We now are addressing the next challenge that we view as
important: finding out whether the keyed learning approach
to randomization can provide superior results, if compared to
simpler methods based on the introduction of random noise
into the learned classifier. This question, for which we do not
have an answer at the moment, can be approached both theo-
retically, using simple classifiers (e.g., linear or polynomial
discriminants, or simple decisione trees), and experimental-
ly, by testing the two approaches on well-know data sets, and
possibly on new data sets that are particularly adequate to this
purpose.



3 Data Generation for Cybersecurity
Automatic data generation can support several cybersecuri-
ty applications. Examples include the generation of strings
to automatically test applications, as well as the creation of
artificial datasets that augment AI models during training.

Here we illustrate the concept with three cases: automa-
tic password checking, domain generation and phishing URL
generation.

3.1 Password Checking
A password can be viewed as a string, and deciding whether
a password is strong or weak can be regarded as a string clas-
sification problem. Typically, a password is considered to be
weak if it is a simple mutation of a string belonging to a given
dictionary [Bergadano et al., 1998].

One could simply do a dictionary check, but this may be
time and space consuming. In [Bergadano et al., 1998],
we have transformed a dictionary into a decision tree clas-
sifier, using standard ML algorithms. The resulting classi-
fier could then tell whether a password is weak with reaso-
nable approximation and with high efficiency and dictionary
compression.

More recently, we have shifted our attention to the use of
Generative Adversarial Networks (GANs) for similar appli-
cations. It has been shown that a GAN can generate a lar-
ge number of passwords, starting form a dictionary (see, e.g.,
PASSGAN [Hitaj et al., 2017]). PassGAN, using the publicly
available dictionary "rockyou", was able to recognize 24,2%
for the set of passwords obtained from the Linkedin password
leak, though the two data sets are not directly related.

3.2 Subdomain Enumeration
Subdomain enumeration is used both in defensive and offen-
sive approaches to cybersecurity. As an offensive tool, it can
help discover hosts, naming policies, and vulnerabilities in
the target perimeter. Subdomain enumeration may also be
the basis for subdomain takeover. As a defensive control, it
can help devise subdomain names that are difficult to detect,
or list subdomains that should be given additional protection
because of their visibility.

Enumeration is followed by validation (check for actual
existence), but if this is done exhaustively it can be time con-
suming and hard to complete. Instead, we use GANs to gene-
rate subdomain candidates, using an innovative methodology
and providing an extensive experimentation that demonstra-
tes the practical usability of the method [Degani et al., 2022].
This research is being carried out in collaboration with the
University of Trento.

3.3 Phishing-Squatting Domain Generation
Phishing is a cyber attack in which attackers steal personal
information from users using fraudulent messages. Email,
SMS, and instant message apps have all been used as vectors
to carry phishing attacks. Phishing messages often include
URLs to bring victims to attackers’ systems where the fraud
actually takes place. The latter can be, for instance, a clo-
ne of login pages of famous services or fraudulent payment
systems. Phishing is usually coupled with cybersquatting, in

which attackers register domain names that are similar to le-
gitimate services to increase the probability of fooling vic-
tims. The protection against phishing is achieved by filtering
messages and by blocking malicious URLs. Both approaches
however suffer from limitations.

The identification of phishing content is effective when
phishing is distributed in massive campaigns (i.e., as spam).
Spear phishing, i.e., well-crafted phishing targeting specific
groups, is however much harder to be identified. Similarly,
blocking cybersquatting URLs requires the creation of block
lists that include new phishing/squatting domains as they are
registered. The management of such block lists is time-
consuming and often manual and, as such, inefficient against
zero-day attacks.

Using approaches similar to the subdomain enumeration
problem, we are developing new approaches to fight phi-
shing and cybersquatting using AI [Valentim et al., 2021;
Trevisan e Drago, 2019]. The key idea is to use data aug-
mentation to generate new samples of phishing content and
cybersquatting URLs proactively, thus challenging (and au-
tomatically improving) phishing detection system. In par-
ticular, we are focusing on the use of GANs and Transfor-
mers, with a case study on the generation of phonetic phi-
shing URLs. Our preliminary results, obtained in collabora-
tion with UNIBS and Polito, show that AI algorithms can ge-
nerate realistic phishing URLs with high potential to assist in
the update of block lists.

4 AI-Powered Network Security
Understanding network attacks is a key step for network se-
curity. The attacking surface has grown throughout the years
as more and more services are offered online. Automating se-
curity activities is paramount as a consequence, both to scale
up the protection systems that must handle large data volumes
as well as to speed up the reaction against zero-day attacks.

We are researching multiple ways to automate and sca-
le up network security tasks using ML and AI [Trevisan et
al., 2020b; Trevisan et al., 2017; Trevisan et al., 2020a].
In the following, we provide some details of two cases that
demonstrate the benefits of the approach.

4.1 New Representations for Darknet Traffic
Darknets (or network telescopes) are sets of IP addresses ad-
vertised by routing protocols without hosting services. Dark-
nets have been used as passive sensors for monitoring attacks
in the Internet, including the spread of botnets and the acti-
vity of scanners. Darknets receive a huge amount of packets,
including benign or uninteresting traffic, such as traffic from
scanners searching for well-known services and traffic due to
misconfigurations.

We have shown that darknet traffic arrives from hundreds
of thousands of sources, and various groups of sources col-
laborate to perform specific activities [Soro et al., 2019;
Soro et al., 2020]. For example, multiple bots belonging to
the same botnet usually collaborate to scan for services ai-
ming to launch to a particular attack. The darknet observes
the activity of these coordinated sources, however without
clear indications on which traffic is due to particular groups



or attacks. Identifying relevant events in darknet traffic is a
complex task, which can however bring important insights to
security analysts. We are working on methods to automate
the analysis of darknet traffic with the support of AI. We have
recently proposed Darkvec [Gioacchini et al., ], in conjunc-
tion with colleagues from Polito and Huawei. Darkvec is a
system to automatically identify coordinated sources in dark-
net traffic. Darkvec includes a novel representation for dark-
net traffic, automatically learned from the packets. It is based
on text mining approaches, in particular Word2Vec. It auto-
matically unveils temporal and spatial correlations on traffic
sent by different sources. We have demonstrated Darkvec in
a case study using darknet traces, in which the IP addresses
of multiple actors performing scans have been automatically
uncovered.

Darkvec helps security experts and network operators to
identify zero-day attacks, providing the means for protecting
networks in a timely fashion.

4.2 Adaptive Honeypots
Honeypots have been used as a complementary source of data
to obtain information about network attacks. Unlike darknets,
honeypots answer unsolicited traffic, trying to engage with
attackers to obtain details about their intentions and tools.

Honeypots are usually classified as high-interaction – when
real systems are deployed to be attacked, or low-interaction –
when a simulated environment is used instead. Both approa-
ches have drawbacks and advantages. The former are reali-
stic, but more risky and harder to operate. The latter are ea-
sier to be controlled and monitored, but suffer from higher
development and maintenance costs and the lack of realism.
Indeed, attackers often profile systems after the exploitation
of a vulnerability, identifying and avoiding honeypots.

We are building novel adaptive honeypots, including (i)
DPIPot, a honeypot that performs deep packet inspection to
identify the best approach to use when facing unsolicited traf-
fic [Rescio et al., 2021], and (ii) CannyPot, a honeypot powe-
red with Reinforcement Learning (RL) [Milan et al., 2021]
that learns strategies to react to attackers in autonomy.

Our CannyPot prototype, developed with Polito and Hua-
wei colleagues, can speak SSH and is already deployed on-
line for some months. The system observes terminal com-
mands sent by attackers and learns how to react using mul-
tiple real backend systems running in a controlled environ-
ment. The system’s RL engine guides the selection of stra-
tegies to respond to attacks, aiming to maximize the time at-
tackers remain connected to the honeypot. Preliminary resul-
ts demonstrate the advantage of CannyPot (currently under
review).

5 Concluding Remarks
In this short article we have described multiple examples of
results supporting the use of AI in cybersecurity applications.
While a complete automation of cybersecurity tasks is still
very unlikely in the short-term, given the complexity of the
problem, we believe that the application of AI for cybersecu-
rity will continue helping to reduce attacking opportunities,
thus increasing the protection of systems.
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