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Abstract In this article, we describe a hybrid recommender system (RS) in the artistic and
cultural heritage area, which takes into account the activities on social media performed
by the target user and her friends, and takes advantage of linked open data (LOD) sources.
Concretely, the proposed RS (i) extracts information from Facebook by analyzing content
generated by users and their friends; (ii) performs disambiguation tasks through LOD tools;
(iii) profiles the active user as a social graph; (iv) provides her with personalized sugges-
tions of artistic and cultural resources in the surroundings of the user’s current location. The
last point is performed by integrating collaborative filtering algorithms with semantic tech-
nologies in order to leverage LOD sources such as DBpedia and Europeana. Based on the
recommended points of cultural interest, the proposed system is also able to suggest to the
active user itineraries among them, which meet her preferences and needs and are sensitive
to her physical and social contexts as well. Experimental results on real users showed the
effectiveness of the different modules of the proposed recommender.

Keywords Cultural heritage · Recommender systems · Social network · Linked Open Data

1 Introduction

With the spread of mobile technologies, users can easily share online comments and pictures
regarding their visited points of interest (POIs), thus generating a vast amount of social data.
User modeling techniques based on activities on social networks are gaining increasing at-
tention from the research community (Carmagnola et al., 2007). However, such services suf-
fer from the absence of a standard for processing and managing social information. Hence,
Semantic Web technologies may be adopted to structure and enrich such data in order to
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integrate it, provide it with semantics, and make it available on the Web. Linked open data
(LOD) represents an enormous repository of structured data so that they can be interlinked
based on the semantic meaning (Bizer et al., 2009). This data can be freely queried by any-
one, machine or human, thus representing a unique resource to draw upon. In this paper, we
describe Cicero, a social recommender system (Biancalana et al., 2013; Ricci et al., 2015)
realized for analyzing how data extracted from a user’s activities on social networks may be
enriched with the semantic knowledge provided by LOD. Specifically, this recommender is
deployed in the artistic and cultural heritage domain.

The main contributions of this paper are the following ones:

– personalized POIs recommendation according to the user profile extracted from social
networks by means of a semantic-based match;

– enrichment of information provided to users exploiting the LOD cloud according to the
user profile;

– personalized itineraries recommendation according to the user profile and her physical
and social contexts.

The rest of this article is organized as follows. Section 2 details Cicero, namely, the pro-
posed approach to POI recommendation, the evaluation methodology and the experimental
results. Section 3 describes the itinerary recommender and shows the results of the experi-
mental evaluation performed on it. Section 4 presents some related works and their differ-
ences with our recommendation engine. Section 5 illustrates our conclusions and plans for
future work.

2 The Cicero Recommender

Cicero is a social recommender system realized for analyzing how data extracted from users’
activities on social networks may be enriched with the semantic knowledge provided by
LOD. Specifically, this recommender is deployed in the artistic and cultural heritage do-
main (De Angelis et al., 2017).

The recommendation process occurs in three steps. In the first one, the social network
is analyzed and relevant information about users and their activities is retrieved. Thereafter,
this information is represented as a model of user’s interests stored in a graph database
(i.e., Neo4j1). The last step is the recommendation itself. The Facebook2 social network has
been chosen because of the large amount of geo-referenced user data available through the
Facebook Places functionality.

2.1 Social Data Extraction

Activities on the users’ timelines, that is, the space where the users can collect posts, “like”,
stories, and multimedia, are the primary source of information for the recommendation. In
addition to the content on timelines, users can also report their position by submitting a

1 https://neo4j.com (Accessed: 26 November 2018). Actually, Neo4j can be used both for storing data
in RDF format and as semantic query engine, thus datasets such as DBpedia and Europeana can be easily
analyzed. Thus Neo4j allows us to overcome some of the limitations of the atomic/primitive RDF stores, such
as the impossibility to uniquely identify instances of relationships of the same type, or the inability to qualify
instances of relationships (Antoniou et al., 2012)

2 http://www.facebook.com/ (Accessed: 29 November 2018).
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check-in. The Facebook Graph API interface 3 allows developers to access this information
once the user has granted the application associated with the recommender system.

Given, for example, the status “Rome is really amazing! - at Colosseum”, as shown in
Figure 1, we can obtain the explicit Facebook tag Colosseum, along with its spatial coor-
dinates associated with the check-in. The social network platform assigns to each place its
category and city. The list of categories for places can be obtained via the graph API through
the appropriate search query.4 Such a list includes, for instance, concert venues, churches,
and libraries. In our example, the Colosseum is a Historical Place in the city of Rome, and
27 user’s friends have already checked-in.

Fig. 1 A user’s post on Facebook.

The textual content of posts is considered each time the place annotation is missing.
Because many Facebook pages related to POIs are created and managed by users, it is pos-
sible to have multiple pages associated with the same place. The textual content of pages is
not always correct and some pages refer to places not relevant for the community, such as
“My Home”. All these issues prevent the recommendation process from providing accurate
suggestions. For such reasons, the places obtained from the target user’s posts are subjected
to a disambiguation process, where multiple instances of the same place are merged, and
irrelevant information is discarded. GeoNames5 - a worldwide geographical LOD database -
is considered for this step. Briefly, an active user’s post is analyzed for extracting references
to relevant entities. Such entities are given as input to the GeoNames API that returns, if
available, the spatial coordinates of each entity. If the geographic distance between those
coordinates and the ones of the Facebook place is less than a given threshold (i.e., 500 me-
ters), they are deemed correct. If multiple coordinates are present, the ones that minimize
the distance are considered. The output of the disambiguation process is a unique URI on
DBpedia6. For instance, two pages such as “Università Roma Tre” and “Roma Tre Univer-
sity”, or “Biberach Baden-Wurttemberg” and “Biberach (district)” are being considered as
a single place by the recommender, respectively.

3 https://developers.facebook.com/docs/graph-api (Accessed: 29 November 2018).
4 The search query for getting from Facebook the list of categories is
search?type=place topic&topic filter=all.

5 https://www.geonames.org/ (Accessed: 29 November 2018).
6 https://wiki.dbpedia.org/ (Accessed: 29 November 2018).
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2.2 User Modeling

A direct and heterogeneous social graph represents a user model. Each vertex (or node) is
associated with one of the following classes:

– Person: an active Facebook user.
– Place: the visited place recognized by the extraction step.
– Location: the coordinates of a place.
– Category: the category of a place obtained by the Facebook page.

The edges (or ties) can assume one of the following labels:
– KNOWS: the edge connecting two Person nodes sharing a social tie.
– VISITED: the edge connecting a Person node to a visited Place.
– LOCATED IN: the edge connecting a Place node to a Location node at the time the

post was evaluated.
– HAS CATEGORY: the edge connecting a Place node to the corresponding Category

node.
The Person node representing a user and the graph of users sharing a social tie with her
form a Cicero’s social cluster (or cluster, as introduced in (Raad et al., 2013)). An example
of such a cluster can be found in Figure 2.

Fig. 2 Cicero cluster related to the user Alice.

In Figures 3 and 4, it is possible to note an excerpt of the social graph with Alice’s
friends, as well as the graph showing her friends that visited two given POIs.

2.3 Recommender Systems

In Cicero, different recommendation engines are implemented. They can be divided into two
main groups: social recommenders and semantic recommenders. Cicero allows the active
user to merge more recommenders in sequence in order to analyze their combined effects.
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Fig. 3 An excerpt of the Alice’s social graph.

Fig. 4 Alice’s friends that visited some POIs.

2.3.1 Social Recommenders

The Baseline Social Recommender (BS) randomly returns some of the places visited by
the community of the active user, which are in the surroundings (i.e., 5 kilometers) of her
current position. We used it as baseline in the experimental trials. Such recommender does
not exploit any user profile, thus providing non-personalized suggestions. Conversely, the
Community-Based Social Recommender (CM) and the Collaborative Filtering Social Rec-
ommender (CF) model the user’s preferences in terms of categories of interesting places.
Of all the Place nodes with a VISITED link to the Person node representing the user, the
Category nodes linked to them are returned, ranked in descending order according to the
score. This score is the number of HAS CATEGORY links direct to them. The output is then
filtered based on the following strategy: from the 238 Facebook categories, we selected the
37 categories related to the cultural heritage domain, such as City, Monument, Museum,
Historical Place, Touristic Attraction and Church. If the category extracted from the user
profile belongs to them, its initial score remains unchanged, otherwise it is reduced by a
θ value. In order to compute the best value for θ, we performed a sensitivity evaluation of
such parameter through a large-scale gradient descent algorithm (Zhang, 2004) with learn-
ing rate ζ = 0.1. In our experimental setup, such value was 0.7. The rationale behind the
Community-Based Social Recommender is that a friend is someone who can be trusted and
that, therefore, belongs to her trust network. It is highly likely that the most popular places
among friends are of interest for the target user as well. The algorithm queries the active
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user’s social graph to retrieve all Place nodes belonging to the previously computed cat-
egories, ranked in descending order according to the number of incoming VISITED links,
namely, the number of people who visited them. The preference score for a POI is then
assigned as a weight normalized based on the number of occurrences. After filtering the
returned items based on their coordinates, their number is limited to the top ten. Within the
community of a user’s friends, it is not necessarily that their interests correspond to her own.
Conversely, the Collaborative Filtering Social Recommender includes filtering techniques
peculiar to the collaborative approach. The goal is to select people with the most similar
preferences to the user’s ones, returning only the items related to them within the social
graph. The output of the algorithm consists of all Place nodes belonging to the preferred
categories, visited and tagged by friends with similar interests. The resulting list is filtered
based on the geographic location and sorted by the number of incoming edges to Place
nodes with VISITED label.

2.3.2 Semantic Recommenders

Semantic recommenders enrich user profiles with information from linked open data sources,
in particular from the DBpedia and Europeana7 projects. Europeana represents a multi-
lingual online collection of millions of digitized items from European museums, libraries,
archives and multi-media collections, with procedures for content providers. Figure 5 shows
some of the items related to the Colosseum resource that are available in the Europeana
collection. In Cicero, two different techniques for semantic recommendation are proposed:

Fig. 5 Multimedia available in the Europeana collection for the Colosseum resource.

DBpedia Recommender (DB) and Europeana Recommender (EU). The former takes advan-
tages of the LOD knowledge base of DBpedia. From a list of URIs of artistic and cultural
resources on DBpedia, this recommender suggests to the target user places sharing the same

7 https://www.europeana.eu/ (Accessed: 29 November 2018).
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semantic categories as the input resources. In the DBpedia Recommender, queries are for-
mulated in SPARQL. To enhance the user experience, the system is able to provide her with
not only the title of the resource, but also its representative image and an external link to the
corresponding Wikipedia page. This metadata can be easily extracted from the RDF dataset.
The Europeana Recommender explores the RDF graphs from the Europeana collection of
resources (e.g., paintings, maps, audio, and video resources) for suggesting those related
to the user’s interests. Further metadata is extracted in addition to the title and the subject:
the creator, the URL of the media resource (e.g., photos, audio, videos, or thumbnail in the
case of documents, books or manuscripts), and an external link to the respective page of
the Europeana website, thus enabling a more thorough contextualization of the item. Such
semantic recommenders are enhanced as follows. From a URI of a DBpedia resource, corre-
sponding to a place visited by the user, the algorithm navigates the DBpedia and Europeana
datasets and returns the concepts having the highest level of semantic similarity with the
input URI. In (Passant, 2010), the author proposes several theoretical methods for assessing
the semantic distance between two entities, which can be seen as a measure of how closely
related they are. A first mathematical estimate of the distance between two resources ra and
rb, named direct distance, is calculated based on the number of direct links from ra to rb and
vice versa, that is, Cd(ra, rb) and Cd(rb, ra) as follows:

Dd(ra, rb) =
1

1 + Cd(ra, rb) + Cd(rb, ra)
(1)

The second estimate, called indirect distance, is computed based on the number of links
from ra and rb to a third entity in common, and from a third entity in common towards ra

and rb, respectively, Cio(ra, rb) and Cii(ra, rb), as follows:

Di(ra, rb) =
1

1 + Cio(ra, rb) + Cii(rb, ra)
(2)

The third estimate, called combined distance, takes into account direct and indirect links, as
follows:

Dc(ra, rb) =
1

1 + Cd(ra, rb) + Cd(rb, ra) + Cio(ra, rb) + Cii(rb, ra)
(3)

Based on the previous definitions, let ci be the concept (extracted from the user data and
identified by an URI) in input, co the concept of which we want to assess the semantic
similarity with ci, and cx any node of the RDF graph, connected to ci, co, or both of them.
Let p, p1, and p2 represent the possible properties that can exist between two resources. The
graph patterns, expressed as RDF triples in the form of subject-predicate-object, which can
therefore occur in the dataset and contribute to the degree of similarity, are the following
ones:

– ci p co

– co p ci

– ci p1 cx . cx p2 co

– ci p1 cx . co p2 cx

– cx p1 ci . co p2 cx

– cx p1 ci . cx p2 co

The first two statements denote direct links, that is, patterns where ci and co belong to the
same RDF statement. The remaining statements are indirect: it is possible to reach co from
ci through a path with a higher depth level. In this way, our algorithms can infer that the user
was also interested in concepts related to the concepts mentioned by her. In other terms, the
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user may be interested in a c1 concept that is directly related to ci or she may be interested
in a c2 concept that is indirectly related to ci.

The following examples are related to concepts having the same semantic distance. The
first one is as follows:

ci = dbr:Colosseum

p1 = dbp:builder

cx = dbr:Titus

cx = dbr:Titus

p2 = dbp:builder

co = dbr:Arch of Titus

The example above shows that the Colosseum and the Arch of Titus are linked through the
emperor Titus, who built both monuments. The second example is as follows:

ci = dbr:Colosseum

p1 = dct:subject

cx = dbc:Amphitheatres in Rome

cx = dbc:Amphitheatres in Rome

p2 = dct:subject

co = dbr:Amphitheatrum Castrense

In this example, the Colosseum and the Amphitheatrum Castrense are linked through the
concept of Roman Amphitheatrum.

The output of semantic recommenders are a list of 〈ci, co〉 pairs sorted in descending
order according to their semantic similarity value. Figure 6 shows the prototype of the map-
based user interface implemented in Cicero. Each pinpoint represents a cultural resource
matching the active user’s interests and located near her current location. The user can click
on it to take advantage of all the resources made available by LOD sources. Figure 7 illus-
trates the case in which the user selected the pinpoint number four.

Fig. 6 The classic map-based UI of the recommender.
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Fig. 7 One of the multimedia available in the Europeana collection.

2.4 Experimental Evaluation

Fig. 8 A screenshot of the interface under heuristic evaluation.

In order to assess the performance of Cicero recommendations, we carried out an ex-
tensive user-centric experimental evaluation. The evaluation of a complex system such as a
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Table 1 Statistical data related to number of posts and photos analyzed in the experimental evaluation. The
numbers are average over the sample of users.

User User’s friends
Number of published posts 534 252,582
Number of published photos 195 92,235
Number of published geolocalized posts 28 13,244
Number of published geolocalized photos 44 20,812

Number of friends for user 473
Number of test users 50

social hybrid recommender system requires the integration of evaluation approaches from
different areas, such as adaptive and user modeling systems, recommender systems, etc.

The evaluation of a user-adapted system requires an evaluation of the different com-
ponents that collaborate to produce the adaptation. The so-called layered approaches have
been proposed for the separate evaluation of each adaptation feature. Such approaches iden-
tify at least two layers: the content layer (related to content recommendations), and the
interface layer (related to interface adaptations). This idea originated from Totterdell and
Boyle (1990), who first phrased the principle of layered evaluation. Karagiannidis and Samp-
son (2000) and Brusilovsky et al. (2001) also distinguished two levels in the adaptive pro-
cess: the interaction assessment phase and the adaptation decision-making phase. Examples
of layered evaluations can be found in (Brusilovsky et al., 2001; Paramythis et al., 2001;
Weibelzahl, 2001; Weibelzahl and Lauer, 2001; Weibelzahl and Weber, 2001; Weibelzahl,
2003).

In the evaluation of Cicero we adopted a standard layered evaluation approach, distin-
guishing the evaluation of the interface layer (see Section 2.6) from that the content layer
(recommendations), see Sections 2.5 and 3.3. Regarding the last point, several metrics are
used in the area of recommender systems in order to evaluate the recommendation quality,
and in particular we focused on: the predictive accuracy of the recommendation process, the
user’s selection of recommended contents (Sarwar et al., 2001; McLaughlin and Herlocker,
2004), and finally the perceived recommendation quality (Pu et al., 2011a).

2.5 Evaluation of content layer

2.5.1 User sampling

To this aim, we asked some users with an active Facebook account to participate in volun-
tary testing. The evaluation of the system was attended by a sample of 50 individuals aged
between 20 and 65 years, mostly students and academics. Statistics related to the number of
all the posts and photos analyzed during the experimental tests are reported in Table 1.

On average, each tester had 473 friends. The second column of the table shows statistics
for the single user only, the third column for her friends. As a whole, we analyzed 12,629,100
posts and 4,611,750 images. From the third column we can also see that only the 5,24% and
22,56%, respectively, of the 252,582 posts and 92,235 photos extracted from the stream of
activities produced on a single account of the social network, have a geolocalized tag. As
a result, the collaborative filtering algorithms proposed in Cicero can exploit - on average
per profile - a sample of 34,056 visited places (the 13,244 extracted from the posts plus
the 20,812 photos published by the user and her community) for user modeling. This data
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shows a social behavior by users while geotagging their own content on location-based
social networks. Generally speaking, users prefer to share their actual location when they
publish photos (61,1%) in comparison with when they add new posts on their own social
network profiles (38,9%).

2.5.2 Data security and protection policy

Before starting the experimental evaluation, we asked the participants - all of them were
volunteers - their informed consent for collecting data according to the current Italian pri-
vacy law (D.L. 196/2003). We thoroughly informed them of the ways in which we would
collect, use, and store data related to their activities on Facebook. Children or minors, peo-
ple not able to understand the above information due to any reasons, were not recruited.
Moreover, users were at any time able to withdraw from the system and request their data
to be removed. During the experiments, effective security and privacy measures were taken
to prevent any leakage of personally identifiable information belonging to users. The overall
data storage was implemented in compliance with EU General Data Protection Regulation
(GDPR).

2.5.3 Evaluation in terms of nDCG

Several techniques have been proposed for assessing the predictive accuracy of the recom-
mendation process. We employed the normalized version of Discounted Cumulative Gain
(nDCG) (Järvelin and Kekäläinen, 2002), which ensures important advantages compared to
other evaluation metrics (Wang et al., 2013). It measures the utility (relevance) of an item
based on its position in the returned list. The nDCG is usually truncated at a particular rank
level p to emphasize the importance of the first retrieved documents. Its definition is as
follows:

nDCG@p =
DCG@p
IDCG@p

(4)

where the Discounted Cumulative Gain (DCG) is defined as follows:

DCG@p = rel1 +

p∑
i=2

reli
log2 i

(5)

with reli being the graded relevance of the i−th result. The Ideal DCG (IDCG) for a query
corresponds to the DCG measure where scores are resorted monotonically decreasing, that
is, the maximum possible DCG value over that query. nDCG is often used to evaluate search
algorithms and other techniques whose goal is to order a subset of items in such a way that
highly relevant documents are placed on top of the list, while less important ones are moved
lower. Basically, higher values of nDCG mean that the system output gets closer to the ideal
ranked output.

The evaluation procedure of the system consisted of several steps. In the first phase, Ci-
cero had to acquire enough data to infer and model the user’s interests. After having access
to their Facebook account through the Cicero interface, testers enabled the framework to
extract and store their own information (such as name, city of residence, gender, work, edu-
cation, visited places) and then data related to their friends, especially all those places tagged
on a post or photo. The second phase was the actual evaluation. Cicero provided the target
user with a list of ten items recommended through a particular pipeline of algorithms, with
the user unaware of details. For each list of objects returned by the selected recommender,
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the user was asked to assign a rating to each item according to the degree of relevance to her
interests. The rating was expressed in the range of a 5-point Likert scale. For each rank and
algorithm the system averaged the ratings collected from users. Those values represented
the gain reli (see Eq. 5) of each document and were used to obtain the results in terms of
nDCG@p measures.

Table 2 Comparison of recommendation algorithms in terms of accuracy (where RS: Recommender System,
BS: Baseline Social, CF: Collaborative Filtering Social, CM: Community-Based Social, EU: Europeana, and
DB: DBpedia).

RS nDCG@1 nDCG@5 nDCG@10
BS 0.22 0.31 0.36
DB 0.41 0.49 0.54
EU 0.43 0.50 0.56
DB-EU 0.47 0.54 0.62
CM 0.37 0.49 0.53
CM-DB 0.43 0.55 0.58
CM-EU 0.47 0.58 0.63
CM-DB-EU 0.52 0.63 0.69
CF 0.56 0.65 0.70
CF-DB 0.62 0.68 0.73
CF-EU 0.66 0.71 0.78
CF-DB-EU 0.70 0.73 0.83

Table 2 summarizes the obtained results. These results show that the Baseline Social
Recommender (BS) was not effective. The accuracies of the Community-Based (CM) and
Collaborative Filtering (CF) recommenders were higher, being able to personalize recom-
mendations. Even the pure semantic recommenders, namely, algorithms that exploit the
LOD knowledge bases of DBpedia (DB) and Europeana (EU) and are personalized through
the profile of the target user without information concerning her friends and the users more
similar to her, allow the system to obtain performances significantly higher than those of the
baseline. However, the recommenders that exploit the strengths of both (semantic and social)
techniques always enable Cicero to achieve the highest performance in terms of nDCG@p
in the various scenarios, showing the significant benefits of the synergistic action of the two
techniques.

2.5.4 Statistical significance analysis

A truly comprehensive and rigorous evaluation includes the statistical significance analysis
of the experimental results. In other terms, it is needed to prove that the observed values
are real and not due to chance. In our scenario, this analysis results in verifying that the
collaborative algorithms are actually better than the baseline and the recommender systems
based on the context information extracted from linked open data can provide more accurate
recommendations than recommenders based only on the analysis of the user’s social graph.
Among the different tests proposed in the research literature, we chose the ANalysis Of
VAriance (ANOVA) test (Fisher, 1925).

In order to assess the statistical significance of the results obtained for the perceived
accuracy of the proposed recommendation algorithms, a single factor ANOVA test has been
carried out on the achieved nDCG@p values. More specifically, four ANOVA tests were per-
formed. The first three trials compared the results for each of the following three pipelines:
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Table 3 Results of the ANOVA test on all the pipelines. The upper table shows the Mean and the Variance
of the nDCG@p values (for p = 1, ..., 10) for each group; the lower table shows other significant ANOVA
values according to different Sources of Variation (Between-Groups, Within-Groups e Total): Sum of Squares
(SS), Degrees of Freedom (DF), Mean Square (MS), Ftest , P-Value, and Fcrit .

Groups Mean Variance
BS 0.246667 0.074348
CM 0.453333 0.026531
CM-DB 0.539920 0.011027
CM-EU 0.567638 0.017169
CM-DB-EU 0.643427 0.023103
CF 0.617257 0.032665
CF-DB 0.684317 0.021217
CF-EU 0.723226 0.02044
CF-DB-EU 0.787413 0.039552

Source of variation SS DF MS Ftest P-Value Fcrit

Between-groups 0.326497 8 0.040812 19.28871 7 E-14 2.960351
Within-groups 0.124835 59 0.0002116
Total 0.451332 67

1. Baseline Social Recommender (BS) - Community-Based Social Recommender (CM) -
Collaborative Filtering Social Recommender (CF);

2. Collaborative Filtering Social Recommender (CF) - Collaborative Filtering Social Rec-
ommender + DBpedia (CF-DB) - Collaborative Filtering Social Recommender + Euro-
peana (CF-EU) - Collaborative Filtering Social Recommender + DBpedia + Europeana
(CF-DB-EU);

3. Community-Based Social Recommender (CM) - Community-Based Social Recommender
+ DBpedia (CM-DB) - Community-Based Social Recommender + Europeana (CM-EU)
- Community-Based Social Recommender + DBpedia + Europeana (CM-DB-EU).

The fourth ANOVA test was accomplished on all the nine possible pipelines in a single
group. In all four cases, the null hypothesis could be rejected, because the computed Ftest

was significantly higher than the corresponding Fcrit value. In order to not excessively weigh
down the manuscript, we only report the results of the last test, which considered each of
the nine possible pipelines as groups. The obtained results are shown in Table 3, which is
arranged in two sections. The upper one shows all input data, namely, the Group, the Mean,
and the Variance of the nDCG@p values for all ranks (i.e., for p = 1, ..., 10). The lower one
reports the results of the ANOVA test, therefore, the Variance between Groups (Between-
groups), the Variance within Groups (Within-groups), the Sum of Squares (SS), the Degrees
of Freedom (DF), the Mean of Squares (MS), the Ftest, the P-Value, and the Fcrit. It can be
noted that the value of Ftest was far greater than the value of the corresponding Fcrit, so the
null hypothesis could be rejected.

2.5.5 Evaluation in terms of novelty, serendipity, and diversity

In our evaluation tests we considered not only the perceived accuracy (i.e., the degree to
which the user feels the recommendations match her interests and preferences) of predic-
tions, but also their novelty (i.e., how unknown the recommendations are), serendipity (i.e.,
how surprising the relevant recommendations are), and diversity (i.e., how dissimilar the
recommendations are) (Pu et al., 2011b). We decided to evaluate such metrics in the same
way they are perceived by the users. Thus, we exploited a questionnaire, given to all the
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users involved in this evaluation phase, since we wanted to collect their real opinions and
feelings.

To this aim, after evaluating the recommender in terms of predictive accuracy, the user
had to express her agreement/disagreement, in a Likert 5-point scale, with the three follow-
ing statements:
“This recommender helped me discover items I did not know before” (novelty);
“This recommender helped me discover surprisingly interesting items I might not have
known in other ways” (serendipity);
“The recommended items are different to each other” (diversity).
Figure 9 summarizes the average values of such ratings on the different proposed pipelines
of recommenders.

D AT I  G R A F I C O

Categoria Novelty Serendipity Diversity

BS

CM

CM-DB

CM-EU

CM-DB-EU

CF

CF-DB

CF-EU

CF-DB-EU

3,900 2,734 2,750

3,170 3,670 3,166

4,166 4,444 2,666

3,575 3,875 3,250

3,857 4,857 2,428

3,480 3,400 3,160

4,500 4,500 3,750

3,666 4,333 3,666

3,571 4,571 2,285

3

4

5

BS CM CM-DB CM-EU CM-DB-EU CF CF-DB CF-EU CF-DB-EU

Novelty Serendipity Diversity

Fig. 9 Comparison of recommendation algorithms in terms of novelty, serendipity, and diversity (where BS:
Baseline Social, CF: Collaborative Filtering Social, CM: Community-Based Social, EU: Europeana, and
DB: DBpedia).

As expected, the Baseline Social recommender (BS) achieved lower serendipity val-
ues than the other social recommenders (i.e., CM and CB), which profile users as social
graphs. The high average score (3.9/5) of the novelty metric related to the BS recommender
is due to the fact that, randomly choosing items from those referenced by the active user’s
friends, the recommender is highly likely to recommend a cultural resource unknown to her.
The corresponding low value (2.74/5) of serendipity denotes that testers did not consider
the recommender so useful in discovering new relevant items, but they were convinced to
be able to achieve the same goals by themselves. Comparing the results of social recom-
menders with those of social+semantic recommenders, it can be noted again that leveraging
LOD knowledge bases leads to better results in terms of not only the perceived accuracy,
as shown before, but also novelty and serendipity. The combined use of DBpedia and Eu-
ropeana brings the highest values (4.84/5) of serendipity, even though the recommenders
exploiting only one of these components achieved still satisfactory results. Diversity was
the metric with the lowest values. The highest score (3.75/5) was obtained by the CF-DB
recommender. Interestingly, the CF-DB-EU recommender obtains the lowest performance
in terms of diversity. Evidently, the combined use of both LOD sources, on the one hand,
allows the system to recommend to the target user POIs that positively surprise her, but, on
the other hand, the categories of the suggested venues are rather similar to each other. This
is probably due to the nature of the deployed techniques that rely on the concept of semantic
similarity to identify resources of probable interest to the active user.
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2.6 Evaluation of interface layer

During the preliminary phase of development of Cicero we carried out a heuristic evaluation
of the first release of the interface.
The heuristic evaluation was carried out by two separate HCI experts on a set of static
interface prototypes (see Fig. 8) with the aim of checking i) the usability of the interface
and the conformance to general HCI principles; ii) the usability of the adaptive behavior
of the system, based on the existing literature in adaptive systems evaluation (Jameson,
2006; Gena and Weibelzahl, 2007). In particular, the experts were asked to follow Jameson’s
five usability challenges (Jameson, 2006) for adaptive interfaces, in addition to the standard
usability heuristics (Nielsen, 1999). In particular, the experts found problems of

– transparency, explaining to the user what is happening, and better explaining what the
system is recommending and why, e.g. adding explanations as ”Hello Giuseppe, here are
our suggested routes, and below choose one of the paths that we recommend to you”,
etc.;

– breadth of experience, namely giving more alternatives and recommendations to the
user, e.g. it might be useful to suggest her alternative routes (as Google Maps does),
telling the user whether the itinerary is reachable by foot or by by bus), etc.;

– feedback, adding interactive feedback when the user focuses on an itinerary (e.g., for
each route the user chooses reporting the title of the route and the total duration), adding
the user presence on the screen (e.g., the user must perceive that she is logged in, with the
right icon and under the user’s name, which add a feeling of personalization), linking the
stop points to some more information on them (if underlined, they immediately appear
to be links), etc;

– labeling naming the routes, instead of numbering them, etc.

This evaluation led to a first re-design both of the user interface and of some aspects of
the system functions. Moreover, thanks to the suggestions emerged during the expert evalu-
ation, we decided to add, in a future re-design of the system, a 3D map-based navigation, in
order to increase the user orientation among streets and monuments.

3 Itinerary Recommendation

3.1 The Recommender

The module of the system presented in Section 2 analyzes the activities performed by the
target user and her friends on social media and provides her with personalized suggestions
of artistic and cultural resources located nearby. However, these resources can be numerous
and, moreover, not available or of little use at the time when the user is active on the system.
The solution to those problems is supplied by an additional module of the system that is
able to recommend personalized itineraries. Such itineraries take into account not only the
active user’s interests and information needs, but also her physical and social context. In the
proposed itinerary recommender each user is profiled as a vector of weights whose values
(between 0 and 1) express the user’s interest in a certain category of points of interest (POIs)
(see Table 4).

Such user profile is explicitly created and implicitly updated. More specifically, when
registering on the system, the user is shown a form (see Fig. 10) and asked to indicate her
main interests by clicking on a series of images related to the 37 different categories of POIs,
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Table 4 Examples of user profiles.

Arts Museums Monuments Churches ... Theatres Exhibitions
User1 0.80 0.70 0.20 0.13 ... 0.25 0.42
User2 0.23 0.15 0.71 0.56 ... 0.50 0.83
User3 0.44 0.68 0.10 0.20 ... 0.14 0.21
User4 0.15 0.19 0.20 0.77 ... 0.69 0.40

Fig. 10 The form shown to the user during the registration process.

in order to craft an initial representation of her profile. Then, the implicit feedback step takes
place every time the user leaves a check-in on the online service.

Let us introduce the function fvenues in such a way:

fvenues(U)→ P(V) (6)

which returns the venues visited by a given user, and the function cat that returns the vector
of categories associated with a venue, for instance:

cat(Rome Colosseum) =
[
0, 0, 1, 0, · · · , 0, 0

]
(7)

The vector w that represents the user profile is drawn at each new check-in as follows:

wu = w(0)
u +

∑
v∈ fvenues(u) cat(v)
| fvenues(u)|

(8)

A crucial factor in the recommendation process is the current physical context, namely, any
information that can be used to characterize the situation of an entity (Dey, 2001). In this
case, entities are the active user and the POIs, whilst information concerns the current loca-
tion, the time of the day, the day of the week, the weather conditions, the means of transport,
and so on. Almost all this information can be determined without the user’s involvement.
The location is detected by the GPS sensor of the mobile device, as well as the means of
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transport is detected by the accelerometer. Moreover, the weather conditions are obtained
by querying weather services, based on the current location.

Since the main goal is the recommendation of popular routes, the problem has been
modeled as the search of a direct graph. Each node represents a POI extracted from LOD
(see Sect. 3.2), each edge represents a direct link between two POIs, with a weight denoting
their distance in terms of time (minutes). For the graph construction, we have to select the
set of POIs, and then derive the set of edges among them. Therefore, the first step is to
select the rectangular region containing those POIs, which is delimited by the latitudes and
longitudes of the starting point (obtained from the GPS sensor of the device), and the end
point (entered by the user). After defining the region boundaries, all the POIs included in the

Fig. 11 Detection of the region boundaries for the POIs selection.

database that fall within this area, form the graph nodes. Such POIs are then filtered based
on the contextual information. For instance, time and weather conditions can be used to rule
out all the POIs that would be not valid for the current situation. The schema of the system is
reported in Figure 13. The edge inference and the graph construction occur as follows. The
information related to an edge comprises the shortest path to get from one node to another
and the traveling time, taking into account the user’s means of transport. Obviously, if the
user is walking, the edge weight will be increased. Such information is obtained through the
Google Maps API 8: for each pair of nodes (ei, e j) the system asks Google for the traveling
time from ei to e j and the traveling time to e j to ei, thus creating the edge. Starting and
end nodes are slightly different from the other nodes: while the latter have both incoming
and outgoing edges, the starting node has only outgoing edges, the end node only incoming
edges. Once all the edges are inferred, a complete graph from the starting node to the end
node is obtained. Then, a routing algorithm is executed on it. Clearly, our aim is to lead
the user to the final node through the least expensive path (i.e., the shortest), which at the
same time includes both the most popular and user-personalized venues. The basic idea is,

8 https://developers.google.com/maps/ (Accessed: 29 November 2018).
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Fig. 12 Selected POIs in the detected region.

Fig. 13 Schema of the Itinerary Recommender.

therefore, to look for all the possible eligible routes (i.e, those that fall within the time frame
set by the user) and, then, sort such routes according to a certain score function.

First, we thought to use the Dijkstra’s algorithm (Dijkstra, 1959) for the path search:
given a weighted graph (V, E) with non-negative costs, a source node s, and a destination
node d, the Dijkstra’s algorithm is able to solve the problem of the shortest path from the
origin to all the other nodes in time O(V2) and, therefore, it seemed an excellent starting
point on which to rely some subsequent reasoning. The pseudocode of the algorithm is
shown in Algorithm 1.

However, it is not the ideal algorithm for our goal as it does not take advantage of
all the time available to the user or maximize the number of places to visit. In fact, the
Dijkstra’s algorithm searches for the shortest path, taking into account only the cost, that is,
the time that is taken to arrive from the source node to the destination node. Therefore, it does
not consider user’s preferences in any way, which is not insignificant for a recommender
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Algorithm 1 Dijkstra’s algorithm

Input:
graph G=(V,E)
start node s
edge lengths l

// initialize
1: s.dist← 0
2: for each node v ∈ V − {s} do
3: v.dist←∞
4: end for

5: insert all nodes in a priority queue pQ keyed by the dist field
6: while pQ is not empty do
7: v← remove node in pQ with smallest dist field among queue elements
8: for each node w such that (v,w) ∈ E do
9: if w.dist > v.dist + l(v,w) then

10: w.dist← v.dist + l(v,w)
11: update pQ to reflect changed value of w.dist
12: w.pred← v
13: end if
14: end for
15: end while

system. Consequently, we looked for another way that could fill these gaps. Based on the
system presented in (Hagen et al., 2005), an algorithm was devised to consider all this.
More specifically, starting from the itinerary made up of only the starting and end points,
further POIs are gradually inserted until all the available time has been spent. This insertion
is not random, but occurs while sorting the remaining POIs based on several factors, such as
popularity and distance. We gave the name of PVTour (PopularVenueTour) to this algorithm,
whose pseudocode is shown in Algorithm 2.

The routing algorithm returns many itineraries from the starting node to the end node.
In order to obtain the first k of them, which maximize the user’s satisfaction, the following
scoring function is used:

score(u, vi) = α

n∑
i=1

pop(vi)−β
n−1∑
i=1

dist(vi, vi+1)+γ f (n)+δ
n∑

i=1

sim(u, vi)+θ
n∑

i=1

soc(u, vi) (9)

where u is the user and vi is th i-th venue, with i from 1 to n. This function is made up of
several terms. All of them are normalized and weighed by constants whose values were set
through gradient descent optimization performed on a dataset extracted from Foursquare.
More specifically,

– The first term denotes the relevance/popularity level of individual POIs. The popularity
level of an itinerary is calculated by summing all the users’ check-ins in each POI;

– The second term represents the total distance of the itinerary, which is given by the sum
of the traveling times of each single path. This term is the only negative one, in order to
give greater relevance to the shorter routes than the longer ones;

– The third term takes into account the number of venues in the path;
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Algorithm 2 PVTour

Input:
graph G=(V,E) . A graph
startNode . Start node
endNode . End node

Output:
routeList . A list of route

// initialize
1: routeList ← ∅
2: route← [startNode, endNode]
3: candidateList← list of all venues in the graph

4: while candidateList is not empty do
5: move v at the head of candidateList
6: RE(route,candidateList,true)
7: end while
8: return routeList

Algorithm 3 Route Enhancement (RE)

Input:
route . A route
candidateList . A list of candidate venues

1: if f irstCall = false then
2: candidateList← sort candidateList
3: end if
4: for each venue v ∈ candidateList do
5: n← remove first venue from candidateList
6: newRoute← try to insert n into route
7: if exists newRoute then
8: RE(newRoute,candidateList,true)
9: end if

10: end for
11: add route to routeList

– The fourth term expresses the path affinity with the user’s taste: for every POI, its affinity
with respect to the user’s interests is assessed. Such a value is computed through the
cosine similarity function between the weight vector representing the user profile and
the weight vector representing the POI category;

– The last term gives the social contribution, which includes information derived from
social networks. The assumption behind this is that if some friends of the active user
perform check-ins in a given POI, it receives a bonus value depending on the check-ins
amount. More formally, given a user u, the set of her friends can be denoted by:

ffriends(U)→ P(U) (10)
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If we consider the subset of user’s friends that visited the same venue vi as the u-user
did as follows:

f (vi)
friends(u) = ui ∈ ffriends(u)|ui and u shares the check-in vi (11)

We can define the soc(u, vi) function as follows:

soc(u, vi) =

[
1 + e

−k
f (v)
friends (u)

ffriends (u)

]−1
(12)

which basically resembles a logistic function which behaves linearly when the number
of friends that share a check-in with u is limited, and reduces the growth of this term
when the number of shares moves towards the total number of friends of u.

3.2 Data Extraction from LOD

Each single point of interest that composes the final itinerary is created by extracting data
available in the LinkedGeoData dataset9 using appropriate SPARQL queries. An example
of such queries is shown in Query1, which allows POIs to be filtered based on the current
context of use (i.e., location and opening hours).

Query 1 Example of SPARQL query

PREFIX lgdo: <http://linkedgeodata.org/ontology/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns]>
PREFIX g: <http://www.w3.org/2003/01/geo/wgs84 pos]>
PREFIX lgd-addr: <http://linkedgeodata.org/ontology/addr3A>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema]>

SELECT ?obj (SAMPLE(?l) AS ?label) (SAMPLE(?lat) AS ?latitudine)
(SAMPLE(?long) AS ?longitudine) (SAMPLE(?openHours) AS ?open)
(SAMPLE(?tipo) AS ?category) (SAMPLE(?street) AS ?s) (SAMPLE(?number) AS ?numb)
WHERE {
?obj rdf:type ?tipo
FILTER regex(str(?tipo), “http://linkedgeodata.org/ontology/Museum”)
?obj rdf:type lgdo:Museum ;
rdfs:label ?l ;
g:lat ?lat ;
g:long ?long
OPTIONAL
?obj lgdo:opening hours ?openHours

OPTIONAL
?obj lgd-addr:street ?street

OPTIONAL
?obj lgd-addr:housenumber ?number

FILTER ( ( ( ( ?lat > 41.79 ) && ( ?lat <= 41.99 ) ) && ( ?long > 12.39 ) ) && ( ?long <= 12.59 ) )
}

GROUP BY ?obj

9 http://linkedgeodata.org/ (Accessed: 29 November 2018).
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The SPARQL endpoint for the dataset is http://linkedgeodata.org/sparql. Ini-
tially, the query searches for all the objects in the dataset (?obj) that have the field rdf:type
equal to http://linkedgeodata.org/ontology/Museum. In this way, it is possible to
retrieve all the elements that have been tagged as Museum. At this point, the characteristics
of the POI are saved so that they can be used as a filter to allow us to retrieve the results.
More specifically, the previous query retrieves the name (label) of the POI, its geographical
coordinates (latitude and longitude) and, if available, the opening hours of the venue, the
street in which it is located and the street number. Then, the results are filtered according to
the location for obtaining the POIs available in the surrounding of the itinerary to be deter-
mined. Once all the information has been obtained, the venues are created and subsequently
filtered based on the current context of use.

3.3 Evaluation of the itinerary recommendations

This section summarizes the findings of the experimental evaluation of the itinerary rec-
ommender. We focused here on the the user’s selection of recommended contents (content
layer). Tests were performed on a sample of 40 real users, whose characteristics are reported
in Table 5. Also in this experimental evaluation, all the necessary security and privacy mea-

Table 5 Characteristics of testers.

Item Frequency Percentage

Gender Male 23 58%
Female 17 43%

Age
18-30 34 85%
31-50 3 8%
51-70 3 8%

Profession

Student 16 40%
Teacher 1 3%

Employee 16 40%
Freelancer 4 10%

Unemployed 3 8%

Evaluated Contexts

Rome 11 28%
London 8 20%

Paris 5 13%
New York 10 25%
Florence 6 15%

sures for guaranteeing participants the protection of their data were taken (see Sect. 2.5.2).
All testers had an active account on one or more social networks. First of all, we cre-

ated five different scenarios with different contexts, so as to have the most possible varied
situations. An example is: “suppose yourself to be in Rome, in Termini Railway Station, it
is raining, on Monday, at 2 pm, by car, traffic is heavy; you have six hours to get to Piazza
Navona”. Each tester was presented with one of these five scenarios randomly chosen. Based
on the scenario and the user profile, the system returns the first ten itineraries, for each of
which the user has to express her satisfaction through a five-point Likert scale. Itineraries
are randomly returned to the target user, so as to preserve the rating fairness.

Also in this case, the performance of the recommender was assessed in terms of the nor-
malized version of Discounted Cumulative Gain (nDCG). As seen in Section 2.5.3, nDCG is

http://linkedgeodata.org/sparql
http://linkedgeodata.org/ontology/Museum
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Fig. 14 Values of nDCG for different rank levels.

usually truncated at a particular rank level to emphasize the importance of the first retrieved
documents. To focus on the top-ranked items, we considered the nDCG@p by analyzing
the ranking of the top p itineraries in the recommended list with p from 1 to 10.

The graph shown in Figure 14 illustrates the average values of nDCG for each position,
based on the ratings of 40 users. The x-axis reports the rank (from 1 to 10), while the y-axis
displays the respective value of nDCG. Analyzing the obtained results, we can notice how
the system allowed us to achieve high nDCG values, showing high accuracy performance.

3.3.1 ANOVA Test

Also in this case a statistical significance analysis of the obtained experimental results has
to be performed. The most important data for the ANOVA test is shown in Table 6.

Table 6 Data for ANOVA test.

Dijkstra PVTour PVTour+Cont. PVTour+Cont.+Soc. Total
Size 40 40 40 40 160

Mean 2.125 3.225 3.725 3.775 3.213
Stand. Dev. 1.749 1.06 0.741 0.758 1.077

S S Qa 47.306 0.006 10.506 12.656 70.475
S S Qe 122.375 44.795 21.975 22.975 212.3

For each of the four algorithms we first calculated the sample size ng (the number of the
submitted ratings), the average of the ratings of each algorithm mi with the relative standard
deviation σi, and the total average m with the relative total standard deviation σ. Then, we
determined the sum of the squared mean deviations of each algorithm mi from the total mean
m (S S Qa, or intergroup squares) and the sum of the mean squared deviations of the single
ratings vg j compared to the mean mi of the group to which they belong (S S Qe, or intragroup
squares), according to the following formulas:

S S Qa =

G∑
g=1

ng(mg − m)2 (13)
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S S Qe =

G∑
g=1

ng∑
j=1

(vg j − mg)2 (14)

The Ftest variable becomes:

Ftest =
S S Qa/(G − 1)
S S Qe/(n −G)

(15)

where G is the number of algorithms (i.e., 4), ng is the number of votes for each algorithm
(i.e., 40), and n is the total number of observed ratings (i.e., 160). After performing all the
calculations, we get (see Table 7)

S S Qa = 70.475 (16)

S S Qe = 212.3 (17)

and, hence,

Ftest =
70.475/(4 − 1)
213.3/(160 − 4)

= 17.26 (18)

This value is compared with the values of a random variable Fcrit of Snedecor with 3 (i.e.,
4 − 1) and 156 (i.e.,160 − 4) degrees of freedom. The critical value is the number that the F
variable must exceed to reject the null hypothesis. If we accept a false positive percentage
of 5% = 100% − 95% (probability level p = 0.05) then this critical value is:

Fcrit(0, 95; 3; 156) = 2.66 (vedi Fig. 15) (19)

Therefore, being 17.26 � 2.66, namely, Ftest � Fcrit, we can reject the null hypothesis

Table 7 Data for the computation of the Ftest value.

Deviation Degrees of freedom Variance
Between groups 70.475 3 23.942
Within groups 212.3 156 1.361

which provided for the absence of effects and it is concluded that at least one of the two
variables, that is, context and social, plays a significant role for the purpose of the recom-
mendation. The complete algorithm is, hence, more effective than the one without context
and social data, and even more effective than the Dijkstra’s algorithm, as shown in Table 6.

4 Related Work

The research literature is rich in recommender systems in the cultural heritage area (Ardis-
sono et al., 2012), but - as far as we know - few of them take advantage of both social
and linked open data for providing users with items relevant to their actual interests and
preferences.
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Fig. 15 Snedecor table.

4.1 Semantic POI recommender systems in the cultural heritage domain

In the last years, some approaches for providing recommendations in CH based on semantic
data have been presented, especially exploiting domain ontologies and vocabularies, such
as (Ruotsalo et al., 2013), (Moreno et al., 2013), (Bartolini et al., 2013), (Albanese et al.,
2011), (Wang et al., 2009).

Smartmuseum (Ruotsalo et al., 2013), is a mobile recommender system that exploits
ontologies to provide the user with context-aware personalized access to digital CH (such as
museums or buildings of architectural interest, and objects on those sites, such as sculptures
or other works of art, and provides explanatory descriptions and multi-media content asso-
ciated with individual objects). The Smartmuseum system utilizes Semantic Web languages
(RDF, RDFS) as the form of data representation. Ontologies are used to bridge the semantic
gap between heterogeneous content descriptions, sensor inputs, and user profiles.

SigTur/E-Destination (Moreno et al., 2013) is a Web-based system that provides person-
alized recommendations of touristic activities in the region of Tarragona. Such activities are
classified using an ontology, which guides the reasoning process. The recommender takes
into account many kinds of data: demographic information, travel motivations, the actions
of the user on the system, the ratings provided by the user, the opinions of users with similar
demographic characteristics or similar tastes, etc.

In (Bartolini et al., 2013) a recommender engine in the CH domain is described. Such a
system can provide context-aware recommendations of heterogeneous multimedia data (i.e.,
images, videos/shots, documents) based on low level descriptors and semantic annotations
of multimedia resources and a user model expressed as a list of tags.

Albanese et al. (2011) present a strategy for a semantic multimedia recommender system
that computes customized recommendations using semantic contents and low-level features
of multimedia objects, past behavior of individual users and behavior of the users commu-
nity as a whole.

Wang et al. (2009) present a content-based recommender able to suggest art-related
concepts on the basis of user ratings of artworks. To mitigate the semantic complexity in the
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datasets, the authors identify several semantic relations within one vocabulary and across
different vocabularies (AAT, ULAN, SKOS).

More recently, few systems have stared to exploit the great opportunity provided by
(semantic) Linked Open Data (Thalhammer, 2012), such as (Varfolomeyev et al., 2015)
and (Lo Bue et al., 2015).

Varfolomeyev et al. (2015) provide smart personal assistants for the tourism recommen-
dations, exploiting semantic relations over data on historical objects available as LOD, and
thus augmenting POIs with historical facts. The user preferences are determined by a set
of categories, which define the POIs that the user has already chosen. They exploited well-
known mathematical methods to compute distance among categories on the smart space.

Lo Bue et al. (2015) propose an approach to provide users with context-aware person-
alized recommendations of CH resources based on their previous visit experiences. The
cultural objects are represented through semantic and LOD models. The matching between
those resources and the user’s interests is performed using a graph similarity technique,
reverse path length applied to a graph of ontology terms extracted from DBpedia. A first
fundamental difference with our approach lies in the user model. The authors of both the
approaches represent the user’s interests as sets of words extracted from textual descriptions
of resources the users appreciated/visited. On the contrary, we extract the interests from the
social media activities of users and model users through a heterogeneous social graph. A
further difference consists in the metric used to evaluate the semantic relatedness between
user’s interests and available resources. Varfolomeyev et al. exploit probabilistic distance,
Lo Bue et al. analyze the reverse path length, while we consider the total number of occur-
rences in a set of graph patterns.

Table 8 summarizes the main features of the cited work with respect to Cicero.

4.2 Itineraries recommendations

Several approaches in the literature recommend not only single POIs but also complete
itineraries with a set of POIs. This can be done taking into account several features of the
path, beside traditional efficiency (length and speed (Ludwig et al., 2009; Chang et al., 2011),
such as pleasantness (Quercia et al., 2014), accessibility (Comai et al., 2017), safety (Kim
et al., 2014).

An idea behind some recent work is to use geo-referenced online content (e.g., Flickr10

pictures) to learn and recommend popular trajectories such as (Baraglia et al., 2013), as
we did in Cicero using Foursquare check-ins to infer popular paths. Others exploit them as
sources for mining popular venues (Brilhante et al., 2013), travel sequences (Zheng and Xie,
2011) or, more in general, travel attractiveness (Waga et al., 2012).

More recently, given the popularity of location-based social networking applications,
researchers have also been able to provide personalized paths. In fact, such large amount of
geo-tagged photos shared on social media allow location-based services to mine also demo-
graphic information by detecting people attributes by means of image analysis techniques.

For example, Cheng et al. (2011) annotated historical data of traveled paths with de-
mographic information (such as family, friends, couple, etc) and used a Baeysian learning
model to generate personalized travel recommendations based on user profile.

Kurashima et al. (2010) propose a travel route recommendation method that makes use
of the photographers’ histories as held by Flickr. The authors profiled users according to

10 https://www.flickr.com/ (Accessed: 29 November 2018).
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Table 8 Comparison between Cicero and some state-of-the-art POI recommenders.

System UM
Representation

UM
Source

CH
Representation

Match
CH-UM

Recommender
Techniques

Recommender
Output

Social-based

Cicero graph with
user interest

Facebook
(like)

LOD graph-based sim
(total number of
occurrence)

Mixed
content-based
collaborative
filt.

POIs (CH and
restaurants,..)

yes

(Ruotsalo
et al., 2013)

ontology-
based user
profile

feedback on
proposed
object

ontologies
and RDF data

ontology-based
reasoning

context-aware
rec.

historical
buildings and
objects on
those sites

no

(Moreno
et al., 2013)

ontology-
based user
profile

user ratings
and
user be-
haviour in the
system

turist ontol-
ogy

direct match and
interest propaga-
tion

Mixed,
content-based
collaborative
filt.
.

touristic
activities

no

(Albanese
et al., 2011)

matrix of user
preferences

past interac-
tions

semantic
metadata

metrics for
semantic relat-
edness
of concepts
based on a vo-
cabulary
(Li-Bandar-
McLean,
Wu-Palmer,
Rada, Leacock-
Chodorow)

Mixed,
content-based
collaborative
filt.
.

digital collec-
tions

no

(Bartolini
et al., 2013)

list of tags past user
interactions
(objects
watched)
overall be-
haviour of
the whole
community of
users to

semantic GIS
repres.
(CIDOC-
CRM model)

co-occurrence-
based distance
function

context-aware
rec.

multimedia
content

no

(Wang et al.,
2009)

preferences ratings on art-
works

semantic
repres.
((AAT,
ULAN,
SKOS)

- content-based artworks no

(Varfolomeyev
et al., 2015)

list of cate-
gories

POIs already
visited

LOD probabilistic dis-
tance

content-based POIs (histori-
cal)

no

(Lo Bue et al.,
2015)

bag-of-words past user in-
teractions

LOD graph-based sim
(reverse path
length)

implicit
content-based

POIs (CH) no

their past travel histories using geotagged photos. Recommendations are performed by a
photographer behavior model, which estimates the probability of a photographer visiting a
landmark, and incorporate user preference and present location information.

Takayuki et al. (2005) dynamically suggest new POIs according to the last visited ones,
their characteristics and categories, personalizing the recommendation as the current context
evolves. Multiple conflicting criteria and undesirable situations that may result in the modi-
fication of the current schedule can also be considered by monitoring the user’s behavior.

Lim et al. (2015) propose an algorithm for recommending personalized tours using
POI popularity and user interest preferences, which are automatically derived from real-
life travel sequences based on geotagged photos. They consider user trip constraints such as
time limits. In our work, we also reflect levels of user interest based on visit durations.

Di Bitonto et al. (2010) propose a method for generating tourist itineraries in knowledge-
based recommender systems. The method is based on a theoretical model that defines space-
time relations among items of intangible cultural heritage (called events) and on transitive
closure computation of the relations, that is able to construct chains of events. The output is
a sequence of attractions or spots to be visited, filtered according to the tourist’s constraints
(day of visit, cost, and so on) specified in the request.
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Table 9 Comparison between Cicero and some state-of-the-art itinerary recommenders.

System User
Features

Friends
Taste

Context Popularity Path’s
Features

Cicero taste on cat-
egories and
constraints

check-ins
(Foursquare)

location,
time, weather,
means of
transport

in Foursquare shortest path

(Baraglia
et al., 2013)

- - - picture
(Flickr)

-

(Yoon et al.,
2012)

- - time GPS trajecto-
ries

-

(Cheng et al.,
2011)

demographic
features

- - - -

(Kurashima
et al., 2010)

user prefer-
ences

- location - -

(Takayuki
et al., 2005)

user needs
and con-
straints

- time,
user’s sched-
ule

- resulting from
conflict man-
agement

(Lim et al.,
2015)

user interest
and con-
straints

- time yes -

(Di Bitonto
et al., 2010)

user’s con-
straints
day of visit,
cost,

- time and
place

- -

(Hagen et al.,
2005)

taste on cat-
egories and
constraints

- - - -

In Cicero we consider user preferences for POIs categories exploiting information pro-
vided in social networks, as well as information about the user’s friends.

Time constraints are in general more sensitive in itinerary recommendation. Determin-
ing the proper visiting time of each place and the proper transit time from one place to
another is fundamental for defining route goodness functions (Hsieh et al., 2014). Yoon
et al. (2012) explicitly model both the available time of the user and the staying time for
each POI included in the itinerary. Techniques based on signal processing are proposed for
including time dimension in context-aware recommendation tasks (Biancalana et al., 2011;
Arru et al., 2013; Sansonetti et al., 2017).

The recommender system in (Hagen et al., 2005) makes use of an ontology to seman-
tically model the interests of the users and the itineraries to suggest. The user interests are
explicitly stated at the beginning of the interaction by means of a multiple choice-paradigm
implemented in the user interface by means of a list of POI categories. The recommender
proposes one or more itineraries that maximize the number of POIs given the initial time
frame. Non-accessible POIs (e.g., opening hours do not fall back into the time frame) are
not included in the itineraries. The recommender makes also use of multiple online services
that provide structured and semantic information, such as the list of POIs in a given range,
and the category of each POI. The proposed approach is one of the first attempts to make
use of structured and semantic information for recommending itineraries, although it does
not use LOD and limits the user profile to the initial information expressed by the users.

Table 9 summarizes the features considered in path recommendations by some of the
cited work with respect to Cicero.
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5 Conclusions

In this article, we have presented a hybrid recommender system in the cultural and artistic
area. Such a recommender takes into account the activities on Facebook of the target user and
her friends. The system integrates collaborative filtering and community-based algorithms
with semantic technologies to exploit linked open data sources in the recommendation pro-
cess. Furthermore, the proposed recommender provides the target user with personalized
and context-aware itineraries among cultural POIs.

Regarding the limitations of our approach, we must first refer to the similarity measure
adopted. We decided to implement a classical graph-based (distance-based) similarity mea-
sure based on shortest-paths similar to (Rada et al., 1989), since it was simple but effective in
finding closer concepts. The main advantage of this kind of measures is their unsupervised
nature, low cost and lack of dependence on any external corpus (Harispe et al., 2015). We
are aware that their main drawback is the absence of extensive control over the semantics
which are not taken into account; this generates difficulties in justifying, explaining, and
therefore analyzing the resulting scores. Thus, as future work, we will apply finer measures
based on the graph property model, such as feature-based measures (Tversky (1977) and its
variations, Jaccard, Dice, etc.), since considering and comparing the properties of concepts,
allows us to better consider its meaning (Meymandpour and Davis, 2016).

Several interesting results have emerged, which pave the way for future developments.
Among others, we intend to enrich the user profiles with additional information from social
and LOD sources, as well as information related to their emotions and personality (Bologna
et al., 2013; Onori et al., 2016). Furthermore, we would like to supplement our system with
a sentiment analysis module that enables them to better capture the users’ attitude towards
the cultural resources referenced by them and their friends on social contexts (Feltoni Gurini
et al., 2014, 2018). Moreover, we would like to enhance our system with a cross-domain rec-
ommendation engine in order to furnish the active user with multimedia and textual content
related to the suggested itineraries. From this point of view, in fact, the LOD cloud guaran-
tees an inexhaustible resource of varied information from which to draw heavily. Regarding
the interaction design and the proposed user interfaces, we are designing, in a new release
of the system, a 3D map-based navigation, in order to improve the user orientation among
streets and monuments. We will test the new prototype with usability experts and target
users.
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