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Abstract. Clock-dependent probabilistic timed automata extend prob-
abilistic timed automata by letting the probabilities of discrete transi-
tions depend on the exact values of clock variables. The probabilistic
reachability problem for clock-dependent probabilistic timed automata
has been shown previously to be undecidable. We consider a subclass
with one clock and in which nondeterministic choice is made in a mem-
oryless fashion, i.e., nondeterministic choice depends the current state
only. We show that, for this subclass, the reachability problem can be
solved by constructing and analysing a finite-state parametric Markov
chain using established methods.

Keywords: Probabilistic model checking - Timed automata - Paramet-
ric Markov chains.

1 Introduction

The development of complex systems can benefit from automatic verification
techniques such as model checking. In a number of application contexts, it is
important to reason not just about qualitative aspects of the system (such as
reaching an error state, or completing a task) but also quantitative aspects (such
as the likelihood of reaching an error state, or whether a task can be completed
within a certain deadline). In this paper, we consider probabilistic timed systems,
for which the modelling of probabilities and timing aspects of system behaviours
is key to their verification. We focus on probabilistic timed automata (PTAs)
[11,19, 24], which combine aspects of timed automata [2] (clock variables, con-
straints on clocks, resets of clocks) and Markov decision processes (MDPs) [25]
(transitions are made using a combination of nondeterministic and probabilis-
tic choice), and which have been used to model a number of systems, ranging
from network protocols to scheduling problems with uncertainty. Two key char-
acteristics of PTAs are that (1) probabilistic choice is made over the discrete
components of the model, rather than over time durations or clock values, and
(2) the actual probability values used for probabilistic choices depend only on
whether clock values satisfy or not certain clock constraints. Characteristic (2)
has been generalised in the formalism of clock-dependent probabilistic timed
automata (cdPTAs) [26], in which relationships between clock values and prob-
abilities used for probabilistic choice can be expressed. Hence cdPTAs are ap-
propriate for modelling systems in which the likelihood of certain events changes
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over time. For example, for a digital system interacting with humans, the prob-
ability of human error may increase over time [10]; in a smart farming system,
the greater the time taken to fill a trailer with grain, the higher the probability
that a human supervisor regards the trailer to be sufficiently full, but also the
higher the probability that the grain will be subsequently ruined by rain during
transit (this example adopts elements from [22]). Previous work has showed that
the reachability problem for cdPTAs, which asks whether there exists a resolu-
tion of nondeterministic choice such that a set of target states is reached with
probability at least A € (0, 1], is undecidable, although upper and lower bounds
on reachability probabilities can be computed by analysis of an approximate
finite-state MDP [26].

Another approach to the reachability problem for cdPTAs is to consider the
construction of a finite-state model that represents exactly the behaviour of a
cdPTA belonging to a certain subclass. An exact finite-state construction for the
subclass of cdPTAs that feature one clock variable and a requirement specifying
that the clock must be reset to 0 between probabilistic choices that depend on
the exact value of the clock, thereby guaranteeing the independence of those
probabilistic choices, has been presented in [27]. The formalism used for that
construction is interval Markov chains [13], in which intervals on probabilities
are given for each transition, representing uncertainty with regard to actual
probability with which transitions are made. The aforementioned requirement
on the independence of non-trivial clock dependencies, as used in [27], does
not allow a key characteristic of cdPTAs to be employed, namely the ability to
express situations of trade-offs between successive probabilistic choices.

This key characteristic is inherent to the cdPTA of Figure 1, which models the
simple smart farming system described above. We adopt the usual conventions
for illustrating cdPTAs: locations are drawn as circles, probability distributions
are indicated by black boxes and the boxes’ outgoing edges, constraints on the
unique clock z label locations (invariant conditions) and edges from locations
to black boxes (guard conditions enabling the choice of probability distribu-
tions), and expressions determining probabilities of transitions are denoted by
grey boxes labelling edges from black boxes to locations (such edges may also
feature a clock reset denoted by {«}). The initial location F represents the trailer
being filled with grain, location T represents the trailer being in transit, loca-
tion S represents the trailer being under shelter at its destination, and location
X represents the failure of the system (either the human supervisor regards the
trailer to be insufficiently full or the grain is ruined by rain). The behaviour of
the cdPTA takes the following form. On entry to a location, a nondeterministic
choice is made regarding the amount of time that elapses while remaining in that
location. The value of the clock z increases by the chosen time delay. The choice
regarding the amount of time to elapse is constrained by the invariant condition
of the location. After the chosen time delay, if the current value of the clock
satisfies the guard condition of one of the location’s outgoing edges, then that
edge can be chosen nondeterministically. A probabilistic choice is then made ac-
cording to the probability distribution that corresponds to the black box that is
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Fig.1. A 1c-cdPTA modelling a simple task with a trade-off.

the target of the chosen edge, where the probabilities regarding the subsequent
edge to traverse can depend on the current value of the clock. Traversing edges
and black boxes is instantaneous. Observe that in the cdPTA of Figure 1, when
taking the transition to the right of the initial location F, the probability of
making a transition to location T increases as the value of the clock x increases
(the greater the time dedicated to filling the trailer with grain, the higher the
probability that the human supervisor is satisfied); however the probability of
subsequently making a transition to location S decreases as the value of the clock
x increases (the weather forecast indicates that the probability of the arrival of
rain increases until two time units have elapsed). Hence, the maximum proba-
bility of reaching location S from F, passing through T, is obtained by letting ¢
units of time elapse in F, then letting no time elapse in location T: we require
a framework that takes into account the interdependence of the probability of
both transitions along the path from F to S through T to reason about the value
of ¢ that attains this maximum probability. As a final note, in order to reason
about the overall optimal behaviour of the cdPTA, we must also take into ac-
count the lowermost edge from location F, which corresponds to filling the trailer
completely then waiting until the peak of the storm has passed (after four time
units), after which the probability of ruining the grain in transit is 1% regardless
of the exact time delay chosen.

In this paper, as in [27], we construct an exact, finite-state abstraction of
a cdPTA with one clock (abbreviated as lc-cdPTA). However, in contrast to
[27], we do not impose the restriction that the clock must be reset between the
transitions whose probability depends on the exact value of the clock. We use
parametric Markov chains (pMCs) [9,20] as a formalism for the exact, finite-
state abstraction. As in interval Markov chains, pMCs represent uncertainty
with regard to transition probabilities; however they also allow the expression
of dependencies between transition probabilities of different states. In order to
obtain a finite-state pMC, we require that the nondeterministic choices made in
the 1c-cdPTA are memoryless and finitely-uniform: the underlying infinite state
space of the 1c-cdPTA is partitioned into a finite number of equivalence classes
(using the standard notion of regions from the literature of timed automata with
one clock [21]), and nondeterministic choices depend on the equivalence class of
the current state (rather than on the history of states visited). Our approach is
inspired by the precedent of [15] in the context of the use of pMCs for finite-
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state control of partially-observable MDPs: in both approaches, nondeterministic
choices are represented by parameter values, and an instantiation of parameter
values corresponds to a finite-state strategy for resolving nondeterministic choice.
A novelty of this paper is to establish a relationship between the clock values
resulting from the elapse of time and parameters of the pMC. This relationship
requires comparison between parameters: in the example of Figure 1, if the value
of the clock z is equal to v when location F is exited, then the value of x when
location T is exited must be at least v; this relationship between clock values is
carried over to the parameters of the pMC in order to represent faithfully the 1c-
c¢dPTA. As a consequence of the pMC construction and the results on pMCs of
[16], establishing whether there exists a memoryless and finitely-uniform strategy
for resolving nondeterministic choice of a 1lc-cdPTA such that a set of target
states is reached with a probability at least some threshold A € (0,1] is in ETR
(the complexity class of problems with a polynomial-time many-one reduction
to deciding membership in the existential theory of the reals).

Related work. Apart from the references given above, we also mention the fol-
lowing related work. A notion of uniformity of strategies based on a finite parti-
tioning of the state space of a timed automaton game has been presented in [7],
and inspired partly our notion of finitely-uniform strategies. Stochastic timed
automata [5] and 13-player stochastic timed games [6,1] are variants of PTAs
with probabilistic choice over time delays (hence not exhibiting characteristic
(1) of PTAs described above).

2 Preliminaries

We use R to denote the set of real numbers, R>( to denote the set of non-negative
real numbers, Q to denote the set of rational numbers, and N to denote the set
of natural numbers. A (discrete) probability distribution over a countable set @
is a function p: @ — [0, 1] such that }° o u(q) = 1. Let Dist(Q) be the set of
distributions over Q. For a (possibly uncountable) set @) and a function px: Q —
[0,1], we define support(p) = {q € Q| 1(g) > 0}. Then, for an uncountable set
@, we define Dist(Q) to be the set of functions i : @ — [0, 1] such that support(u)
is a countable set and p restricted to support(y) is a distribution. Given a binary
function f: @ x @ — [0, 1] and element ¢ € @, we denote by f(q,-): Q — [0,1]
the unary function such that f(q,-)(¢’) = f(q,¢’) for each ¢’ € Q.

Let V be a finite set of real-valued variables called parameters. We use Q[V]
to denote the set of rational polynomials over V with coefficients in Q. An
instantiation of V is a function v : V. — R associating a real value with each
parameter in V. Given f € Q[V] and instantiation u of V', we denote by f[u] the
value obtained from f by substituting each p € V' by u(p). Given the function
g : @ — Q[V] and an instantiation u of V, we denote by glu] : @ — R the
function such that glu](¢) = g(¢)[u] for each ¢ € Q. An instantiation u of V is
distribution-inducing for g if g[u] € Dist(Q).
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Markov Chains and Markov Decision Processes. A Markov chain (MC)
C is a tuple (5,5, P) where S is a set of states with initial state 5 € S, and
P: S xS —[0,1] is a transition probability function such that P(s,-) € Dist(S)
for each state s € S. An (infinite) path of MC C is an infinite sequence sgsp - - -
of states such that P(s;, s;4+1) > 0 for all ¢ > 0. Given a path r = sps; --- and
i > 0, we let r(i) = s; be the (i + 1)-th state along r. The set of paths of C
starting in initial state § is denoted by PathsC. Similarly, a finite path of C is a
finite sequence r = sgsy - - - 5, such that P(s;, s;11) > 0 for all 0 < i < n. We let
7(i) = s; for 0 < i < n be the (i41)-th state along , and let Paths® be the set of
finite paths of C starting in initial state 5. Given a finite path r = sgs1 - sp,_15n
in PathsC, let Pré(r) = P(so,51) ... - P(sp_1,5n). We can extend uniquely Pr¢
to obtain a probability measure Pr¢ over Paths® (for more details, see [4]). Given
T C S, we define OT = {r € Paths®(5) | 3i € N.r(i) € T} as the set of infinite
paths of C such that some state of T is visited along the path. Hence Pr¢(OT)
denotes the probability that a state in T is visited from the initial state in C.

Let R € S x S be an equivalence relation on S, and let S/ be the set
of equivalence classes of R. Given C € S/, we let P(s,C) = > .~ P(s,s).
An equivalence R is a T-preserving probabilistic bisimulation on C if (s,s') € R
implies that (1) s € T if and only if s’ € T', and (2) P(s,C) = P(s',C) for each
C € S/r [23]. Let C; = (51, 51,P1) and Co2 = (52, $2,P2) be two DTMCs such
that S; NSy = 0, and let C; WCs = (S1 U Sy U 5,5, P), where (1) 5 ¢ Sy U Ss,
(2) P(s,:) =Py(s,-)if s € Sy and P(s,-) = Pa(s, ) otherwise and (3) P(s,5,) =
A and P(8,52) = 1 — A for some arbitrarily chosen A € (0,1). For T C S and a
T-preserving probabilistic bisimulation R on C; W Cy such that (51,32) € R, we
have Pr¢ (OT) = Pr2(OT) [3].

A Markov decision process (MDP) M = (S, 5, A, A) comprises a set of states
S with an initial state § € S, a set of actions A, and a probabilistic transition
function A : S x A — Dist(S)U{L}. The symbol L represents the unavailability
of an action in a state, i.e., A(s,a) = L signifies that action a € A is not
available in state s € S. For each state s € S, let A(s) ={a € A| A(s,a) # L},
and assume that A(s) # (), i.e., there is at least one available action in each
state. Transitions from state to state of an MDP are performed in two steps: if
the current state is s, the first step concerns a nondeterministic selection of an
action a € A(s); the second step comprises a probabilistic choice, made according
to the distribution A(s,a), as to which state to make the transition (that is, a
transition to a state s’ € S is made with probability A(s,a)(s’)). In general, the
sets of states and actions can be uncountable. We say that an MDP is finite if S
and A are finite sets. A(n infinite) path of an MDP M is a sequence spagsiay - -
such that a; € A(s;) and A(s;,a;)(s;+1) > 0 for all ¢ > 0. Given an infinite path
r = spapsiar--- and ¢ > 0, we let r(i) = s; be the (i + 1)-th state along r.
Let Paths™ be the set of infinite paths of M starting in the initial state 3.
A finite path is a sequence r = spagsi1ai - - an—18, such that a; € A(s;) and
A(siya;)(si+1) > 0 for all 0 < i < n. Let last(r) = s, denote the final state of
r. For a € A(sy,) and s € S such that A(s,,a)(s) > 0, we use ras to denote the
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finite path sgagsia; - - - a,_18,as. Let Pathsf/‘ be the set of finite paths of the
MDP M starting in the initial state s.

A strategy of M is a function o : Paths™ — U,cs Dist(A(s)) such that
o(r) € Dist(A(last(r))) and |support(c(r))| is finite, for all » € Paths™. Let
XM be the set of strategies of the MDP M. We say that infinite path r =
Soapsiay - -+ is generated by o if o(sgapsiar ---a;—18;)(a;) > 0 for all ¢ € N.
Let Paths® be the set of paths generated by o. The set Paths] of finite paths
generated by o is defined similarly. Given a strategy o € 2™, we can define a
countably infinite-state MC C7, called the induced MC of o, that corresponds
to the behaviour of o: we let C? = (Paths?, s, P?), where, for r,r’ € Paths?,
we have P?(r,7") = o(r)(a) - A(last(r),a)(s) if ¥ = ras and a € A(last(r)),
and P?(r,7') = 0 otherwise. For simplicity, we write Pr rather than Pr¢ for
the probability measure associated with C?. Given T' C S, and given the 1-to-1
relationship between (finite and infinite) paths of M generated by ¢ and paths
of C?, we write OT to denote the set of paths of C? that correspond to T being
visited in M; formally OT = {r € Paths® | 3i € N.last(r(i)) € T}. Hence
Pr?(OT) denotes the probability of reaching the set T in M while following the
strategy o. We consider whether there exists a strategy belonging to a particular
set of strategies such that the probability of reaching a certain set of states is
at least some threshold. More precisely, given MDP M = (5,5, A, A), strategy
set X' C LM target set T C S and threshold A\ € (0,1], the (emistential,
lower-bounded, non-strict) reachability problem for M, X', T and X is to decide
whether there exists a strategy o € X’ such that Pr?(OT) > A.

Parametric Markov Chains. A parametric Markov chain (pMC) D = (S, s,V,
A) comprises a finite set of states S, initial state 5 € S, a finite set of parameters
V and a parametric transition function A : S x S — Q[V]. When considering a
pMC D = (5,3,V, A), we consider only instantations of V' that are distribution-
inducing for A(s,-) for all states s € S. Let Instp be the set of instantiations
for D, and we consider only pMCs for which Instp # ). Given instantiation
u € Instp, we can observe that (5,5, Afu]) is an MC, which we denote by D[u].
We consider the following feasibility problem with respect to reachability for
pMCs. Given a pMC D = (5,5, V, A), set of instantiations U C Instp, target set
T C S and threshold A € (0, 1], the feasibility problem for D, U, T and X is to
decide whether there exists an instantiation u € U such that PrP™(oT) > A,

3 Clock-Dependent Probabilistic Timed Automata

We now recall the definition of clock-dependent probabilistic timed automata
[26], focussing on the subclass with one clock variable [27]. This clock variable
will be denoted by z. A clock valuation is a value v € R, interpreted as the
current value of clock z. Following the usual notational conventions for modelling
formalisms based on timed automata, we use the powerset notation 2*} to refer
to the set {{x}, 0}, which we will use in the sequel to indicate whether the clock
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is reset to 0 (denoted by {z}) or retains its current value (denoted by (). A
clock constraint is a conjunction of atomic formulae of the form z ~ ¢, where
~€ {<,<,>,>} and ¢ € N. The set of clock constraints is defined as ¥. A clock
valuation v satisfies a clock constraint 1, denoted by v |= v, if ¥ resolves to
true when substituting each occurrence of clock x with v.

Dependencies between clock values and transition probabilities will be ex-
pressed using rational polynomials over x. We refer to functions of the form
g: Q — Q[{z}] as templates on @, and use Templates(Q) to refer to the set of
such functions. Given a clock constraint ¢ € ¥, a template g € Templates(Q) is
a distribution template with respect to 1 if v is distribution-inducing for g for all
v € R>g such that v = 1.

A clock-dependent probabilistic timed automaton with one-clock (lc-cdPTA)

A = (L, 1, inv, prob) comprises the following components:

— a finite set L of locations with an initial location [ € L;

— afunction inv : L — ¥ associating an invariant condition with each location;

— aset prob C L x ¥ x Templates(Q{"”} x L) of probabilistic edges, containing
triples of the form (I, g, p), where [ is the source location of the probabilistic
edge, g is a clock constraint called the guard of the probabilistic edge, and
p is a distribution template with respect to g A inv(l).

Given a probabilistic edge p € prob, we write src(p), grd(p) and tpl(p) for the
source location, guard and distribution template of p, respectively.

The behaviour of a 1c-cdPTA takes a similar form to that of a standard
(one-clock) probabilistic timed automaton [11,19,17]. A state of a lc-cdPTA
is a pair comprising a location and a clock valuation satisfying the location’s
invariant condition, i.e., (I,v) € L x Rx¢ such that v |= inv(l). From a state
(I,v), a nondeterministically-chosen amount of time ¢t € R>¢ elapses, increasing
the value of the clock to © = v+t. The current location’s invariant condition
inv(l) must remain satisfied continuously while time passes. A probabilistic edge
(I',8,p) € prob can then be chosen from state (I,v) if | = I’ and the clock
constraint g is satisfied by ©. The choice of which such probabilistic edge to
take is nondeterministic. Once a probabilistic edge (I, g, ) has been chosen, a
successor location, and whether to reset the clock to 0, is chosen probabilistically
according to the distribution p[9]. For example, in the case of the 1c-cdPTA of
Figure 1, from state (F,0) (i.e., the location is F and the value of clock x is
equal to 0), a nondeterministic choice is made as to the amount of time to
elapse and which probabilistic edge to select. Consider the case in which delay
t € (1,2) elapses, increasing the value of x to © = 0+t = t, following which the
uppermost probabilistic edge leaving F is traversed. The resulting state is (T, ?)
with probability o — 1, and (X, ) with probability 2 — o.

In order the simplify the definition of the semantics of 1c-cdPTAs, we make
a number of standard assumptions (see [27] for more details). Firstly, invariant
conditions bound the clock from above only: for each | € L, the invariant con-
dition inv(l) is z < ¢ for some ¢ € N, or x < ¢ for some ¢ € N\ {0}. Secondly,
the guard of some probabilistic edge can always be satisfied, either in the cur-
rent state or by letting time elapse. This assumption is expressed by specifying
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that the guard of some probabilistic edge is satisfied immediately prior to the
invariant condition becoming unsatisfied: formally, for each [ € L, there exists
p € prob with src(p) = [ and where grd(p) is such that (1) if inv(l) = (z < ¢)
then ¢ |= grd(p) (viewing c as a clock valuation), and (2) if inv(l) = (z < ¢) then
c—e¢ = grd(p) for all € € (0,1).} Thirdly, target states resulting from probabilis-
tic edges satisfy their invariants: for each p € prob, I € L and v € R>¢ such that
v =g, if tpl(p)[v](0,1) > 0 then v = inv(l).

The semantics of the lc-cdPTA A = (L,l,inv, prob) is the MDP [A] =
(S,5,A, A) where:

— §={(Lv) € Lx R0 | v = inv()};
~ 5= (0.0

— A= 20 pro b

— for (I,v) € S6€R>0andp6pmbsuchthat() v, (2) ¥ = grd(p)

and (3) w E in ()forallv<w<v then we let A(( v), (0,p)) be the

distribution such that, for (I’;v’) €
o)1) W) ¢ =0
/ tpl(p)|v ifv=0>
Al @) = I if ' =0,0>0
0 otherwise;

if conditions (1), (2) and (3) are not satisfied, we let A((l,v), (7,p)) = L

The summation in the first case of the definition of A reflects the fact that, for
v/ = ¥ = 0, for obtaining v’ from o, it is immaterial whether the clock is reset.

In the sequel, we consider reachability of a certain set of locations in the
lc-cdPTA. Let F C L be a set of locations, and let Tr = {(I,v) € S|l € F'} be
the set of states of [A] that have their location component in F. Hence, given
a strategy o of [A], Pr?(OTF) denotes the probability of reaching the set of
locations F' under the strategy o.

4 Translation from 1c-cdPTAs to pMCs

Memoryless strategies for 1c-cdPTAs. Our notion of memoryless strate-
gies for 1c-cdPTAs, which we now present, consists of two aspects: firstly, such
strategies depend only on the current state of the lc-cdPTA; secondly, there
exists a finite partition of the state space of the lc-cdPTA such that, for each
class of the partition, strategies behave uniformly over all states in the class. In
order to define this partition, we use the notion of regions? for timed automata
with one clock [21]. Then the behaviour (in terms of which clock value to let

! Note that the interval (0,1) in condition (2) can be replaced by (0, ) for any X €
(0,1), because either all valuations in (¢ — 1, ¢) satisfy grd(p) or none do.

% Note that sets of instantiations are often referred to as regions in the pMC literature
(for example, in [14]). Instead, in this paper, we adopt the notion of regions from
the timed automata literature.
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time elapse to, and which probabilistic edge to take) of a memoryless strategy is
described as being the same for all states of each of the aforementioned regions.
The presence of such uniformity means that we are able to define a memoryless
strategy of a 1-cdPTA using a finite framework.

Let A = (L, 1, inv, prob) be a 1lc-cdPTA. Let Cst(.A) be the set of constants
that are used in the guards of probabilistic edges and invariants of A, and let B =
Cst(A) U {0}. We write B = {bg, b1,...,b;}, where 0 = by < by < ... < b. The
set B defines the set of intervals Zg = {[bo, bo], (bo, b1), [b1, 1], - , [br, bk, [bK, 0) },
i.e., Zp is a partition of R>( into subintervals with endpoints in B U {oco}, and
where each element of B has a corresponding closed interval in Zg compris-
ing only that element. We define a total order on Zg in the following way:
[bo, bo] < (bo,b1) < [b1,b1] < -+ < [bg,bx] < [bg,0). Let 9 be a guard of a
probabilistic edge or an invariant of A. By definition, for each B € Tg, either
BC{veRso|vEY}or BN{veRs v} =0 (either all valuations in
B satisfy ¢ or none do). We write B |= 1 in the case of B C {v € R>¢ | v = ¥}

The set of regions of A is defined as Regs = {(I,B) € L x I | B = inv(l)}.
In the sequel, we will refer to a state (I, v) of [A] as belonging to a region (I, B)
if Il =1 and v € B. Given a region (I, B), the set of region successor actions
of (I, B), denoted by RegA(l, B), is defined as the set of pairs where the first
element of the pair is an interval B that can be obtained from B by letting
time elapse (provided that B does not exceed the upper bound enforced by the
invariant condition), and where the second element is a probabilistic edge with
source location [ and guard which is satisfied by B. Formally, we let:

RegA(l, B) = {(B,p) € I x prob | src(p) =LA B < BA B = (grd(p) A inv(1))}.

We now define, in two steps, our notion of memoryless strategies for 1lc-
cdPTAs in two steps. First, we introduce region-based controllers which, given
a current region of the lc-cdPTA, specify a distribution over region successor
actions, and, for each such action, also determine exactly which clock valuation is
attained by letting time elapse. An action mapping act : Regs — Dist(Zp X prob)
for A is a function such that, for each (I, B) € Regs and (B,p) € Ip x prob, if
act(l, B)(B,p) > 0 then (B,p) € RegA(l, B). A time-elapse valuation mapping
val : Regs x Ty x prob — Rx( for A is a function such that the following conditions
are satisfied for each (I, B) € Regs and (B, p) € Iy X prob:

— val((l, B), B,p) € B (the time-elapse valuation obtained from val belongs to
time-elapse interval B);
— for each I € L and (B',p’) € Iy X prob, if:

e tpl(p)[val((l, B), B,p)](0,I') > 0 (the probability of passing from (I, B)
to location I’ using region successor action (B, p) while not resetting the
clock is positive), and

e act(l, B)(B,p) > 0 and act(l’, B)(B,p’) > 0 (act specifies that (B, p) can
be chosen from (I, B) and (B’,p’) can be chosen from (I, B)),

then val((1, B), B,p) < val((I', B), B',p') (val cannot specify that the clock’s
value decreases between successive transitions).
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Then a region-based controller for A is defined as a pair (act, val) comprising an
action mapping act and a time-elapse valuation mapping val.

We can now use a region-based controller (act,val) to define an associated
strategy o for the 1c-cdPTA A. Given a clock valuation v € Rx¢, we denote
by (v]) the unique interval in Zp that contains v. Let r € Pathsf[kAH be a finite
path of [A] and let (0,p) € R>o x prob. We will use (I,v) to denote last(r).
First note from the definition of the probabilistic transition function A of [A]
and RegA, if A(0,p) # L, then ({0)),p) € RegA(l, B). Then we let:

postot () 5. ) — { act(l, (o)) (2D, p) i & = val((1, (o)), (5D, p):

0 otherwise.

Note that o%<%*?! is memoryless: its behaviour after a finite path » depends on
the region containing the final state of 7. A strategy o € XAl is a region-based
(memoryless) strategy if there exists a region-based controller (act,val) such
that o = g%tval, Let X¢ C XIAl be the set of region-based strategies of [A].
The region-based controller reachability problem for A, F C L and X € (0,1] is
to determine whether there exists a region-based controller (act, val) for A such

act,val

that Pr? (OTr) > A. Note that this problem is equivalent to the reachability
problem for [A], X, Tr and \.

Translation from lc-cdPTAs to pMCs. We now describe how a pMC cor-
responding to the 1c-cdPTA A can be defined, and show how feasability analysis
of this pMC can be used to establish the existence of a strategy that is obtained
from a region-based controller and that satisfies a reachability property. The
intuition is that the states of the pMC are regions of the 1-cdPTA, and that two
parameters are used for each region (I, B) € Regs and region successor action
(B,p) € RegA(l, B), where the first parameter p(%i)) refers to the probability
with which (B, p) is taken from states in (I, B), and the second parameter qgéBp))
refers to the clock valuation in B attained after letting time elapse when making
a transition from a state in (I, B) using the probabilistic edge p. The correspon-
dence between the first set of parameters described above and actions mappings,
and the second set of parameters with time-elapse valuation mappings, will allow
us to use the pMC to answer the region-based controller reachability problem
introduced above.
Let A = (L, 1, inv, prob) be a 1c-cdPTA. The pMC induced from A is defined
as DA = (Regs, (1, [0,0]), VA, A?), where:
— VA= {pE%Bp))’qE%E:)) | (I, B) € Regs, (B,p) € RegA(l, B)} is the set of param-
eters; 7 ,
— the parametric transition function A* is such that, for (I, B), (I', B') € S4,
we have:

AY((1,B), (I, B") = > AN, B),(B.p), (I, B)) ,
(B,p)ERegA(l,B)
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p1(2 - q1) *02)
p3(gz — 1)
(F, [0,0]) (T,(1,2)) 2@ — 1) (S, [0,0])
p2 (X7(4710))
10

Fig. 2. The pMC corresponding to the 1c-cdPTA of Figure 1.

where, for (B, p) € RegA(l, B), we have that AA((Z, B), (B,p), (I, B')) equals:

5. )) (tpl(p)[0)({z}, 1) + tpl(p)[0](0, 1)) if B = B’ = [0,0],

Pyt tol(p)lg éf]({x} ) if B> [0,0], B" = [0,0],
P telp)lagy ) 1(0.1) if B=B'>0,0],
0 otherwise.

Observe that, given regions (I, B), (I', B') € Regs and region successor action
(B,p) € RegA(l, B), the expression AA((Z, B),(B,p),(I',B')) is a rational poly-
nomial over V4 describing the probability of making a transation from region
(1, B) to region (I, B') via region successor action (B, p).

In Figure 2, we show the pMC corresponding to the 1c-cdPTA of Figure 1. In
the following, we use p (p’, p”, respectively) to refer to upper-left (upper-right,
bottom, respectively) probabilistic edge of Figure 1. Parameter p; corresponds to
p(F’[O’O]) whereas ps corresponds to p F.[0,0) ., and p3 corresponds to p(T’(l’Q),).
((1,2),p)° ((4,10),p)° ((1,2),p")

Furthermore ¢, refers to q((1 [2) ;1)7 and ¢ refers to q((l’(;) p))) For completeness, we

note that the construction of the pMC includes also the parameter qE(4 [10())]13”)’

however, given that the probability of the transitions of probabilistic edge p”
do not depend on the value of x, the parameter qga[?oo]),,) has no role in the
expressions on the transitions from (F, [0,0]) to (X, (4,10)) and (S, [0,0]) in the
pMC.

Given that the role of the pMC D is to represent faithfully the behaviour of
the 1c-cdPTA A, we henceforth consider instantiations that satisfy the follow-
ing constraints, which reflect closely the constraints imposed on the time-elapse
valuation mapping for region-based controllers. An instantiation u € Instpa
is time-elapse preserving if, for each region (I, B) € Regs and region succes-
sor action (B,p) € RegA(l, B), (1) é%i)) € B, and (2) for each I’ € L and
(B',¥') € RegA(l', B), if tpl(p)[g; ¢ B>](® I') > 0 then quBi)) < Eg;’?).
UA to denote the set of time—elapse preserving instantiations for DA, and will
henceforth consider the feasibility problem for D4 and UA.

We write
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Correctness of the Translation. Let ' C L, let Regp = {(I,B) € Regs | | € F'}
be the set of states of DA that have their location component in F, and let
A € (0, 1]. Our aim is now to show that answers to the feasibility problem for the
pMC D4 set of instantiations U#, target set Regy and threshold ), and to the
region-based controller reachability problem for A, F' and A coincide. To do this,
by definition of these two problems, we require that there exists a region-based
strategy o € X™° such that Pr?(OTr) > X if and only if there exists a time-

elapse preserving instantiation u € U4 such that pr2” “I(GRegy) > A. This can
in turn be established by the following result.

Proposition 1. (1) For each region-based strategy o € X™°, there exists a time-

elapse preserving instantiation u € U2 such that Pr7(OTr) = PrDA["](ORegF).
(2) For each time-elapse preserving instantiation u € U2, there exists a region-

based strategy o € X™° such that Pr? (OTr) = PrDA[“](ORegF).

Proof (sketch). The proof of Proposition 1 relies on establishing a correspon-
dence between a region-based controller associated with a region-based strategy
of [A] and a time-elapse preserving instantiation of D“. For part (1), given
a region-based strategy ¢ € X™° and an associated region-based controller
(act,val), we define the time-elapse preserving instantiation u®t°®' ¢ U4 as

follows: for each (I, B) € Regs and (B,p) € RegA(l, B), let ua“"’“[(pggi))) =

act(l, B)(B,p) and u““*“a[(qég?)) = val((l, B), B,p). Note that u®“°%" is time-

elapse preserving due to the similarity between the definitions of region-based
controllers and time-elapse preserving instantiations. Similarly, for part (2), given
the time-elapse preserving instantiation u € U4, we define a region-based con-

troller (act,, val,) by letting act, (I, B)(B,p) = u(pgg?)) and val,((1, B), B,p) =
(1,B)

u(q(B’,)p)) for each (I, B) € Regs and (B,p) € RegA(l, B), hence obtaining the
region-based strategy o%t "%k ¢ Xrc We also note that the fact that u is
time-elapse preserving instantiation guarantees that (act,, val, ) satisfies the con-
ditions of the definition of a region-based controller. It remains to justify that
these constructions establish that the reachability probabilities considered in
Proposition 1 are equal.

Let B € Ty and (act, val) be a region-based controller. Then the set

Vals(B) = {val(({, B), B',p) | (I, B) € Regs, (B',p) € RegA(l, B) s.t. B' = B}

of possible time-elapse valuations induced by val and belonging to B is finite.
Recalling that, on traversing a probabilistic edge, the value of clock x is either
reset to 0 or retains its value from before the traversal, we can conclude that the
set of states reached by the region-based strategy c®“°%' is finite, and that we
only need to consider finite paths ending in states of [.A] that have valuations
in Upeg, Vals(B). Now we establish a relationship between the probability of
transitions of the MC induced by a region-based strategy and transitions of the
pMC with the associated time-elapse preserving instantiation.
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Lemma 1. (1) Let 0 € X™° with associated region-based controller (act,val),
let (I,v) € S be such that v € Vals({v]), let (0,p) € A(l,v), and let (I',v")

S
S. Then P((1.v), (1v)(3.p)(I', ")) = A [u*t**((1, (), ({@). p). (', (/D).
(2) Let u € U4 be a time- elapse preserving instantiation, let ({,B), (', B/) €

Regs, let v € Vals(B), and let (B,p) € RegA(l, B). Then At [u]((, B), (B, p),
(I, B")) equals:

{P“:j“’j:“<<z,v>,<l,v><naru<< B),B,
P " (L), (,v)(valy,((1, B), B,

p),p)(",0)) if B'=0,0]
p),p)(I',val,((I, B), B,p))) otherwise.

The proof of Lemma 1 relies on the definitions of u®*“°°" (for part (1)) and of
ooctwvalu (for part (2)) given above in this section. Note that we considered
finite paths of at length one and two in the lemma; this is not a restriction,
given that region-based strategies are memoryless. Using parts (1) and (2) of
Lemma 1, and recalling the result of [3] (presented in Section 2) that specifies
that probabilistically bisimilar states exhibit the same probabilities of reaching
a certain set of states, we can then show the respective parts of Proposition 1

act,val

by showing that the initial states of the MCs under consideration (C” and
Dlut%Y for part (1), and C7°*"" and Dlu] for part (2), respectively) are
related by a Tr U Regp-preserving probabilistic bisimulation.

The following corollary is a consequence of Proposition 1 and the definitions of
the region-based controller reachability problem and the feasibility problem, and
the fact that the latter is in ETR [16].

Corollary 1. The region-based controller reachability problem is in ETR.

5 Conclusion

We have presented a method for constructing a finite-state pMC that can be
used for solving reachability problems for 1c-cdPTAs when restricted to region-
based, memoryless strategies. To our knowledge, tool support for our approach
is not available currently: both PRrism [18] and STORM [12] do not at present
perform parametric analysis in the case of comparisons between parameters such
as p1 < po, which are required to represent time-preserving instantiations. Fu-
ture work will consider the extension of the results to the case of finite-memory
strategies, using an adaptation of the unfolding approach of [15]. An important
question to be answered is whether finite-memory strategies suffice to obtain
optimal reachability probabilities for 1c-cdPTAs. Furthermore, recalling that
we considered the problem of determining whether a target set can be reached
with probability at least A, we would also like to consider related problems ask-
ing whether a target set is reached with probability strictly greater that A, at
most A, or strictly less than A\. We note that, for the strictly-less-than-A case,
finite-state strategies do not suffice, a fact that can be obtained by adapting
an example from [28] to the lc-cdPTA context. Finally, while our results show
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that our reachability problems for 1c-cdPTAs with region-based, memoryless
strategies are in the complexity class ETR, the lower bound for our problems
is unknown. The ETR lower bound for (quantitative) reachability problems of
pMCs [8,16] relies on a construction which is not directly applicable in our set-
ting, given that lc-cdPTAs can express only dependencies between clock values
in successive states.
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